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Abstract
We developed methods to characterize patterns of activity of bumblebees, specifically Bombus
Impatiens, to assess the health of the community and the hive. Since 1987 bumblebees have
been used as an alternative for the production of tomatoes in protected agriculture. Currently, 70% of the bumblebees used in greenhouses are produced in Mexico. It is worrisome
to observe a sharp decline in some populations of pollinators, considering the recommendations presented by experts, we decided to implement Computer Vision systems that will
help monitor and asses the well-being of bumblebees. Two main results are presented. For
detecting bumblebees, we adapted two of the most widely used classifiers, namely HOG +
SVM and the Viola-Jones classifier, to automatically detect bumblebees flying freely inside a
greenhouse while pollinating flowers, monitoring the activity and daily schedule at the hive,
under normal conditions. Our experimental results show that the HOG + SVM performs
better. Then, we developed a method to automatically measure the flapping frequency of
bumblebees in free flight using a high-speed camera and a catadioptric system rendering
a virtual stereo system. By using a catadioptric system we avoid occlusions and camera
synchronization while providing redundancy. In our method, we have made use of background subtraction to detect moving objects, then we used Fourier analysis observing the
optical flow to estimate the wingbeat frequency. Our experiments show that wingbeat can
be measured accurately and efficiently.
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Resumen
En esta tesis, desarrollamos métodos para caracterizar patrones de actividad de abejorros,
especı́ficamente Bombus impatiens, con objeto de evaluar la salud de los individuos de las
colmenas. Desde 1987 los abejorros se han utilizado como una alternativa para la producción
de tomates en el entorno de la agricultura protegida. Actualmente, el 70 % de los abejorros
usados en invernaderos son producidos en México. Es preocupante observar una fuerte disminución de algunas poblaciones de polinizadores. Teniendo en cuenta las recomendaciones
presentadas por los expertos, decidimos implementar sistemas de Visión por Computadora
que ayuden a monitorear y evaluar el bienestar de los abejorros. Se presentan dos resultados
principales. Para la detección de los abejorros, hemos adaptado dos de los clasificadores más
utilizados, a saber HOG + SVM y el clasificador Viola-Jones, para detectar automáticamente
abejorros que vuelan libremente dentro de un invernadero, mientras polinizan flores, observando su actividad y su rutina diaria en la colmena bajo condiciones normales. Nuestros
resultados experimentales muestran que el clasificador HOG + SVM funciona mejor. Posteriormente, hemos desarrollado un método para medir automáticamente la frecuencia de aleteo
de abejorros en vuelo libre con una cámara de alta velocidad y un sistema catadióptrico
obteniendo un sistema estéreo virtual. Mediante el uso de un sistema catadióptrico evitamos
las oclusiones y la sincronización de las cámaras, al mismo tiempo que obtenemos redundancia. En nuestro método, hemos hecho uso de sustracción de fondo para detectar objetos
en movimiento, a continuación, se utilizó el análisis de Fourier para observar el flujo óptico
y estimar la frecuencia de aleteo. Nuestros experimentos muestran que el aleteo se puede
medir con precisión y eficiencia.

v

Contents
1 Introduction
1.1 Background . . . .
1.2 Problem Statement
1.3 Proposed Solution .
1.4 Activity Patterns .
1.5 Thesis Roadmap .

.
.
.
.
.

1
1
3
4
7
7

2 Related Literature
2.1 Detecting Bumblebees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2 Flapping Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

9
9
10

3 Detecting Bumblebees
3.1 The HOG + SVM Framework . . . . . . .
3.1.1 Histograms of Oriented Gradients .
3.1.2 SVM Classifier . . . . . . . . . . .
3.2 Viola-Jones Classifier . . . . . . . . . . . .
3.2.1 Integral image . . . . . . . . . . . .
3.2.2 Haar-like feaures . . . . . . . . . .
3.2.3 The AdaBoost Learning Algorithm
3.2.4 Cascade structure . . . . . . . . . .
3.3 Summarizing . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.

13
13
15
16
21
22
23
24
27
29

.
.
.
.
.
.
.

31
31
32
35
37
41
43
45

5 Experimental Results
5.1 Experimental Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.2 Detecting Bumblebees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.3 Characterizing the Flight of the Bumblebee . . . . . . . . . . . . . . . . . .

46
46
47
50

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

.
.
.
.
.

4 Automatic Flapping Analysis
4.1 Insects’ Wingbeat . . . . . .
4.2 The Pinhole Camera . . . .
4.3 Epipolar Geometry . . . . .
4.4 Background Subtraction . .
4.5 Wingbeat Analysis . . . . .
4.6 Fusing Information . . . . .
4.7 Wingbeat Performance . .

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

vi

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.

5.3.1
5.3.2
5.3.3

Mechanical Support . . . . . . . . . . . . . . . . . . . . . . . . . . . .
High-Speed Camera Trigger . . . . . . . . . . . . . . . . . . . . . . .
Flapping Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

50
50
52

6 Conclusion and Future Work

57

Bibliography

59

vii

Chapter 1
Introduction
We understand Computer Vision as the visual interpretation of discrete images by means of
extremely fast digital processes that permits analyze numerical or symbolic information helping us take visual decisions. Alternate definitions found include: “Computer Vision (image
understanding) is a discipline that studies how to reconstruct, interpret and understand a
3D scene from its 2D images in terms of the properties of the structure present in the scene”
[33]. Still another definition reads: “Computer Vision is the science of endowing computers or other machines with vision, or the ability to see” [70]. We refer to these definitions
because the core of this work has to do with the power computers have reached today to
interact with images for human convenience. What is important is that today we have access
to computer images which have developed at an amazing pace. Computer Vision gives us
latitude to apply techniques - as in our case - to explore nature in order to understand its
mysteries.
It is the purpose of this document to develop methods to characterize patterns of activity
that bumblebees manifest. As for the analyzed patterns, we were motivated by bumblebees
- due its importance in general ecosystems and to human life in particular. Although much
work has been done in the past in areas involving insects, it usually includes laboratory-like
environments, and, in some cases, the use of tethered insects. Monitoring bumblebees in a
free flying environment is helpful for people that work and interact in their everyday activities
with them. Specifically, in this thesis, we intend to provide methods to automatically count
bumblebee free flying wingbeat and to monitor the polarization habits of bumblebees in
managed horticulture.

1.1

Background

Bumblebees are social insects with black and yellow body bands. Their soft hair, or pile,
is used to collect pollen while visiting flowers. The taxon of the “Bombus” family differs
from other fuzzy bees by the form of their hind legs which forms a corbicula (a bare concave
surface) which is surrounded by hairs helping in the collection of pollen. Bumblebees have
an exoskeleton - skeleton on the outside made of chitin. Therefore, once the bumblebee has
hatched out of its cocoon it cannot grow any more [12]. In contrast, humans have endoskeletons with their skeletons inside their body formed by bones. An advantage bumblebees have
1

when fertilizing crops is that their body is easily adaptable, enabling them to efficiently
gather nectar and pollen. They operate at low temperatures in contrast to other pollinators.
Also bumblebees are excellent fighters defending themselves, their mates and their nest. Also
they are capable of lifting loads up to 80% of their own bodyweight [9, 81].
Bumblebees are specially good to pollinate monoecious plants such as tomatoes. México
produces around 4% of the world supply of honey bee. In contrast, since 1987, bumblebees
have been used as an alternative for the production of tomatoes in protected horticulture
environment inside greenhouses. This type of horticulture is sometimes named managed
agriculture [55]. In 1998 there were in México 258 ha of greenhouses. By 2006 it had grown
to 6,639 ha [26], exporting between 80 to 90 % of vegetable production and keeping the rest
for domestic use. 70% of greenhouse protected horticulture production in México focuses in
tomato crop. The principal states producing tomato in México are Sinaloa with 26.6% followed by Baja California and Baja California Sur with 13.8% each, the state of México 10.3%,
Jalisco 6.5%, Morelos 5.2% [66]. Another important factor present in protected horticulture
is quality control: by improving human resources, performance assessment practices, and
guiding workers to greater productivity; also by directing management into organizing and
promoting growth and stability for the benefit of production. Therefore, it is of paramount
interest to develop a better understanding of bumblebees while pollinating vegetables.
It is important to detect the health and well-being of pollinating bumblebees. In this
study, we propose to cooperate on the solution of this problem by monitoring their behavior
while pollinating flowers in managed agriculture, and by monitoring the visiting schedule
to vegetables during a bumblebee’s normal working day. Another source of information
proposed is to detect a normal daily wingbeat process, since most of the bumblebee energy
is spent while in flight. According to Angelika Neukirch [84] the life span of bee workers
is determined by the duration of the hive period and of the foraging period. Total flight
performance of workers is fixed, that is, high daily flight performance decreases maximal
flight duration and vice-versa. Foragers accumulate the highest reserves in flight as compared
to other activities. It is important to monitor beehive activity to assess the health of the
colony and observe any plague, natural distress or any other natural or unnatural danger
to the community. Given the human dependency on a handful of vegetables in human
diet, it is worrisome to observe a sharp decline in some populations of pollinators [89], a
tendency called Colony Collapse Disorder, being its trait the rapid loss of adult worker bees
by unknown causes. “Of 61 quantified variables including adult bee physiology, phatogen
loads, and pesticide levels, no single measure emerged as a most-likely cause of Colony
Collapse Disorder” [31, 120]. Potential causes of Colony Collapse Disorder, as reported
include but may not be limited to:
• parasites, mites and disease loads in the bees and brood;
• emergence of new or newly more virulent pathogens;
• poor nutrition among adult bees;
• lack of genetic diversity and lineage of bees;
• level of stress in adult bees (e.g., transportation and confinement of bees, or other
environmental or biological stressors);
2

• chemical residue/contamination in the wax, food stores and/or bees;
• a combination of these and/or other factors.
Despite the fact that a significant amount of research has been focused on this problem [27,
51], there is still a clear need to increase our understanding of the normal behavior of bee
pollinators in order to understand threats to the hive. On the other hand, Africanized
bees, were detected in Chiapas México in 1986 [95], and has been a subject of study since
its brazilian accidental release in 1957 sending signs of alarm across countries in America.
Since then, the African bee has moved north by land at a constant pace. Reported first in
Chiapas México, although arriving years before into the United States. It was reported in
California’s San Joaquı́n Valley as far back as 1985 probably brought to the United States
by a Venezuelan oil tanker. The first colonies arrived in Texas directly from México, in 1990.
The working habits of the African bee is reported as superior workers comparable to honey
bee producers. They start their working day at the break of dawn - before their European
cousins - returning later and working under more difficult conditions than their counterpart.
In fact in Florida it is reported a higher production of honey by African bees [76].
The motivation for this work is to develop, making use of Computer Vision, new techniques that will help us in the study of bumblebees. Computer vision as a scientific discipline
is closely related to the field of statistical methods that extract information from images. We
propose to use it to asses, acquire, process, analyze images; while using it to monitor insect
activity, working habits, quality pollination, and possible threats to bumblebees. Object
detection is a very common and difficult problem in Computer Vision. It requires searching
an image in order to determine a particular part of the scene. Object detection is commonly
used in fields like face detection [122], surveillance systems [94] to name just a few. Objects
will appear at different scales and places in the image, with often dissimilar orientations,
under extreme lighting conditions and usually in real time situations. A second motivation
is wingbeat. It has been found that wingbeat is proportional to the energy consumption of
flying insects [7]. We propose to automatically measure wingbeat frequency of free flying
bumblebees through Computer Vision techniques to confirm the well-being of the bumblebees and of the hive.

1.2

Problem Statement

Declines in bumblebee populations have been documented in Europe, North América, South
América and Asia. The European Red List, drawn up by the International Union for Conservation of Nature (IUCN), found 9.2% of nearly 2,000 species are threatened with extinction,
another 5% are likely to be threatened in the near future [20]. Bumblebees are among the
most important plant pollinators. They are the exclusive insect pollinator of greenhouse
tomatoes. Threats include loss of habitat from intensive farming, pesticide use, urban development and climate change among others. According to Jean-Christopher Vie, of The
Global Species Programme, “Assessment was the best understanding so far on wild bees in
Europe, but knowledge was incomplete due to an alarming lack of expertise and resources.”
There are 250 species of bumblebees (genus: Bombus) in the world, largely confined to the
3

temperate Northern Hemisphere, we should address the conservation status of the whole
group.
Recent health problems affecting bees and a perception that other pollinators may be
declining has led to serious concern that we might be facing a global “pollination crisis”
affecting pollination of crops and wild flowers [46]. Some possible recommendations on how
to reverse the decline of bees:
• better monitoring and assessment of bees;
• monitoring population size (social nature of bumblebees makes them particularly sensitive to habitat fragmentation);
• evaluate dispersal abilities (differences in dispersal ability dictate the scale of habitat
fragmentation which an individual species can withstand);
• monitor foraging range (the foraging range of worker bees determines the area which
a nest can exploit);
• consider forage use (bumblebees do not require a high floral diversity to survive);
• more protection for their habitats;
• regulation of trade in managed bees, which may spread diseases;
• long-term incentives to farmers to provide habitat and wellbeing of bees;
• monitoring of habits to assess the heath of bees in particular and the hive in general;
and
• monitoring of pesticides and their effects on bees.
New measures are needed to stop diseases carried by commercial bees spilling over into the
wild. Academic interest in bumblebees has risen recently. For example, in Figure 1.1 we can
see that over the last 20 years the number of published papers by Thomson’s ISI Web of
Knowledge which have Bombus in the abstract key words or title per year, have grown from
12 to 144, a 12-fold growth. For comparison, studies concerning other pollinator groups,
Lepidoptera or Syrphidae, have increased by a combined factor of 2.5 over the same period.

1.3

Proposed Solution

Considering the recommendations presented by several experts outlined in Section 1.2, and
taking in consideration the information in Figure 1.1 1 we decided to implement different
Computer Vision systems that will help monitor and asses the well-being of bumblebees.
We propose to use Computer Vision to analyze the normal habits of bumblebees that
may eventually lead to verify the health of the individuals in particular, as well as the
1
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Figure 1.1: The number of publications in Thomson’s ISI Web of Knowledge which have
Bombus, Lepidoptera or Syrphidae in the abstract, key words or title, plotted against year
of publication. Numbers for Lepidoptera are divided by 10 for ease of comparison [46].1
hive as a community. Two directions of research are proposed: Detecting bumblebees will
support monitoring visits of bumblebees to the flowers when pollinating and also will help
monitor traffic activity at the hive; flapping Analysis will automatically measure the flapping
frequency of bumblebees in free flight.
To detect bumblebees, we developed an algorithm to monitor bumblebee pollinating activity, and watch the traffic at the hive entrance. Tomato flowers were used as the foraging
crop, avoiding direct presence of humans. Our algorithm helped monitor bumblebees while
visiting vegetables, and measure bumblebee activity at the hive entrance. It has been estimated that 79% of “a majority of global crops could experience production loss owing
to pollinator limitation” requiring therefore pollination by insects for an adequate production [63]. Worldwide, bumblebees are used as managed pollinators on more than 40,000 ha
of greenhouses tomato crop (Lycopersicon esculentum) [121]. Thus, monitoring their activity
is important from the perspective of ecological research, and when there is the need to know
patterns of activity and how they can be affected by greenhouse management practices [13].
Today, the study of pollination is done with direct observations in the plant. In our case
the tomato flower is monoecious which means that the pollen from the anther is transferred
to the stigma: the stem, hanging down from the plant contains both, but must be stirred
to pollinate. Bumblebees pollinate by strongly vibrating the flower while hanging from the
pistil - this process is known as Sonication or Buzz Pollination - at a rate of approximately
323 cycles per second causing the pollen from the stamens to fall onto the stigma, all this
while in the flower, as in Figure 1.2. Current studies of pollination are based either in direct
5

observations of plant-pollination relationships [74] by offline video monitoring [109], or with
the aid of special tags attached to the body of the bumblebees [16]. Our system uses Computer Vision algorithms, to automatically detect the presence of bumblebees during normal
daytime activity and without direct human surveillance. The study was divided in two, first
to directly observe the flowers to detect buzz pollination activity by bumblebees. Second,
to observe the hive entrance and detect bumblebee traffic during a normal daytime working
day.

Figure 1.2: Buzz pollination or Sonication. A bumblebee while pollinating the tomato flower
vibrating at a frequency of about 323 Hz causing the pollen from the stamens to fall onto
the stigma.
Then, we developed an algorithm to automatically measure the wingbeat frequency of
bumblebees. We used a high-speed camera and a custom developed catadioptric optical
system. Flapping analysis can be used to detect the health and well-being of the hive in order
to achieve their pollination activities. It is considered that an insect wingbeat is an indicator
of its metabolic process and is a factor to consider as a foraging working expectation of the
hive [30, 50]. Wingbeat is a strong indicator of the metabolic process and physical structure
of a bumblebee, as it is directly related to their energy consumption. Hovering represents
the highest rate of aerobic energy expenditure among animals. It has been documented [91]
that for some flying insects, muscle contraction is determined by impulses from the central
nervous system (synchronous muscle) or by a mechanical resonant characteristics of the wing
and thorax (asynchronous). The study of aerodynamics in insects, as compared to bigger
flying animals is very different and much more difficult. The investigation of different free
flying insects has been the focus of analysis. For example, the study of deforming wings
in butterflies and its kinematics has been constantly investigated [132]. On the other had,
6

the flying mechanics of bumblebees can be divided in three stages: Static hovering, body
turning, and forward flying. Each stage has been studied in detail in free flying as well as in
tethered insects - even mimicked in rigid robots for certain insects [97]. A significant amount
of research has been focused on this problem [27, 51]. The capability to wingbeat at high
frequencies gives insects an outstanding maneuverability capability, as instabilities take up
to 15 times less to manifest, compared to the wingbeat period [111]. Fry et al. [38] after
analyzing the magnitude and time course of the torque and body motion during rapid turns
of Drosophila, found that inertia, not friction, dominates the flight dynamics of insects. The
scope of this study is to analyze motion and activity patterns in healthy bumblebees, and
we propose to do it by means of the flapping analysis of bumblebees. Reports show that
Africanized bees beat wings faster than domestic European bees [102]. We feel that one
way to collaborate to the assessment of the wellbeing of bumblebees is by monitoring their
flapping activity. Here, we introduce a method based on Computer Vision techniques to
characterize a bumblebee wingbeat.

1.4

Activity Patterns

This work’s principal aim is to assess patterns of behavior in bumblebees activities. We cover
three principal activity patterns.
1. Capturing video of bumblebees while pollinating tomato flowers therefore laying down
the video facilities which can be used to understand and help their work.
2. Capturing video of traffic at the entrance of the hive in a normal’s work day using
Computer Vision techniques.
3. Capturing and counting wingbeat activity while free flying solely using Computer Vision techniques under controlled conditions in the laboratory.
We hope our work can be used to complement knowledge of the behavior of bumblebees
while free flying, polinating and at the beehive.

1.5

Thesis Roadmap

The rest of the thesis develops as follow. In §2, we analyze the state of the art achieved
through Computer Vision techniques for monitoring bumblebees activities; their contributions, limitations and comments. In §3, we analyze the classifiers used in the present work.
In the first classifier: we describe a linear Support Vector Machine (SVM) kernel based, using
an Histogram Oriented Gradients (HOG) method as a supervised classifier, its theoretical
basis and principal characteristics. Next, we describe the Viola-Jones Classifier and its use
of AdaBoost and the Haar-like features. We define the concepts used hereto, in order to
understand better our proposed solution. In §4, we develop a method to automatically measure wingbeats in flying bumblebees. We compare wingbeat frequency of different insects,
the different techniques used for assorted flying species wingbeat measurements. We discuss
7

computer vision techniques used as applied in the present work, theoretical background and
the mathematical groundwork of the method. All the previous algorithms, are detailed in §5,
its description, specifications and implementation, materials and methods used. We discuss
the design, construction and test methods, and results. Last, we present the conclusions
drawn from the experiments. Also, we discuss future work and probable implementations of
our method in the future.

8

Chapter 2
Related Literature
In this section, we analyze literature related to the characterization of the patterns of activity
of bumblebees using Computer Vision.

2.1

Detecting Bumblebees

Certainly, the level of sophistication to detect objects has been increasing with respect to
the recent past, where it was fairly good to detect objects only by considering their relative
motion with respect to the environment. This can be appreciated in the literature of the
last decade of the past century. Back then, a review of the state of the art technology
was documented by Rodger et al. [94]. Now, instead of 2D video systems using CCTV video
surveillance systems, it is common to rely in 3D processed images by use of geometry of space
and overlapping the images of several cameras. Currently, neural networks employ Intelligent
Scene Monitoring (ISM) software, which was incorporated for identifying main events while
ignoring other activity in the scene. For example, analogue Video Motion Detectors (VMD)
were simple and inexpensive devices for monitoring changes in one entire detection area
[35]. As close as 2007, Bolton et al. [8] proposed a VMD method to record images when
activity occurred at bird nests. “The VMD facility allows users to select specific parts of the
image to trigger image capture and allows adjustment of trigger sensitivity”. Technologies
advancement allowed the system to use Memocam DVR units weighting 250 gr storing up to
40,000 low-resolution images (240 lines) on a 256 MB multimedia card (MMC). The remote
monitoring system used an infrared emitter and detector (940 nm) above the bird’s nest.
For our problem, software such as Automatic Bee Identification System (ABIS) has been
used to identify bees through fore-wing venation by means of a Charged-Couple Device
(CCD) camera and a stereomicroscope [101]. The fore-wing is recorded and the image of
the wing is marked and digitally memorized. The system then compares new data with the
one previously recorded. The system must be trained with a minimum of 30 well-defined
samples of each sex per specie. Another approach is the insect representation by Larios et al.
[69]. This work is based on the curvature of insect’s profiles, at both local and global scales.
A process based on a video monitoring system for arrivals and departures was proposed by
Campbell et al. [14] using adaptive background subtraction, and using a digital board camera
with a wide angle lens (80◦ horizontal view angle) with 640×480@30 Hz color images, being
9

the first use of video for this purpose.
As for Bumbleee observation of foraging activity, a Radio Frequency Identification (RFID)
system attached to the thorax shield of honeybees was used at the apiary entrance and at
an artificial feeder compartment for counting visits by bee workers under different conditions [99]. As for video recording of invertebrate pollinators for foraging observation, Lortie
et al. [78] used low cost video equipment namely Apple ipod nano (5th generation with 2.1
megapixel cameras) looking through blinds in the alpine in BC, Canada providing timestamps, the capacity to record frequency, duration of activities and permanent proof archives
for future use. Steen et al. [109] in their flower visiting bumblebees study utilized a portable
triggered common video surveillance system. It consisted of a mini Digital Video recorder
(DVR) and a motion detector device detecting changes in the captured images. For handling
unreliable features, Maitre et al. [80] used geometry-constrained resampling of particles, as
well as static and adaptive appearance templates, with an Root Mean Square Error (RMSE)
of 8.7 pixels (bee length >100 pixels), a 75% position and 58% angular error. Huang et
al. [105] proposed a method that extracts Speeded Up Robust Features (SURF) based multiscale histogram with 89% recognition rate. Yuefang et al. [41] proposes a hybrid moment
invariants method to extract features from an image, to identify winged insects obtained under unknown illumination and blurring conditions and exemplified by left forewings images
of dragonflies. Kevan et al [61] used a method that measures the activity of bumblebees
as they fly from and to their nests using infrared emitters and detectors so if the beam is
interrupted by passage of a bee through a tube, the event is recorded as either an exit or
an entry. As for tracking bees in open field using Computer Vision at the hive, Chiron et
al. [17] applied 3D stereo vision trajectory recovery, with a stereo camera of 752×480@47
Hz. and using the Global Nearest Neighbor approach. The beehive per se and especially
the beehive’s flight board were used as referent environment. As mentioned by the authors:
“The 3D advantage offered by stereo vision is crucial to overcome the rough constraints of
the application (number of bees, target dynamics and light)”.
The core of our work [3] compares the performance of two classifiers based on Adaboost
technique and on Histograms of Oriented Gradients (HOG) descriptor characteristics with
respective weak classifiers. The Viola-Jones classifier has been for some time the most
popular used for facial recognition. It was the first classifier to make a difference in terms of
facial recognition. It is also used for detecting different types of objects, and is a robust, real
time object detection. Although training is slow, detection is fast. Training error converges
quickly to zero. The second classifier, the Support Vector Machine (SVM), is based in
simple discrete decisions for separating groups of objects having different class memberships.
An SVM classifier as first step uses a training set i.e. a number of group characteristics
representing the population. Then it makes a decision mark for Learning/Training; and last
the program makes use of a generalization ability to take decisions for a new member of the
group.

2.2

Flapping Analysis

There are several methods for frequency evaluation of flapping wings in flying animals for different taxonomic insects. Some of the techniques used in the past include acoustic wingbeat
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tones to assess the frequency of flight. This was achieved by Sotavalta [106] who possessed
a perfect pitch, characteristic that undoubtedly helped him in his acoustic experiments. For
the frequency determination, he made use of three methods: in the first method the pitch in
free flight was determined acoustically; the second method for flight-tone in free flight was
recorded with a microphone, a tape recorder and a frequency check of 1,000/sec. from an
oscillator, transposed to recording film by means of a double trace oscilloscope; in the third
method thoracic vibration during fixed flight was registered by means of a piezo-electrical
transducer and recorded in tape and film. The method of Sotavalta faced several problems
due to technical limitations. For instance, microphones at the time were not very sensitive
and had to be placed very close to the insect in order to produce a satisfactory signal to
noise level. Another problem he encountered was the fact that he had to isolate the sound
of a single insect, since two or more would make it impossible to isolate one frequency. An
additional limitation was that his method worked more efficiently with tethered insects. Nevertheless, Sotavalta has the highest recorded frequency of any insect with values of 1,000/sec.
- Chironomidae and Ceratopogonidae ( Heleidae ) of the dipterous family [107].
A different approach was used by Vanderplank [119] who used a stroboscope and a large
series of “Arditon” flash photographs with duration of 1-2 µsec to measure the wingbeat of
Glossina palpalis R-D (tsetse-fly) and other Gossina species in free flight. He also attempted
to trace the wing tip path on a kymograph drum, although this method has the inconvenience
of loading the wing. Casey et al. [15] determined wing stroke frequency by playing back the
sound of a tape, recorded at the mouth of a jar where the bee had been placed and later
playing the tape back on a storage oscilloscope. Sane and Jacobson [98] measured the induced
air flow over flying insects with a pair of wire anemometers near the body of tethered flapping
hawk moth, Manduca sexta; showing that the induced flow varies linearly with wing beat
frequency.
Optical tachometers have also been used to this end. For instance, Unwin and Ellington [117] reported the use for Smittia aterrima at a distance of 1m, and for a Bombus sp as
far as 10m. One drawback is lighting. When artificial lights powered from an AC supply is
used, the output of the second harmonic at 100 or 120 Hz, depending on the power supply,
is so large that the signal is masked completely. The same tachometer was used by Roberts
and Harrison [93] to measure the wingbeat frequency of individual C. pallida males as they
hovered, practically motionless except for the movement of their wings.
The work in [54, 82, 96] is representative of a type of approach where there is manual
human count of wingbeat frequency using a high-speed camera. Most commonly a position
where the wings are in the supine position, is used as reference [82]. The wingbeat count
then is the result of dividing the recording speed of the high speed camera by the number
of frames it takes for the wings to reach the same relative position. This approach may give
an error of one or two frames per cycle. The higher the recording speed, the smaller the
error. For example, the recording speeds used by different authors to measure wingbeat frequency were 250 frames/sec for Lepidoptera [54], 1,500 frames/sec for bumblebee (Bombus
impatiens) [82] and 3,000 frames/sec for eight insect species from five orders: Odonata (Sympetrum flaveolum), Lepidoptera (Pieris rapae, Plusia gamma and Ochlodes), Hymenoptera
(Xylocopa pubescens and Bombus rupestric), Hemiptera (Tibicen linnei) and Coleoptera (Allomyrina dichotoma) [96]. A different approach was used by Sudo et al. [110] who used a
motion analysis with tethered insects using an optical displacement detector system focused
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Figure 2.1: References by pattern: (a) Shows division by pattern. (b) Shows original publisher.
on the extrinsic skeleton with two high speed cameras, analyzing the wingbeat with a Fast
Fourier transform.
In the past, Fast Fourier Transform (FFT) has been used for wingbeat frequency analysis, specially with bats [2] and birds [19, 88]. Also in [2] bounding boxes are used as input
to the Fourier analysis. Image analysis was implemented by Graetzel et al. [47] using background subtraction for the wings of a Drosphila to implement wingbeat measurement system.
Afterwards the wings hinge position was extracted automatically using the intersection of
the strongest line on each side of the body. Fontaine et al. [34] made use of three high-speed
camera system to obtain a 3D model of the different parts of the body - also of a Drosphila which included head, body and wings, fitting observations in the recordings of every frame.
Using the first frame as initial location for the head, tail and join/tip locations of the wings
and then choosing the two best views out of three available. Then, the model is registered
in successive frames with respect to the initial observations. Other methods make use of
laser-based techniques. For example, Zeng et al. [130] developed a method to scan lines on
bees. They made use of an acoustic optic deflector. A sound wave direction modulated laser
beam was used to project lines at different angles. Once the projected lines were recognized
the wingbeat was measured. Unfortunately, the method made use of tethered insects. More
recently Van Roy et al. [118] made use of a large area 100mm2 , photovoltaic cell. They
applied their method to classify between Bombus terrestris and Bombus ignitus using power
spectra analysis between wingbeats of species.
As for our method we used dense optical flow displacements, conditional marginalization
to introduce priors, and state estimation to fuse independent visual measurements. It is
an automatic single high-speed camera wingbeat measuring method which makes use of a
catadioptric optical arrangement producing two synchronized complementary views of a free
flying bumblebee.
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Chapter 3
Detecting Bumblebees
Usually in machine learning algorithms, we represent the same set of features which can
be categorized as continuous, categorical or discrete. If the instances are labeled with a
corresponding correct output, they are called supervised learning; otherwise, they are called
unsupervised learning. In Figure 3.1 we can follow the workflow of a supervised learning
process. First, we have the Sampling of the Dataset information which involves classifying our
data, scaling, translating and coding of images. Then comes sampling where we divide our
dataset in their corresponding group, one for Training and one for Testing. The Training
set is processed to obtain a classification space, which is evaluated in performance. The
Processing stage may be also an intermediate step in the Learning Algorithm which will
produce the Final Classification. The Processing-Learning Algorithm-Final Classification
loop is refined via Cross-Validation of the parameters involved in the model. We then have
the Final Classification where we decide whether the information needs more processing,
and whether it needs further Testing labeling the New Information. In case we use CrossValidation, we implement it as shown in the workflow.
We used Computer Vision techniques to automatically detect bumblebees while flying
freely inside a greenhouse. In what follows, we compare two widely used schemes for visual
detection. The first one corresponds to the extraction of HOGs features plus an SVM classifier. The second one corresponds to the use of Haar-like features followed by an Adaboost
algorithm for classification.

3.1

The HOG + SVM Framework

Histograms of Oriented Gradients for Human Detection [25] describes a robust visual object
recognition method which adopted a linear SVM for human detection as a test case. The
authors show experimentally that grids of HOG descriptors significantly outperformed existing feature sets for detection in an image. We used it to detect bumblebees at flowers and
at the hive. The method is “based on evaluating well-normalized local histograms of image
gradient orientation in a dense grid”. After collecting, extracting and normalizing HOGs’
feature vectors, they are fed to a linear SVM for the classification of bumblebees. This is
implemented by dividing the image window into small spatial regions “cells”, for each cell
accumulating a local 1-D histogram of gradient orientations or edge directions over the pixels
13

Figure 3.1: Workflow for Supervised Learning. Each item in the dataset contains ground
truth information about which class it belongs. This drives the Learning Algorithm. The
Dataset information is divided in Testing and Training set. The Training set loops refining
parameters via Cross-Validation. The classification space thus produced is evaluated to
assess its performance.
of the cell. This method is applied on a dense grid of uniform cells using overlapping local
contrast normalization for improved accuracy see Figure 3.3 giving better results than other
similar descriptors such as scale-invariant feature transform (SIFT) [73], edge orientation
histograms [25] and shape contexts [4]. The framework then makes use of an SVM with linear kernel see Figure 3.2. The SVM works by constructing a feature space where the classes
to be distinguished are separated using a kernel. The search for a bumblebee on a particular
image takes place using a hierarchical search on a pyramid structure, where each level has
twice the resolution [23].
The problem with video increases since the detector for video has to handle the motion
of the bumblebees, the camera and the independent objects in the background. Dalal [24]
states in his thesis that “The main challenge is thus to find a set of features that characterize
human motion well, while remaining resistant to camera and background motion”, and in
our case detect bumblebees in an open environment.
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Figure 3.2: An overview of the Dalal-Triggs’[25] HOG + SVM framework for object detection
adapted for bumblebees. Image preprocessing is followed by HOG feature extraction. Then
the descriptor is fed to an SVM classifier.

Figure 3.3: Blocks and Cells. To obtain HOG features, an image is divided in overlapping
blocks. Then in turn, the blocks are divided in cells. Cells are helpful to construct the
histogram of oriented gradients, which in turn are weighted by the gradient magnitude in
the blocks see Dalal and Triggs[25].

3.1.1

Histograms of Oriented Gradients

“HOG descriptors provide excellent performance relative to other existing feature sets” [25].
The main idea behind the method is to evaluate well-normalized local histograms of image
gradient orientations in a dense grid, so that the information is well described by the distribution of intensity gradients or edge directions even if information of the location of the
edges is unknown. There is extensive literature on the subject specifically in the field of
pedestrian detection [5]. The input image is first normalized in gamma and color to have
equivalent color spaces, and gamma correction to avoid non-linear distortions of gray scale.
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The image is divided in small bins of information or cells. Each cell contains gradient directions or edge orientations from where a 1-D histogram is computed. We now have the choice
of rectangular R − HOG or circular C − HOG) cells where we can search a histogram of
edge orientations using the information as vectors descriptors of the object. For each cell,
a histogram of gradient directions is compiled giving the edge orientation for the pixels in
each cell using filters such as: the Sobel filter, unfiltered o pre-filtered Gaussian smoothing,
or computing each channel separately if color is present. Then, the image is divided in larger
spatial regions or blocks, using the results to “contrast normalize” the cells in the block
using overlapping spatial cells - since gradient is affected by illumination changes - where
normalization takes the maximum range of a signal and stretches this range to a lower value
see Figure 3.3. This descriptor is defined as an Histogram of Oriented Gradients. We make
use of rectangular cells R-HOG [25] in order to detect the bumblebees. These descriptors
blocks use rectangular meshes of cells weighting vote into spatial and orientation cells.
As seen in Figure 3.2, the detector window is tiled with a grid of overlapping blocks
in which Histogram of Oriented Gradient feature vectors are extracted. The computed
histograms are fed to a linear SVM for bumblebee/non-bumblebee classification. The detection window is scanned across the image at all positions and scales, and conventional
non-maximum suppression is run on the output pyramid to detect object instances.

3.1.2

SVM Classifier

An SVM makes use of descriptors that characterize a bumblebee. In our case, these descriptors are part of an image. The data for the SVM is divided in two classes either as a positive
class (+1), or a negative class (-1), represented by the variable y, in such a way that: y
 {+1, -1}. These classes are separated by a hyperplane. Boser et al. [10] presented the
method as a training algorithm that maximizes the margin between the training patterns
and the decision boundary”. In our case, a supervised learning machine classifier takes only
two possible values to detect the presence of a bumblebee in an image. Once the optimum
separating hyperplane is found, data points that lie on its margin are known as support
vector points and the solution is represented as a linear combination of only these points as
can be seen in Figure 3.4. Other data points are ignored. The model complexity of an SVM
is unaffected by the number of features encountered in the training data. Therefore, SVMs
are well suited to deal with learning tasks where the number of features is large with respect
to the number of training instances [67].
In 1963, Vladimir Vapnik and Alexey Chervonenkis developed the first algorithm of
an SVM and in 1992 the algorithm was modified by adding kernels to apply non-linear
maximum-margin hyperplanes [10]. An SVM is defined as a discriminative classifier characterized by separating hyperplanes in two classes, as depicted in Figure 3.4.

16

Figure 3.4: Linear classifier. A linear decision boundary divides two classes. The positive
class defining the existence of a state, the negative class representing the lack of such state.
Linear Separability
Let us define w, the weight vector, as the normal to the discriminant line, in 2D, or hyperplane , b as the bias of the line, the n dimension pattern (object) by vector xk =(x1 ,x2 ..., xn )
where xj ∈ R for k=1, 2, ..., n. Each pattern xk belongs to a class. Each class yj is defined
as yj  {+1, -1} such that:
w T xk + b > 0

for

yi = +1,

(3.1)

w T xk + b < 0

for

yi = −1.

(3.2)

T

A hyperplane w x+b=0 can be denoted by (w,b) which defines the hyperplane in
canonical form. Patterns are linearly separable if we have at least one linear classifier
correctly classifying all patterns, where class (+1) patterns are defined by wT x + b > 0, and
class (-1) patterns are defined by wT x + b < 0.
Therefore, the classification of new patterns depend only on the sign of the wT x+b. Let
us consider (3.1), where these points lie on the hyperplane H1 : wT x+b = +1 with normal w
and a perpendicular distance |1 - b|/kwk. The points considering (3.2) lie on the hyperplane
H2 : wT x+b = -1 with normal w and a perpendicular distance equal to |- 1 - b|/kwk, and
the margin therefore is 2/kwk, as can be seen in Figure 3.5. H1 and H2 are parallel to each
other, that is, they share the same normal, and there are no training points between them.
We can find two hyperplanes with the maximum margin by minimizing kwk2 .
We are depicting the most simple case, that of a linear machine to separate data, but the most
general case analyzes separating data for nonlinear cases. Again, the problem then becomes
of a high order function that serves as a non-linear decision boundary. These problems are
usually addressed by first implicitly projecting the data points to high dimensional spaces
using kernels with the expectation that the classes can be separated in these new spaces.
Optimization
The supervised learning process refers to the fact that we provide the algorithm a set of
right answers. We provide a dataset where every example is known to be correct. Given
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these samples, the rest of the algorithm must be able to predict correctly the new examples.
Given the dataset, we use the descriptors and a supervised learning process to create a
SVM classifier. This is done first by searching for an optimal hyperplane dividing our
known examples. Once we have our optimal decision boundary we are ready to classify
new observations [126]. Using the same parameters as in last section, we have the distance
from a point x to the hyperplane defined (w,b) as
d(x; w, b) =

wT x + b
,
kwk

(3.3)

where kwk is the norm of the vector w, and b the unregularized bias as before. Of all the
points on the hyperplane, one has the minimum distance dmin to the origin:
dmin =

|b|
.
kwk

(3.4)

Figure 3.5: Optimization. The dotted bold line displays the hyperplane or decision boundary,
splitting positive - hollow dots - and negative - solid dots - classes . Our objective is to find
the decision boundary that best minimizes the margin between the two classes.
As explained in the last section, it follows that the identification of the optimum separation hyperplane is performed by maximizing 1/kwk or, in other words, the objective of the
training algorithm is to find w that maximizes the margin see Figure 3.5 subject to equations
(3.1) and (3.2) for k= 1 ... N, which is equivalent to minimizing kwk2 . This is a quadratic
optimization problem subject to linear constraints and there is a unique minimum. The
problem of finding the optimum separation hyperplane is represented by the identification
of (w, b) which satisfies equation (3.1), for which kwk2 is minimum [10].
The optimization problem then becomes:
max

1
, or its equivalent min kwk.
||w||

(3.5)

However, not all data is linearly separable; so if we allow some outliers or misclassified points
we can have a trade off between the margin and the number of mistakes on the training data.
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In order to allow for such error points we replace equation (3.1) with:
yi (wT xk + b) ≥ 1 − ξi

i = 1, .....n.

(3.6)

Here, we have two principal errors defining ξi . The first one is called margin violation
also called slack variables and is a point between the margins and the correct side of the
hyperplane, that is: 0 ≤ ξi ≤ 1. The other refers to being misclassified, if we have outliers
outside this margin they fall in the region ξi > 1 see Figure 3.6 between the support vectors
defined inP
equations (3.1) and (3.2). In order to take them into consideration we must add
the term
ξi minimizing the margin [5] and adding this term to the original optimization
equation,
N
X
minimizew,b kwk + C
ξi ,
(3.7)
i=1
subject to: yi (wT xi + b) ≥ 1 − ξi ,

ξi ≥ 0.

The constant C > 0 determines the trade off between the flatness of f (x) and the amount
up to which deviations larger than 1 are tolerated. The process to define a Support Vector
Machine now becomes a constrained optimization problem. Taking the constant C > 0
maximizes the margin and minimizes the amount of slack. This method is known as softmargin SVM and was introduced by Cortes and Vapkin [22]. We can see C as a regularization
parameter. If C is small the constraints can be easily ignored (soft-margin). Taking in
considerations the constraints of equation (3.6) it is possible to construct a method based
on the dual formulation which is expressed in terms of variables αi ≥ 0 as follows:

n
n
n
X
1 XX

T

yi yj xi xj ,
max
αi −


α
2
i=1 j=1
i=1
(3.8)
n

X


subject to:
yi αi = 0, 0 ≤ αi ≤ C.

i=1

The dual formulation is an expansion of the weight vector in terms of the input examples:
w=

n
X

yi αi x,

(3.9)

i=1

where for all i = 1, . . . , n, xi is either
yi · [wT xi + b] ≥ 1

⇒ αi → x i

is irrelevant

or
T

yi · [w xi + b] = 1

(3.10)

(on the margin) → xi

is a support vector.

The examples xi for which αi > 0 are those points that are on the margin, or within
the margin when a soft-margin SVM is used. These are the so-called support vectors. The
expansion in terms of the support vectors is often sparse, and the level of sparsity (fraction of
the data serving as support vectors) is an upper bound on the error rate of the classifier [100].
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If C is large, the constrains are hard to ignore, and if C = ∞, it enforces all constrains and
is known as hard-margin [5].

Figure 3.6: Regularization. 0 ≤ ξi ≤ 1 is found between the margin and the correct side of
the hyperplane and is called a Margin Violation. Point ξi > 1 is found in the wrong class
being called misclassified or outlier.
Operation of the HOG + SVM Framework
As seen on the Block Diagram in Figure 3.2, the images are first normalized in gamma
(gray scale linearity) and color, then the algorithm detects contours, as well as any image
silhouettes and possibly texture information which may be relevant to the scene. The images
include the natural changes of illumination caused by apparent daylight sun movement and
the occasional sun occlusion due to clouds. Therefore, it uses the most significant local color
featuring which may prove most likely immune to such changes as light. RGB as well as
LAB spaces can be processed as equivalent as far as HOG is concerned. “RGB and LAB
color spaces give comparable results, but restricting to grayscale reduces performance by
1.5% at 10−4 False Positives Per Window (FPPW)” [25]. Next, we encode the information
according to content of the image, remaining immune to that part of the information which
is so insignificant that does not alter the rest of the content. This method uses the gradient
orientation much the same way as SIFT does [79]. Each cell can be shared by several blocks
at the same time but since the normalization is different for each block, each cell appears to
be different according to the block it belongs to. So that each cell will be present several times
in the output vector. We can therefore think of the method as a dense image descriptor. This
method is very immune to local variations such as rotations and translations as long as they
are sufficiently small in comparison to the size of the bins, or the local spatial characteristics.
Histogram of Color (HOC) and HOG have been used in bee population tracking [48]. It has
been proved that for human detection, HOG gives very good results as compared to the
best Haar wavelet based detector by reducing false positive rates by more than one order of
magnitude [25]. As far as gradient computation is concerned [25], several discrete derivative
1-D point masks were tried such as uncentered [1,-1], centered [-1,
1]and cubic corrected
 0,
0 1
−1 0
[1, -8, 0, -1], as well as 3×3 Sobel and 2×2 diagonal ones −1
,
0
0 1 (the most compact
centered 2-D derivative masks) where simple 1-D [-1, 0, 1] mask at σ = 0 works best[25].
20

(a)

(b)

Figure 3.7: Scene searching. (a) shows an image window and the detecting object. In (b),
the window is used to search the object.

3.2

Viola-Jones Classifier

Object detection is the method by which a specific object embedded inside an image is
sorted out. Viola-Jones accomplished this task by translating an image window across parts
of the general scene, and determining if the object existed at each position see Figure 3.7.
A classifier evaluates the window at each position with a positive output of +1 if the object
is detected, and with a negative output of -1 otherwise.
The Viola-Jones object detection was introduced in 2001 by Paul Viola and Michael
Jones [122] for the purpose of frontal face detection, although now is used for general object
detection in pattern recognition. The importance of the system is its ability to achieve detection very rapidly. The authors describe the method introducing three main contributions:
The first contribution describes an integral image for fast evaluation of Haar-like features
(based on the Haar wavelets[72]) at different location or variable scale but, most important,
at constant time. Using a set of features and filters, the integral image concept is introduced
where it can be computed from the original image using only a few operations per pixel.
The second contribution is the use of the Adaptive Boosting algorithm (AdaBoost) [37] with
Haar-like features. The number of Haar-like features is extremely large, but Viola and Jones
manage to restrict the algorithm to a small set of critical features. The learning process of
the AdaBoost learning algorithm is modified so that each weak learner is constructed and it
will depend only on a single feature to construct a strong classifier (a weak classifier is one
that classifies correctly just over 50% of the cases). The third major contribution combines
complex classifiers in a cascade structure focusing detection on the promising regions of
the image obtaining at the same time better detection performance while radically reducing
computation time. The structure of the cascade reflects the fact that within any single image
an overwhelming majority of sub-windows are negative. Stages are constructed training the
classifier using the AdaBoost learning algorithm and adjusting the threshold to minimize
false negatives - the threshold of the learning algorithm can be adjusted so that the false
negative rate is close to zero. As such, the cascade attempts to reject as many negatives as
possible at the earliest stage possible. While a positive instance will trigger the evaluation
of every classifier in the cascade, this is an exceedingly rare event. For an excellent first
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(a)

(b)

Figure 3.8: Standard Rectangular Features. In (a), we illustrate the integral image, and in
(b), we illustrate the region A is L4 + L1 − (L2 + L1 )
stage a complex classification is reserved only for promising regions. In the original article
the complete face detection cascade used 38 stages with over 6,000 features.

3.2.1

Integral image

One contribution of Viola and Jones[122] was the computation and use of an intermediate
image, called integral image, which allowed them to compute descriptors quickly. The scheme
consisted of introducing the integral image representation for whole images. First, let us
analyze the method used by Viola and Jones[122] to turn the input image into an integral
image.
They proposed a set of five rectangular filters (the so-called Standard Rectangular Features) in order to extract features in object detection see Figure 3.10(b). To compute the
sum of region A in Figure 3.8(b), we need these references: L4 +L1 −(L2 +L3 ). An important
characteristic is that given the integral image, each feature is computed in constant time. By
means of the integral image rectangular two-dimensional image features can be computed
rapidly using an intermediate representation see Figure 3.8 (a) such as
X
ii(x, y) =
i(x0 , y 0 ),
(3.11)
x0 ≤x, y 0 ≤y

where ii(x, y) is the integral image and i(x, y) es the original image. It contains the sum of
the pixel values above and to the left of (x, y).
For a rectangle with a 45◦ offset angle, an adaption of the integral image representation
was proposed [72], the so-called Rotated Rectangular Features named rsat(x,y) see Figure
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(a)

(b)

Figure 3.9: Rotated Rectangular Features. (a) The integral image and (b) region A is
L4 + L1 − (L2 + L1 )
3.10(b). It is similar to the rectangular scheme but the rsat values delivers the sum of the
pixels of the rotated figure by 45◦ where the right corner is at (x,y) and extending to the
end of the image. One can find rsat(x,y) very rapidly by scanning the image twice. Like
the integral image, the rotated rectangles can be scanned with only four table lookup’s. In
Figure 3.9 (b) we have L4 + L1 − (L2 + L3 ).

3.2.2

Haar-like feaures

The integral image allows to make some calculations from an image using only a few operations per pixel. Haar-like features are image features used in certain object recognition
algorithms and derive their names from the similarity to the Haar wavelets. Using the
following pair of recurrences:
s(x, y) = s(x, y − 1) + i(x, y),

(3.12)

ii(x, y) = ii(x − 1, y) + s(x, y),

(3.13)

where s(x,y) is the cumulative row sum, s(x,-1) = 0, and ii(-1,y) = 0 it can be seen that the
integral image scan be computed in one pass over the original image.
The value of any feature is equals to the sum of the pixels in the first area subtracted
from the sum of the pixels in the next area. This greatly simplifies the processing time of the
features. This leads also to the basic simplification since they can be evaluated in constant
time. As for processing simplicity, only 3 additions are required for any rectangle size. This
is calculated as follows:
ii(x, y) = i(x, y) + ii(x − 1, y) + ii(x, y − 1) − ii(x − 1, y − 1),
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(3.14)

where the top left corner of the image has coordinates (0,0); i(x, y) and ii(x, y) are the values
of the pixels at the position (x, y) of the original and integral images respectively, as seen in
Figure 3.10 (a). Although Viola-Jones used essentially four features to detect faces, actually
there is a grater number of features which may be used depending on the type of object to
detect. A few are depicted in Figure 3.10 (b). Lienhart et al. [71] rotated an integral image
- sub image (a) - which can be also added in one pass through the image. As mentioned in
the original paper: by using the integral image the rectangular sum can be computed in one
array reference. For two rectangles we need eight references, in adjacent rectangles we need
six array references, eight in the case of three- rectangle features and nine for four-rectangle
features. Although rectangles features are simplistic when compared to more sophisticated
filters, they do provide support for effective learning, compensating their limited flexibility.

(a) Integral image

(b) Haar-like features

Figure 3.10: Feature images of simple Haar-like prototypes: (a) Sum if all pixels inside any
given rectangle using only four values. (b) The Viola-Jones analyzes a given sub-window
using features consisting of two or more rectangles. Feature prototypes. Edge features:
containing two rectangles. Line features: containing three rectangles

3.2.3

The AdaBoost Learning Algorithm

AdaBoost, a machine learning algorithm stands for Adaptive Boosting and in our case is
a discrete algorithm which produces binary outputs. It is used to boost classification performance of a simple learning set or weak learners, with a weighted sum as the output of
the boosted classifier. A weak learner consistently generates classifiers only a little better
than 50% [37]. Why does AdaBoost Work? “One of the explanations of the success of
AdaBoost comes from the algorithm’s property to drive the ensemble training error to zero
very quickly practically in the first few iterations” [68]. According to Yi-Quing Wang [125],
in Haar-like features templates only those pixels marked in black or white are used when the
corresponding feature is calculated. This constrains the number of features one can draw
from an image and is therefore manageable: a 24 × 24 image for instance has a grand total
of 162,336 possible features, but for edge features only uses 43,200, and line features 27,600
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associated with each sub-window in the image see Figure 3.10 (b). The sub-windows are
Haar-like patterns which are derived features which contain the information characterizing
an object. These Haar-like patterns are used since some objects are naturally regular. To
process efficiently each feature, we must remember that a classifier marks features in a finite
set, so we can write for detection f: Rd 7→ {-1, 1}, where 1 means that there is an object and
-1 means that there is not, and d is the dimension of the feature. Given the probabilistic
weights w ∈ R+ assigned to a training set made up of n observation-label pairs (xi , yi ),
Adaboost aims to iteratively drive down an upper bound of the empirical loss:
n
X

wi 1yi 6=f (xi ) .

(3.15)

i=1

under mild technical conditions. The problem then becomes that a very small number
of these features can be combined to form an effective classifier. Therefore, the AdaBoost
learning algorithm is employed to select features and also as a training classifier. The classifier
must select the rectangle feature that performs better to separate the positive from the
negative features. A weak classifier hj (x) consisting of a feature fj , a threshold θj and a
parity value pj indicating the direction of the inequality sign:
(
1 if pj fj (x) < pj θj ,
hj (x) =
(3.16)
0 otherwise,
and x is a 24×24 pixel sub-window of an image where it is decided whether x should be
classified as a positive (an object) or a negative (not an object). If we take in consideration
that we use around 162,336 rectangle features in each image sub-window, it turns out then
that the learning algorithm becomes prohibitive in terms of computing power. Therefore, we
must rely on the fact that we can combine and form consistently a small number of features
in order to have an effective classifier. Therefore, we can say that during the process, this is
the procedure that it’s most time consuming. We must remember that the weighted error
produced is the base for the best performing feature and it is a function of the training
examples weights. Therefore, a correctly classified example decreases its weight, while a
negative classified example maintains a constant weight.
The AdaBoost learning algorithm is described in Algorithm 1. The algorithm can be
viewed as a weak classifier selector. One must take in consideration that the set of weak
classifiers is extraordinarily large. Let’s take K as the number of features and N as the
number of examples in a set of weak classifiers, and suppose that the examples are sorted by
a given feature value. From the viewpoint of the learning process any two thresholds between
two sorted examples are equivalent. Therefore N is the total number of distinct thresholds.
If we have N = 30,000 and K = 160,000 we have KN weak classifiers or 4.8 × 109 distinct
binary weak classifiers. AdaBoost adjusts adaptively to the errors of the weak hypothesis
returned. The goal of the algorithm is to find a final hypothesis with low error relative to a
given distribution.
“AdaBoost, unlike boost-by-majority, combines the weak hypotheses
by summing their probabilistic predictions. Summing the outcomes of the networks and
then selecting the best prediction, performs better than selecting the best prediction of each
network and then combining them with a majority rule. It is interesting that the new
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Call
: C(x) ← WeakSelector (X )
Input : Example images X = {(x1 , y1 ),..., (xn , yn )} where yi = 0, 1 for negative
and positive examples respectively.
Output: A classifier C(x)
// Initialize weights
1
for yi = 0 and 2l1 for yi = 1;
w1,i = 2m
// where m and l are the number of negatives and positives
respectively.
for t = 1,..., T do
// Normalize the weights
wt,i ← Pnwt.iwt,j ;
j=1

// so that wt is a probability distribution
// Select the best weak classifier with respect to the weighted
error P
t = minf,p,θ i wi |h(xi , f, p, θ) − yi |;
// Define
ht (x) = h(x, ft , pt , θt );
// where ft , pt and θt are the minimizers of t
// Update the weights
wt+1,i = wt,i βt1−ei ;
// where ei = 0 if example xi is classified correctly, ei = 1
t
otherwise, and βt = 1−
t
end
// The (
final classifier is:
PT
PT
1
1 if
t=1 αt ,
t=1 αt ht (x) ≥ 2
;
C (x ) =
0 otherwise.
// where α = log β1t
Algorithm 1: Adaboost learning strategy. A classifier C(x) is constructed from a
set of weak classifiers. The input is a set of features and labels X = {(x1 , y1 ),...,
(xn , yn )}. From [87].
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boosting algorithm’s final hypothesis uses the same combination rule that was observed to
be better in practice, but which previously lacked theoretical justification” [36].

3.2.4

Cascade structure

The last contribution, a cascade structure, where the classifier works on more difficult regions
or examples raising the precision of the detector by focusing on important regions of the
image. A cascade structure is also known as a “degenerate decision tree” see Figure 3.11.
With this approach, it is possible to determine in advance where an object might occur. For
other promising regions, processing becomes more complex. The method uses a supervised
training process where the attention operator can detect a particular class. As a result, the
classifier for object detection was proved to be 15 times faster than any previous approach.
The learning algorithm for the cascade architecture, consists of a set of classifiers {Hi }ki=1
where Hi must be a good detector, but must have at least a moderate false positive error
rate better than ft (e.g. 50 %), and an extremely high detection rate dt (e. g., 99.7 %) The
image goes from Hi to Hi+1 if it is detected as a face, otherwise it is rejected. If {Hi } can
be constructed to produce independent errors,
overall detection rate dt and false
QK then the Q
positive rate ft for the cascade is given by i=1 dt and K
i=1 ft respectively see equations
3.18 and 3.17 respectively, where dt represents the detection rate of the classifier H, ft the
false positive rate, and K the number of nodes. With the above values of dt and ft , and
a cascade of K = 20 nodes, then Fdr ≈ 94 % and Ffp ≈ 10−6 , which is a typical design
goal. “One drawback of the standard AdaBoost approach to boosting is that it does no
take advantage of the cascade classifier’s special structure. AdaBoost only minimizes the
overall classification error and does not minimize the number of false negatives. In this
sense, the features selected are not optimal for the purpose of rejecting as many negative
examples as possible. Viola -Jones proposed a solution to this problem in AdaBoost [87],
and its variants, by modifying the exponential loss function so as to more greatly penalize
false negatives” [104]. In Viola-Jones’ framework, boosting is used to select features and at
the same time to train a strong classifier.
Several other cascades have been developed since. Among others we have the soft cascade,
the dynamic cascade, the multi-exit cascade. For improving the detection performance other
schemes have been developed which do not focus on face detection which is our case, since
we used the classifier to detect bumblebees. Haar-like features as used by Viola-Jones are
not discriminative enough to detect more complex objects like in our case bumblebees. Other
methods based on Viola-Jones for detecting objects different to face detection were developed
by Wang et al. [124]
We can define a weak classifier as one deployed by a rectangle feature and applying it
to the input pattern and setting a threshold. The Viola-Jones uses AdaBoost as a training
scheme that trains each node sequentially so that the overall result accuracy can be obtained
at the end. To achieve this goal a low false negative rate can be obtained by adjusting a
threshold until we obtain the desired false negative rate. For t = 1...T , see Algorithm 1 the
final hypothesis is a weighted linear combination of the T hypotheses where the weights are
inversely proportional to the training errors. The desired algorithm is one that selects the
weak classifiers out of the number of total classifiers. While the process of the AdaBoost
learning procedure works efficiently, the set of weak classifiers is extremely large. If we have
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Figure 3.11: Degenerate Decision Tree: The initial classifier eliminates a large number of
negative examples with very little processing. Subsequent layers eliminate additional negatives with additional computation. After several stages the number of sub-windows are
radically reduced. Further processing can take any form such as additional stages of the
cascade.
N features in the block, and E is the number of examples, we have then E·N weak classifiers.
We then focus on the thresholds. We can suppose they are equal to N, which means that
if we have 25,000 examples, and we know that in a block we have 162,336 features, we then
have 4.06 × 109 operations. The weak classifiers that we use (threshold single features) can
be viewed as single node decision tree. Such structures have been called decision stumps in
machine learning literature. The original work [37] also experimented with boosting decision
stumps. One must have in mind that the key advantage of AdaBoost over similar methods
is the eclectic method of classifying. For example: using M weak classifiers in a 200 feature
classifier, it can be learned in about O(MNK) or 1011 operations approximately, which using
the wrapper method would yield O(MNKN) or 1016 operations. This represents a 10−4 or
a 1,000% improvement operation wise. Each round the entire dependence on previously
selected features is efficiently and compactly encoded using the example weights.
In a nutshell, it is important the way each part of the cascaded process is trained. The
goal of the learning process must be to minimize errors, but not at the expense of large
false positive rates. We may be tempted to raise thresholds in order to obtain fewer false
positives and higher detection rates. Also the more features we have in a classifier, the more
computing power we will spend as well as collateral time to process. Therefore, we must
define the process framework with three main points as stated by Viola-Jones [87]:
• the number of classifier stages,
• the number of features, ni , of each stage,
• the threshold of each stage.
In a learning algorithm for a cascaded detector see Algorithm 2, the user must select the
maximum acceptable rate for fi and at the same time the minimum acceptable rate for di .
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This implies that each layer of the cascade will be trained by AdaBoost with the number of
features used, being increased until the target detection and the false positive rates are met
at this level. Then the rates are tested on a validations set. If the false positive rate is met,
we have an output, if not, another layer is added to the cascade. We obtain the negative
set for training the next layer by collecting all prior false detections by running the current
detector on the set of images not containing objects. Actually, there is a way we can produce
a simple and effective framework, select the greatest possible fi as well as the least possible
rate for di . AdaBoost algorithm takes care of the training increasing the number of features
until the level of the target detection and false positive rates are met. If the level is not met
another layer is added and so on until it is met. Due to the structure of the Viola-Jones
classifier, we can see that an image could contain several objects not only one and still have
an excessive amount of negative sub-windows without an object. Therefore, we can invert
the method, that is: look for negatives (non-objects), instead of positives (objects).
In Algorithm 2, given a trained cascade of classifiers, the false positive rate of the cascade
is
F =

K
Y

fi

(3.17)

i=1

where F is the false positive rate of the cascaded classifier, K is the number of classifiers,
and fi is the false positive rate of the ith classifier on the examples that get through to it.
The detection rate is
D=

K
Y

di

(3.18)

i=1

where D is the detection rate of the cascaded classifiers, and di is the detection rate of the
ith classifier on the examples that get through to it.

3.3

Summarizing

In this Chapter, we compared two strategies for classification and set the stage for their
comparison in the task of bumblebee detection. The first classifier is a Support Vector
Machine, with HOG features, using simple discrete decisions for separating classes, and a
subset of training points in the decision function known as support vectors. Memory efficient
we used a linear Kernel function with a five-fold cross-validation. In the second one, an
Adaboost classifier fed by Haar-like features, was used in a machine learning framework
where a cascade of simple features was constructed. It has proven to be a robust, fast
detector, working in real-time. Although training is slow, detection is fast since training error
converges quickly to zero. In both cases, we have bumblebees fly freely inside a managed
environment while pollinating. In Chapter 5, we show how both classifiers have been used
to detect foraging activities as well as observing the traffic at the entrance of the hive.
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Call
: H ← CascadeDetector (f, d, Ftarget , P, N )
Input : f , the maximum acceptable false positive rate per layer; d, the minimum
acceptable detection rate per layer; Ftarget , target false positive rate; P ,
the set of positive examples; and N , the set of negative examples
Output: A cascade detector H made out of a sequence of strong classifiers
H1 , H2 , . . . , Hn
// Initialize working variables
F0 ← 1.0; D0 ← 1.0; i ← 0;
while Fi > Ftarget do
// Generate training T and validation V sets
< T , V >← GenerateSets (P, N );
// Update working variables
i ← i + 1; ni ← 0; Fi ← Fi−1 ;
while Fi > f × Fi−1 do
ni ← ni + 1;
// Use T to train a classifier with ni features using AdaBoost
(see Algorithm 1)
Hi ← WeakSelector (T );
// Evaluate current cascaded classifier on validation set to
determine Fi and Di
< Fi , Di >← EvaluateCascadedDetector (H, V);
// Decrease threshold for the ith classifier until the current
cascaded classifier has a detection rate of at least
d × Di−1 (this also affects Fi )
H ← AdjustClassifierThreshold (H, d × Di−1 , i);
end
// Update variables
Di+1 ← d × Di ; Fi+1 ← f × Fi ;
// Remove correctly classified negative samples from negative
training set
T ← RemoveNegativeSamples (H, T );
// If Fi > Ftarget then evaluate the current cascaded detector on
the set of non-face images and put any false detections into
the set of N
if Fi > Ftarget then
N 0 ← EvaluateCascadedDetector
(H, N );
S
N ← N N 0;
else
N ←∅
end
end
Algorithm 2: The training algorithm for building a cascade detector[87] (see Figure 3.11)
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Chapter 4
Automatic Flapping Analysis
In this chapter, we introduce a method to measure the frequency of a bumblebee wingbeat.
The method for flapping analysis is divided in three parts. The first part deals with the
characterization of the image elements using a stereo system, and includes the description
of the bumblebee detection stage using background subtraction. In the second part, we
perform frequency analysis of the wingbeat of a free flying bumblebee. Finally, in the third
part, we fuse the information coming from two different view points of the same object to
count wingbeats.

4.1

Insects’ Wingbeat

The aerodynamics of insects has been analyzed with tethered insects, including fruit flies [112],
and butterflies [83], among other insects. As already observed: “tethering causes a strong
distortion of the stroke pattern that results in a reduction of translational forces and a prominent nose-down pitch movement” [39]. It is because of such observations and the conviction
that insect’s behavior is abnormal under tethered conditions that it was decided to study
bumblebees while free flying. The study of aerodynamics in insects, as compared to larger
flying animals is very different and much more difficult due to the characteristics of insects
and the high-speed of their wingbeat. The investigation of different free flying insects has
been the focus of analysts. For example, the study of deforming wings in butterflies and
its kinematics has been constantly investigated [132]. Also, forms of observation in insects
like, tethered locust Schistocerca gregaria using wind tunnels or as stereo videogrammetry
is well documented [123]. The flight behavior of other animals has been quantified such as
hummingbird’s hovering habits at great altitudes [1], large bats [56], and dragonflies [85], to
name just a few.
We used stereo videogrammetry as a mean to study bumblebees while in free flight. The
small size of the insect and the fast flapping rate makes it difficult to paint markers on their
small wings. The bumblebee suffers wing deformation during flight. Bumblebees have four
wings; the two rear wings are smaller and usually attached to the front wings by a row of
hooks known as hamuli catching on the ridge of the lower margin or front wing, although each
wing can move separately. Bumblebee wings are formed of chitin [12], the same material
as the rest of the exoskeleton. One of the problems we saw by using several cameras for
31

live video images is their synchronization. They all must work in perfect sync in order to
obtain matching images. Even though such technique has been used with success in the past
[123, 127], we decided to use only one camera and to produce stereo images using mirrors,
which rendered two virtual cameras in perfect synchronization. This technique involves
using a high-speed camera, four first surface mirrors, illumination, and a trigger system for
capturing the insects in focus. We have then two virtual synchronized cameras focused in the
free flying region of bumblebees. Another problem we faced was lighting. The specifications
of the camera for sensibility was 1,200 luxes at f /4, with normal gain for 1,000 fps. If we
should decide to go from 1,000 fps to 5,000 fps - which is the frequency for the experiment
- we needed to increase the f /stop of the lens 2.25 times to compensate the speed of the
shutter going from f /2 to f /1.33 loosing therefore additional depth of field (DOF) for the
experiment. The values of f/stop intervals provides 2 × or /2 of the previous step’s light,
depending if we are increasing o decreasing the f/stop. An aperture with double the area
will pass twice as much light and an aperture with half the area will pass half as much light.
The equation for the f /stop is
f /stop =

focal length
.
aperture diameter

(4.1)

This equation equalizes scenes, giving constant exposure at equal f /stop numbers so f /2.8
stays the same on any lens. If we remember that the aperture is circular, the area of the
circle being πr2 therefore the double of the area
√ means twice the light. So to double the
area we have 2πr2 or π(1.1416 × r)2 therefore 2 gives one stop. The focal length factor is
about the magnification of the field of view. If we worked at f /1.8 - an in-between number
- we would obtain a depth of field of approximately
0.1 cm. due to a decrease of the pupil
√
and aperture diameters by a factor of 1/ 2. A standard f -stop scale was used v. gr. f /1,
f /1.4, f /2,f /2.8,f /4,f /8,f /16,f /22, etc., halving the area of the pupil. The formula for the
f /stop then becomes:
f
f
f
f
f /1 = √ ; f /1.4 = √ ; f /2 = √ ; f /2.8 = √ .
0
1
2
( 2)
( 2)
( 2)
( 2)3

(4.2)

The equation that relates the aperture versus the depth of field depends of the distance s of
the object to the lens. For our case the distance s approaches the focal length. Therefore, it
can be considered a close-up, for which we have the following formula:
m+1
DOF ≈ 2N c
,
(4.3)
m2
where
f
N= ,
(4.4)
d
and m is the magnification, N is the lens f -number, f is the focal length, d is the aperture
diameter, and c is the acceptable circle of confusion for a given image format.

4.2

The Pinhole Camera

“In real life, a pinhole camera consists of a closed chamber with a small hole (the pinhole)
in the front. Rays from an object in the world pass through this hole to form an inverted
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Table 4.1: Comparison of several parameters from photogrammetry based insect flight [64]
Insect
species
Walker et al. [123]
Walker et al. [123]
Ristroph et al. [92]
Fontaine et al.[34]
Liu et al.[75]
Koehler et al.[65]
Current Study

Locust
Hoverfly
Fruifly
Fruitfly
Dronefly
Dragonfly
Bumblebee

Frequency
(frames s−1 )
974
4,000
8,000
6,000
5,000
1,000
5,000

Wingbeat
frequency
(Hz)
19
160
250
250
164
42
180

Image
resolution
(pixels)
1,024 × 1,024
1,024 × 512
512 × 512
512 × 512
512 × 320
1,024 × 1,024
704 × 704

image on the back face of the box or image plane” [90]. The concept of pinhole camera
describes how an image converging in the lens of a real camera falls in a sensor -usually
digital - on the front of the camera behind the lens. Due to the optics of the system, the
image is inverted and proportional to the original image. For simplicity, we must make some
standard assumptions. The first one is to consider a virtual image, which is the same as
considering placing the image plane in front of the pinhole. Although physically impossible,
mathematically is equivalent to placing our pinhole camera model in the up right position
in front of the optical center. The second assumption is that the rays passing through the
camera lens converge in one point before entering the camera; it is not the case due to
the optics of the lens itself, since there is no particular reason why the focal length should
be one. Let us define some terms for the pinhole camera. The first one is the pinhole,
that is the point where the rays converge, called the optical center, and is the origin of
the catadioptric coordinate system represented by point O = [u, v , w ]T . We then have a
virtual image projected in the image plane, which now has moved from its original place and
vertical position as previously explained; last comes the principal point, which falls in the
image plane where the image is now projected. Another concept is the field of view, which is
the angle that the image covers and that is different for the x and y directions. From these
definitions, we infer one more important measure, the Focal length, which is defined as the
distance that goes from the optical point to the optical center see Figure 4.1.
The problem now is to establish the position x = [x , y]T of the world point w = [u, v , w ]T .
The process by which we describe the mathematical model taking into consideration the image position x, the image plane and the optical center w is known as perspective projection.
Nowadays, the most common sensors in use consist of discrete elements as opposed to continuous materials used in the past. Therefore, we must take in consideration that the standard
units we must use are picture elements or pixels in our mathematical description. So any
position in the image should not be measured in distance units but in i.e. pixels. Referring
to Figure 4.1, we see that variables field of view and focal length are inversely proportional
so if we increase the focal length, the field of view decreases in the same rate. So taking
both characteristics, the relation between points the three dimension world, w, and the two
dimension world, x, in the image plane and taking into consideration the scaling factor φ
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Figure 4.1: Pin-hole camera model terminology. The optical center (pinhole) is placed at the origin of the 3D world coordinate system (u, v, w),
and the image plane (where the virtual image is formed) is displaced along
the w-axis, which is also known as the optical axis. The position where
the optical axis strikes the image plane is called the principal point. The
distance between the image plane and the optical center is called the focal
length. The coordinate system (x, y) refers to the image plane [90].
and furthermore if the pixels are not symmetrical in both axis then we have
x=

φy v
φx u
+ δx , and y =
+ δy ,
w
w

(4.5)

where φx and φy are independent scale factors for x and y axis, and are called the focal length
parameters in the x and y directions respectively.
In Figure 4.1, we can see in the image plane that the position equivalent to x = [0, 0]T is
at the top left of the image plane. Therefore, we must add the offset parameters δx and δy
in pixels from the top-left corner of the image to the position where the w axis strikes the
image plane. Another way to think about this is that the vecor [δx , δy ]T is the position of
the principal point in pixels. We also have the skew term γ which moderates the projected
position x as a function of the height v in the world [90]. The resulting camera model is
x=

φx u + γv
φy v
+ δx , and y =
+ δy .
w
w

(4.6)

Therefore, we have all the elements to understand the model parameters in the pinhole
camera. The first set of parameters that describes the characteristics of the pinhole camera
is known as the intrinsic camera parameters according to the intrinsic matrix Λ


φx γ δx
Λ =  0 φy δy  .
(4.7)
0 0 1
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We must remember that the optical axis is not always aligned to the world coordinate system,
so we must define a common world coordinate system to any camera. Therefore, let us define
a camera coordinate system w whose points before they pass the projection model using the
following model:
 0 
   
u
w11 w12 w13
u
τx
 v 0  = w21 w22 w23   v  + τy  ,
(4.8)
0
w
w31 w32 w33
w
τz
or
w0 = Ωw + τ .
(4.9)
where w0 is the transformed point, Ω is a 3 × 3 matrix and τ is a 3 × 1 translation vector
and they are known as the extrinsic parameters. We can now define the camera intrinsics
characteristics as the position of the camera in space; and the camera extrinsic characteristics
as the camera’s orientation in space, or also known as pose estimation. The intrinsic and
extrinsic parameters are both used as calibration parameters of the camera.

4.3

Epipolar Geometry

Our work was designed according to the system of Figure 4.3 (b), which consists of one
camera four mirrors system. The camera is placed in front of two plane first-surface mirrors
where the light is reflected at approximately 90◦ facing two additional first surface mirrors
each converging both rays of light to a point in the world P . The system is designed so
both images are focused at a precise distance called the world point and at the same time
allowing a large enough depth of field so the moving bumblebees stay in focus for at least half
of second; which is the time for the camera to record the fast moving bumblebee. Epipolar
geometry has been the object of study for some time now. As of Figure 4.2, Gluckman and
Nayar [43, 44, 45], have been working on the theory, calibration and sensors emphasizing
on the advantages of the system such as the fact that the system does not need to be
synchronized, rectified nor normalized to any other camera.
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(a) Epipolar system.

(b) Optical centers.

Figure 4.2: (a) Epipolar Geometry. The epipolar plane is defined by points X − CC0 . Two
intersecting planes I and I 0 , with epipolar dashed lines l and r. (b) Point w is projected as
a dashed line from the camera ray falling in camera plane 1 as X1 , and projected in camera
plane 2 as the epipolar line.
The formation of images can be described by the pinhole model [131], while a 3D point
can be described by X = [x , y, z ,]T in a world coordinate system with image frame coordinate
x =[u, v ]T , as
 
 
x
u
y 

s v  = P 
(4.10)
z  ,
1
1
where s is an arbitray scale, and P is a 3 × 4 matrix, called the perspective projection
matrix. If we take the homogeneous coordinates of vector m as m̃ = [mT , 1]T , we obtain
sx̃=P X̃. Projection matrix being equal to


P = A Rc tc ,

(4.11)

where A is a 3 × 3 matrix, which describes the intrinsic parameters of the image representing
the optical, geometric and digital properties of the camera, and matrix [Rc tc ] represents
the extrinsic parameters describing the rotation and translation of the image, which brings
representation of a point from the world coordinate system to the camera coordinate system
where the matrix A depends only on the intrinsic parameters characterizing the optical,
geometric and digital properties of the camera. The matrix [Rc tc ] contains only the extrinsic
parameters which describe the transformation between two different coordinate systems.
[90, 129].
Stereoscopic vision in bumblebee activity proves to be a very useful resource for our
present study since it provides two images with different viewpoints. In the study of insect
flying technics, the use of more than one camera [43, 44] has been observed several times,
especially with the complement of high-speed cameras (Table 4.1). In order to obtain a
stereoscopic image, we need two images of the same object, separated by a small angle [45].
There are several ways to obtain an stereoscopic image with one camera. In our case, we are
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using a technique known as catadioptric stereo system. A catadioptric optical system refers
to a combination of lenses and/or curved mirrors. Other systems make use of mirrors and
have been used for the purpose of obtaining two images at different angles of view, either
by using two regular planar mirrors, or to more sophisticated systems using four mirrors, or
alternately substituting two mirrors for a 90◦ angle planar prism. Our case is based on the
use of four first refraction planar mirrors to obtain two images of the same flying bumblebee.

(a) Two mirrors system:

(b) Four mirrors system

Figure 4.3: Catadioptric Systems. In (a), we illustrate stereo formation with a single camera
(black) and two planar mirrors. The scene point P is the focus point as seen by two virtual
cameras (gray). The ray of light from point P hits both mirrors reflecting to the real camera
(black), as if two virtual cameras (gray) were receiving directly the ray of light. In (b), we
illustrate stereo formation with a single camera (black) and four planar mirrors. The scene
point P is focused in front of the real camera (black) and this time the two virtual cameras
(black) seem to be on each side looking at the real camera (black) facing front-wise.

4.4

Background Subtraction

In Computer Vision, background subtraction refers to a technique where an image’s foreground is extracted for processing. The background usually is the static part of the image
and the foreground is usually moving. Sometimes, it is desirable to separate foreground
objects from the background of a moving image. This technique is known as Background
Subtraction or also referred as Foreground Detection, but the idea is the same. At first sight,
it might seem as a straightforward method separating a background from its foreground, but
some videos may suffer from random noise due to a low quality camera, or to compression
techniques or simply to bad shooting such as dark or very high contrast images. All these
noise will have a negative effect and give rise to a high rate of false positives in the separation
of the foreground from the background. We shall explore some of the several algorithms for
Background Substraction as described by Benezeth et al. [6].
The first method is the Basic Motion Detection, which is used mainly in static images
using the following equation:
Bs,t+1 = (1 − α)Bs,t + αIs,t ,

(4.12)

where Bs,t+1 is the background model at pixel s and time t + 1 , Is,t is the color at time t and
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pixel s, α takes values from 0 to 1. With this simple background model, pixels corresponding
to foreground moving objects can be detected by thresholding any of following distance
functions.
d0 = |Is,t − Bs,t |,

(4.13)

R
G
G
B
B
d1 = |IR
s,t − Bs,t | + |Is,t − Bs,t | + |Is,t − Bs,t |,

(4.14)

B
B 2
G 2
G
R 2
d2 = (IR
s,t − Bs,t ) + (Is,t − Bs,t ) + (Is,t − Bs,t ) ,

(4.15)

B
B
G
G
R
d∞ = max{|IR
s,t − Bs,t |, |Is,t − Bs,t |, |Is,t − Bs,t |},

(4.16)

where R, G and B stand for the red, green and blue channels and d0 is a measure operating
on grayscales images. This algorithm proves strong against illumination changes but due to
aperture problem sometimes only parts of the moving object are detected.
The second method is called one Gaussian, where the separation of the background is
based on a Probability Density Function where a pixel with a low probability almost certainly
corresponds to the foreground object. Wren et al. [128] use a Gaussian distribution of the
type N (µs,t , Σs,t ) where µs,t and Σs,t are the average background color and the covariance
matrix at pixel s and time t. We can represent these 2D regions A Gaussian model for blob
O statistics are described as in terms of their second-order properties:
P r(O) =

exp[− 21 (O − µ)T K−1 (O − µ)]
m

1

(2π) 2 |K| 2

,

and we define sk (x, y), the support map for blob k to be:
(
1 (x, y)  k,
sk (x, y) =
0 otherwise.

(4.17)

(4.18)

The segmentation support map s(x, y) over all the blob models represents the segmentation
of the image into spatio-color classes. This method proves to be more robust to noise than
the first one.
The third method is called Minimum, Maximum and Maximum Inter-Frame Difference,
system proposed by Haritaoglu et al. [49]. Here, every background pixel s comes with a
minimum ms , a maximum Ms and a maximum of consecutive frames difference Ds over a
training sequence. The MiniMax - as it is also known - method labels every pixel s as static
and whose value Is,t satisfies
|Ms − Is,t | < τ dµ

or

|ms − Is,t | < τ dµ ,

(4.19)

where τ is the specified threshold, and dµ is the median of the largest inter-frame absolute
difference over the image. It is similar to the preceding algorithm, but in this case each
background pixel is associated to three extreme values instead of an average vector and a
covariance matrix. Foreground objects are segmented from the background in each frame of
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the video sequence by four stage process: thresholding, noise cleaning, morphological filtering
and object detection. Each pixel is first classified as either a background or a foreground pixel
using the background model. Giving the minimum m(x), maximum n(x) and the median of
the largest interframe absolute difference dµ images over the entire image that represent the
background scene model B(x), pixel x from image It is a foreground pixel if:
(
0 background (It (x) − m(x) < kdµ ) ∨ (n(x) − It (x) < kdµ ),
B(x) =
(4.20)
1 foreground.
Next, comes a method that accounts for backgrounds made of animated textures as waves
or shaking trees and is called Multimodal Probability Density Functions or Gaussian Mixture
Model. In this algorithm, the probability of occurrence of a color at a given pixel s is given
by
K
X
P (Is,t ) =
ωi,s,t, N (µi,s,t, , Σi,s,t, ),
(4.21)
i=1

where N (µi,s,t, , Σi,s,t, ) is the i-th Gaussian model and ωi,s,t its weight. Note that the covariance matrix Σi,s,t is assumed to be diagonal, Σ = σ 2 I, according to Stauffer and Grimson [108], where the Gaussian distributions for which Is,t is within 2.5 standard deviations
of its mean. The parameters are updated as follows:
ωi,s,t = (1 − α)ωi,s,t + α,

(4.22)

µi,s,t = (1 − ρ)µi,s,t + ρIi,s,t ,

(4.23)

2
2
σi,s,t
= (1 − ρ)σi,s,t−1
+ ρd2 (Is,t , µi,s,t ),

(4.24)

]

where α is the learning rate, ρ is a second learning rate and d2 is a distance that depends
of channels blue, green and red; parameters µ and σ of unmatched distributions remain the
same, the weight is reduced as follows: ωi,s,t = (1 − α)ωi,s,t . If no component matches a color
Is.t , the one with the lowest weight is replaced by a Gaussian with mean Is,t , a large initial
variance σ02 and a small weight ω0 . Once the Gaussian has been updated, the K distributions
are ordered based on a fitness value ωi,s,t /σi,s,t, and only the H most reliable ones are chosen
as part of the background as
!
h
X
H = argmin
ωi <τ ,
(4.25)
h

i=1

where τ is a threshold. Many authors have proposed improvements of this method. For
example Zivkovic [133], and TraKulPong et al. [59].
The following method is the Kernel Density Estimation and was proposed by Elgammal
et al. [29], who used a multimodal Probability Density Function using a Parzen-Window
estimate at each background pixel as follows:
t−1
1 X
K(Is,t − Is,i ),
P (Is,t ) =
N i=t−N
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(4.26)

where K is the kernel, a Gaussian usually, and N is the number of previous frames used to
estimate P . For color video frames one-dimensional kernels must be used as follows:
!
t−1
j
j
X
Y
I
−
I
1
s,t
s,i
P (Is,t ) =
,
(4.27)
K
N i=t−N
σj
j=(R,G,B)

according to Elgammal et al. [29], σj may be fixed or pre-estimated.
The Codebook is the following method developed by Kim et al. [62]. In this method, each
background pixel is assigned some color values or codewords and is stored in a codebook. The
brightness distortions are minimized by assuming shadows as brightness shifts and foreground
moving objects to chroma shifts. A separate evaluation of color distortion is performed as
follows:
v
u

R R
G G
B B 2
u 2
tIR + IG2 + IB 2 − µi,s Is,t + µi,s Is,t + µi,s Is,t < τ
(4.28)
2
s,t
s,t
s,t
G2
B2
µR
i,s + µi,s + µi,s
and brightness distortion:
2

2

2

G
B
αi,s ≤ IR
s,t + Is,t + Is,t ≤ βi,s ,

(4.29)

B
G
where µR
i,s . µi,s . µi,s and βi,s, are parameters of the ith codeword, pixel s and τ is a threshold.
The last method we describe uses an eigenspace to model the background segmentation and has the facility to learn the model from unconstrained images, even with moving
foreground objects. It is called Eigen Background or simply Eigen [86]. Since it considers
neighboring statistics, it is stable to moving backgrounds. If we have {I
i }i=1:N as a column
P
representation of the N -frames training sequence, the mean is µ= N1 N
i=1 Ii , which must
be subtracted from each input image and obtain zero-mean vector {Xi }i=1:N where Xi =
Ii −µ, giving us the covariance matrix Σ = E[XXT ] where X = [X1 , . . . , Xn ], the eigenvector
matrix φ is calculated as follows:
D = φσφT ,
(4.30)

where D is the diagonal matrix. Therefore, the rectangular matrix φM represents the largest
M eigenvectors. With the background φM and µ values, the columns of each input image It
is projected on the M - dimensional subspace:
Bt = φM (It − µ),

(4.31)

I0t = φTM Bt + µ0 .

(4.32)

and then reconstruction follows:
The distance between the input image It foreground moving pixels and the reconstructed
image I0t is given by:
(
1 if d2 (It , I0t ) > τ,
Xt (s) =
(4.33)
0 otherwise,
where τ is the threshold and d2 is the distance. In the experimental section, we explain
more thoroughly the subtraction method used in our work which is the Gaussian Mixture
Model. For the problem we take an incoming stream {Ii (x)}ki=1 and construct a model of the
background Bk (x) using a mixture of Gaussian distributions with the method just reviewed,
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where the number of Gaussian distributions is a free variable for each particular pixel of the
image.
The last method we analyzed was used in the present work. First, choosing a reasonable
time period T and at time t, we have XT = {x(t) , ...., xt−1 }. For each new sample, we update
the training data set XT and reestimate p̂(x̂|XT , BG). We might still have remanents of the
foreground denoting them as
p̂(x̂|XT , BG + F G) =

M
X

ˆ m , σ̂ 2 I).
π̂m N (~x;~µ
m

(4.34)

m=1

Summing up, what we have are moving objects Fk (x), for frame k, detected by considering
the weights of the Gaussians and the portion of the data that is apparently part of the
foreground not influencing the background model. Holes in the estimated foreground Fx (x)
are filled with a dilate morphology operation as
Fk∗ (x) = Fk (x) ⊕ S,

(4.35)

Where mbS is a suitable structuring element [103]. Then, the dense optical flow Ok =
{Oxk (x), Oyk (x)} for successive frames k-1 and k is computed using the algorithm proposed by
F arnebäck [32]. This method approximates the flow for pixel neighborhoods with quadratic
polynomials and is solved point-wise using prior knowledge of the displacement field to
obtain an iterative solution, via multi-scale analysis. During a bumblebee’s wing stroke, the
corresponding optical flow field follows the wing’s displacement. When the stroke reaches the
extreme positions, the wings seem to remain still for a brief moment and the corresponding
dispersion of the flow field reduces perceptibly(see Figures 4.5). We model the distribution of
displacements resulting from the flow field observing that its dispersion expands and collapses
as the stroke progresses. The direction and magnitude of the field depends on factors such
as the particular orientation of the bumblebee, foreshortening the distance from the camera
to the object. We find suitable to model the state of the flow field using Frobenius norm of
the covariance matrix for each frame increasing and decreasing its value as the bumblebee
flaps its wings.

4.5

Wingbeat Analysis

In the present work, once the foreground has been separated from the - in this case - useless
background, we have the need to use the stereo image we constructed to count the number
of wingbeats of the bumblebees present in the the laboratory environment. As mentioned
before, the fact of having two synchronized images in different angles of the same flying
bumblebee gives us an edge to compare wingbeats. Now, we must find a reliable method to
count wingbeats. The frequency of the wingbeat of a Bombus impatiens is around 200 fps.
We must therefore pick a method that measures with accuracy the fundamental frequency
of the wing discriminating all the harmonic content. From elementary acoustical physics
the harmonic frequencies above the fundamental (also called first harmonic) frequency are
related to the harmonics by whole numbers, that is, if we call the fundamental frequency
N cycles per second or Hertz, then the second harmonic is numerically equal to 2N Hz for
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the third harmonic 3N and so on. We must therefore expect that for counting wingbeats of
bumblebee we will find harmonic content.
Fourier analysis connects two important domains in the realm of periodic functions,
essentially the time domain and the frequency domain. In Figure 4.4 (a), the fundamental
wingbeat is shown as a function of time. The frequency beat of a bumblebee is in our sample
200 times per second and we assume it is a periodic continuous function. Therefore, our
analysis will be centered around that number. We can see how the wingbeat varies as a
function of time, taking 5 ms for a complete wingbeat. In Figure 4.4 (b), we analyze the
data as a function of frequency. We see how the ideal frequency wingbeat would look without
any harmonics or noise. In practice, the time domain is not a perfect sinusoidal signal since
the velocity of the wing varies in one complete cycle as can be seen in Figure 4.5 (a). At
the beginning of the graph we see the top of a cycle on the left wing while the bumblebee
is in the prone position with the wings close to the body; the bumblebee spreads the left
wing reaching the bottom position in the graph. Then, the bumblebee flips the wing which
can be seen in the graph as a small peak, returning to the bottom before moving the wing
back to the prone position while the graph reaches the top position thus finishing the cycle.
In Figure 4.5(b), the right wing starts the motion at the bottom of the graph in the prone
position, spreading the wing and reaching the top of the graph. Then, as the insect flips
the right wing we see a small valley prior to reaching again the top of the graph before the
right wing starts the backward motion to the prone position to finish the cycle at the bottom
of the graph. The magnitude of the cycles are not the same because of the two different
viewpoints of the camera since the bumblebee is turning and moving relative to the camera.
This is the reason the second image of the bumblebee is important since now we have a
second synchronized different viewpoint of the wings. The illustration shows four complete
wingbeat cycles for the left and right wings.

(a) Time domain

(b) Frequency domain

Figure 4.4: Duality between the time and frequency representations of a signal. Representation of the formula f (t) = sin(2π × 200t) in (a), amplitude as function of time. In (b), we
represent energy as a function of frequency.
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(a) Left Wing

(b) Right Wing

Figure 4.5: Four complete cycles of a bumblebee’s right and left wingbeat. Time is directly
proportional to the frequency of the reproducing video so we can use formula (5.1), to
calculate groundtruth wingbeat, frequency being equal to t × 30.
In our case, we used the short-time Fourier transform, as
M (ω) =

∞
X

m(n)w(n − m)e−jωn ,

(4.36)

n=−∞

where m(n) is the signal to be transformed, w(n − m) is the window function, m is discrete
and ω is continuous. We choose ω(n−m) to be a Gaussian window as suggested by Jacobsen
et al. [53]. The value of this process is that each new DFT is efficiently computed directly
from the results of the previous one. The Fourier Transform can be factored in spectrum
A(ω) and phase:
M (ω) = A(ω)e−j2πω ,
(4.37)
where ω = 2πf is the angular velocity.
As mentioned before, we are interested in working in the vicinity of 200 fps as our
fundamental frequency. Therefore, we can use a prior knowledge and in our case it is the
fundamental frequency d = ω/(2π) ≈ 200 Hz for which we assume x, and using the Bayesian
approach we get:
p(ω|x) = p(x|ω)p(ω)/p(x),
(4.38)
where p(ω|x) is the posteriori, and in our case let’s define the likelihood is as:
A(ω)
,
p(x|ω) = P
ω A(ω)

(4.39)



1
(x − µ)2
p(x) = √ exp −
.
2σ 2
σ 2π

(4.40)

and the prior as the Gaussian:

4.6

Fusing Information

The Kalman filter derives its name from Hungarian Rudolph E. Kalman. Also known as a
linear quadratic estimation (LQE) [58], the Kalman filter [60] is the best known and most
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widely applied state estimator algorithm. It is defined as an optimal estimator algorithm since
it divides the original characteristics from inaccurate, uncertain or noisy observations. The
Kalman filter is a Bayesian estimation technique used to track stochastic dynamic systems
being observed with noisy sensors. Its most important advantage is to be a recursive filter,
so that it can start processing data as it arrives, not being necessary to wait for the complete
set of data to start filtering. For instance, the Kalman filter can be used as a best unbiased
linear estimator and also as a standard way to fuse two sources of information as provided
by the Kalman filter [40]. It is the latter that it is being used in this case. “Whenever
the state of a system must be estimated from noisy sensor information, some kind of state
estimator is employed to fuse the data from different sensors together to produce an accurate
estimate of the true system state. When the system dynamics and observations models are
linear, the minimum mean squared error (MMSE) estimate may be computed using the
Kalman filter” [58]. Being an interactive formulation where predictions w+ about the state
wk are followed by updates based on measurements xt . It assumes a Gaussian distribution
noise or white noise. In the standard Kalman formulation, there is an uncertainty associated
with the observation of measurements under a certain state, expressed by covariance Σp , and
uncertainty associated with the observation of measurements under a certain state, expressed
by covariance Σt . It is a easily implemented as real-time processing step. We have then a
state prediction and a measurement prediction and we update this information constantly.
“The goal is to infer a sequence of world states {wt }Tt−1 from noisy sequence of measurements
{xt }Tt−1 . If the posterior probability at time t − 1 has mean µt−1 and variance Σt−1 , then the
Kalman filter updates take the form according to the following algorithm” [90]:
State Prediction: w+ = µp + Ψwk−1 ,
Covariance Prediction: Σ+ = Σp + ΨΣk−1 ΨT ,
State Update: w+ = µ+ + K(xt − wm − Φw+ ),
Covariance Update: Σt = (I − KΦ)Σ+ ,

(4.41)

where
K = Σ+ ΦT (Σm + ΦΣ+ ΦT )−1 ,

(4.42)

and Ψ describes the state transition, Φ reflects the observability of measurements under a
certain state, and µp and µm represent the biases in the expression of the former and the
latter respectively. In the absence of prior information at time t = 1, it is usual to initialize
the prior mean µ0 to any reasonable value and the covariance Σ0 to a large multiple of the
identity matrix representing our lack of knowledge.
In a Markov framework, where each state depends only in its predecessor, we can assume
that wt is conditionally independent of states w1...t−2 given its closest predecessor wt−1
and the relationship Pr (wt |wt−1 ). The Kalman filter uses the same graphical model as a
Hidden Markov model but in this case the world state is continuous rather than discrete. A
prototypical application of the Kalman filter is for tracking objects through a time sequence.
This graphical models have directed links from the world w to the data x that indicate a
relationship of the form Pr (x|w). Each model is quite sparsely connected: Each data variable
x connects only to one world state variable w, and each world state variable connects to
only a few others. By building a model that connects the estimates from adjacent frames,
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we can increase the robustness to these factors; earlier frames can resolve the uncertainty in
the current ambiguous frame [90].

Figure 4.6: The Kalman filter: Graphical model for Kalman filter which implies the following
conditional independence relation: the state wt is conditionally independent of the states
w1...t−2 and the measurements x1...t−1 given the previous state wt−1 [90].

4.7

Wingbeat Performance

Although the impact of reversible thermal adaptation on locomotor performance has been
studied in many ectothermic taxa, the effect of thermal adaptation on burst or sprint speed
has not been fully documented. Experiments show that some species recover their locomotive
ability when exposed to lower temperatures. Literature goes as far back as 1988 [77]. Also
Glanville and Seebacher speculated about the hypothesis that there is a trade-off between
regulating to lower body temperatures in cooler conditions and locomotory and metabolic
performance in aquatic animals [42]. They claimed that “The extraordinary shift in behaviour and locomotory and metabolic performance shows that within individuals, behaviour
and physiology covary to maximise performance in different environments”. The results of
their study suggest that 32 metabolic phenotype of adult bumblebees is not plastic, and
slight variations in nest temperature do not seem to disturb metabolic development in egg,
larvae and pupae of bumblebees. If we can add to the study of the community of bumblebees
to know when their wingbeat is normal, then we have one variable less to ponder in a healthy
nest. In our case we have the taxon Bombus Impatiens. In flying insects such as Diptera, it
has long been accepted that wingbeat frequency increases with ambient temperature [116]
(Unwin and Corbet 1984) and is a good indicator of energy consumption [106] (Sotavalta
1952). In the northern latitudes bumblebees are only active during a short period of the
year (spring-summer season), but in our case we have practically al year round to cultivate
tomatoes using Bumblebees due to the sunny climate of Sinaloa and Baja. Summing up, one
of the patterns we study in this paper is wingbeat of Bumblebees specifically the Bombus
impatiens taxon.
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Chapter 5
Experimental Results
We present the experimental results for the previously described methods. We start with
the method developed to detect bumblebees. Then, we describe the results of implementing
the method to count the number of wingbeats describing the employed facilities. This work
is intended to research methods to assess the well-being of working healthy bumblebees.
Growers use bumblebees shortly after the first flowers appear. Normal greenhouse conditions
can support the hive, though excessively high temperatures may hamper activity. The nice
thing about bumblebees versus honeybees is that they can fly in cool weather, down to 5◦ C.,
even during rain and in windy or cloudy days, visiting flowers, or bruising them (a scouting
sign of activity) [57]. Honeybees wont even come out of their hive in those conditions, for
temperatures must be at least 10◦ C. Consequently, Bombus impatiens are a viable option
for outdoor use in addition to greenhouse applications. They are bigger, faster, better and
more versatile. Not the bees, but the actual hives, must be sheltered from the elements if
used outdoors, which was our case.

5.1

Experimental Setup

For our project, we used a greenhouse with layout size of 6m × 3m × 3m see Figure 5.3
(a), covered with an antiphon net. The site: CICATA, a research center in the city of
Querétaro, México, at the beginning of winter with a pleasant temperature of around 25◦
C. Inside the greenhouse, we had five tomato (Solanum lycopersicum) and Serrano chili
(Capsicum annuum) flowering plants. The tomato flower hangs from the plant requiring
cross-pollination. Although hermaphroditic in nature, it self-pollinates poorly and needs
outside help such as wind, or external vibration. Pollination has been accomplished with
moderate success using electric vibrators, such as an electric toothbrush or an electric tobacco
grinder, but the best and more economic process is through sonication or buzz pollination this is the characteristic of bumblebees see Figure 5.3 (d).
The way we designed the experiment was by introducing workers at least two hours before
the beginning of the experiment. They can be agitated from all the handling and might
respond aggressively, so we waited for one hour before release. We used a MINIPOLTM
beehive see Figure 5.3 (c). The beehive measures 26.5 cm × 20 cm × 15 cm. It contained 30
Bombus impatiens (Hymenoptera: Apidae) workers, brood(pupae, eggs and larvae), a bag
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with sugar solution, and some drones. It was designed to cover 750 m2 and lasts for no less
than 4 weeks see Figure 5.3 (b). The hive contained two openings. One was designed for the
bumblebees to fly freely in either of two directions in or out of the hive. The second opening
had the Beehome feature: Bumblebees could fly in, but not out. With this feature bumblebees
could be gathered inside the hive when necessary. The bumblebees who returned to the hive
were trapped inside. Usually it takes bumblebees outside the hive to return approximately in
one hour. The hive was placed above the ground, in a vibration-free place as recommended
by the supplier, where they were sheltered from irrigation water, traffic, etc., yet open from
all frontal angles of approach. Placed over a plastic stool, and in such a way that ants could
not have access to it by applying a sticky trap compound around the stool Figure 5.3 (b).
For the actual experiment, acquisition was made during daytime inside the greenhouse
using a JAI color camera model CV-S3200 with a 768 × 494 resolution, a C-mount lens,
and three 1/2” CCD image sensors, shutter speed 32 µs min to 32767 µs max. We used
an analog interface connected to a National Instruments NI PCI 1411 acquisition board
supporting NTSC and PAL in either composite or S-Video format video standards, the onboard video decoder converts the incoming video signal to Red, Green, and Blue (RGB) data
feeding it to the color-space processor. The resolution used for the images was 640 × 480
with a frame rate of 30 fps. Direct sunlight was used over the greenhouse as illumination.
The camera was mounted inside a weatherproof outdoors housing and was focused on a
tomato flower part of the time see Figure 5.2 (a) and focused on the beehive see Figure 5.2
(b) the rest of the time. The idea was to gather images of the bumblebees part of the time
while searching, visiting or bruising flowers and observing traffic at the hive the rest of the
time.
For the Viola-Jones classifier, we used the Open CV library [11], using Haar-like features.
As for the SVM classifier, we used the implementation provided by MATLAB R with a linear
kernel, and (HOG) as features [25]. The Viola-Jones classifier was constructed for 24 × 24
pixel sub-images, with 10, 15 18, 20 and 22 stages. The corresponding training time was
around 4, 8, 12, 18 and 24 hours, respectively. For the HOG features, we used 64 × 64 pixel
images, with 8 × 8 pixel cells and 2 × 2 cell blocks, as seen in Figure 3.3. The way the SVM
works is by constructing a feature space where the classes are separated using a certain type
of kernel. The search for a bumblebee on a particular image takes place using a hierarchical
search on a pyramidal structure, where each level has twice the resolution [23]. We accepted
bumblebees detection when the Viola-Jones classifier gave a positive response and when the
margin of the SVM classifier was positive. We use a Receiving Operating Characteristics
(ROC) curve see Figure 5.1 to verify the performance of the classifiers. We used a computer
based on the Intel i5 microprocessor with four cores, operating at 3.33GHz, with 8 GB of
RAM and on a Windows 7, 64 bit, operating system.

5.2

Detecting Bumblebees

In this work, the Viola-Jones and the SVM classifiers were put to test to detect bumblebees
at the hive in an unconstrained natural lighted greenhouse environment. In order to analyze
the performance of each classifier used in the experiment 2,082 images with bumblebees
were selected as positive samples, and 3,483 images as negative samples employing cross47

validation. The images included the natural changes of illumination caused by the apparent
sun movement and occasional occlusions due to clouds, airplanes, etc. To train the classifiers,
we selected 80% of the samples at random using the rest for testing. For the Viola-Jones
classifier, we used the OpenCV library [11], which uses Haar-like features. One of the
experimental results in the investigation confirmed that each time the number of stages
increased, the False Positive Rate dropped as expected Swets et al. [113]. The measured
rate was reduced from 1.0 to 0.4 with only a difference of five stages from 10 to 15 which
represents a 50% change in the performance. For the False Positive Rate, we measured for
the 18 stages classifier 0.04, and at the same time the True Positive Rate gave 0.85; though
the True Positive Rate decreased, it did so at a smaller pace. While the True Positive Rate
is 0.99 with only 10 stages at 15 it had dropped to 0.87 and at 18 to 0.85. This represents
a 12% change while the False Positive Rate has changed 40% in the same interval, as can
be seen in Figure 5.1. Also the False Positive Rate for 20 and 22 stages are below 0.01 and
at the same time the True Positive rate is 0.75. For the SVM classifier, the TPR is 0.98,
and the FPR is only 0.003. Our results show that the SVM classifier with HOG features,
outperforms the Viola-Jones classifier with Haar-like features.
Managed pollinators like bumblebees are frequently monitored at the hive entrance to
determine the foraging activity rate by counting the number of bees coming in or out of
the hive [61]. This activity rate is an important element of practical pollination studies in
greenhouses [114]. A system counting automatically the number of bees flying in and out
of the hive or the number of bumblebees arriving to a flower with high accuracy would be
informative especially if we control the health of the hive. Usually images are affected by illumination changes, in our case HOG is less affected by these changes due to the normalization
of image blocks and the orientation of the gradients.

Figure 5.1: Viola-Jones classifier performance. The solid red line indicates the performance
of the Viola-Jones classifiers for a different number of stages. The number around the circles
in the solid line inform the number of stages.
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(a)

(b)

Figure 5.2: Bumblebee detection in free flight. In (a), a bumblebee is detected while pollinating, and in (b) workers entering the hive.

(a)

(b)

(c)

(d)

Figure 5.3: Scenario for detecting bumblebees. (a) Greenhouse where part of the experiment took place. (b) Five tomato plants brood, sugar solution and camera with recording
equipment. (c) MINIPOLTM with queen and 30 workers. (d) Bumblebee while foraging in
buzz pollination.
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5.3

Characterizing the Flight of the Bumblebee

The flight of the bumblebee has a median value of 186 flaps per second ±10% see Figure 5.10
(a). We know that the wingbeat of an insect relates directly to its energy consumption, and
is a strong indicator of the well being of the hive. Even as a group, it helps us to understand
the aerodynamic properties of its flight. We introduced a catadioptric method to obtain
two different images of a bumblebee using only one high-speed camera, and computer vision
techniques in order to analyze a Bumblebee (Bombus impatiens) wingbeat. A system was
implemented to capture images of bumblebees by releasing up to 20 bumblebees at one
time flying freely inside a rectangular acrylic container in the laboratory. This event was
recorded by a high-speed video camera capturing images at 5,000 fps (frames per second)
while implementing an intersecting laser beams focus system. Using 5,000 fps to record a
wingbeat gives us a worst-case scenario of 20 complete stroke cycles. A wingbeat stroke
typically covers 120◦ this represents 6◦ difference between image frames. In this system we
have 650 ms to record the flight of the bumblebee.

5.3.1

Mechanical Support

The design of the support system can be seen in Figure 5.4. The lens used was a 50 mm,
f/1.9 aperture lens, a 5 mm extension was added to achieve the desired focus target. Four
plane first surface mirrors were used to achieve the desired focus points, see the schematic
Figure 5.5 (b). The distances from the lens of the camera to the first two mirrors N3 and
N4 were 20 mm, the distance between N3 and N4 and mirrors N1 and N2 was 50 mm. The
total path from the focus point to the lens was 232 mm, at each side of the catadioptric
system. The support was built of 1/8” 1,100 aluminum alloy. The central mirrors have one
degree of freedom, along the Z-beam axis, while the lateral mirrors have three degrees of
freedom, used for adjustment, along the Z-beam and X-beam axes. Screws are used to hold
the mirrors in place. The entire system is attached to the front of the camera with Plate A
using 4 screws. The design lets the Z-beam - attached to Plate A - to be adjusted at three
fixed positions along the Y -beam axis, at heights 10 mm apart.

5.3.2

High-Speed Camera Trigger

Although the decision to use only one camera simplifies the system, we still had to solve the
problem of start recording the camera once the bumblebee was in focus. This zone, known
as depth of field (DOF) or focus range, is defined as the nearest and farthest distances an
object is seen sharply in focus. The DOF is specially affected by lighting, as the DOF is
affected by the lens aperture - see explanation in Chapter 4 section 4.1. In our case, this zone
measured 20 × 20 × 20 mm3 was defined experimentally in the laboratory. To cope with this
situation, we devised an electronic trigger. It consisted of two VLM-659-02-LPA 650 nm, 3
mW red lasers with focus adjustment included, two photo transistors SFH314 and a NAND
gate, light detectors, a Printed Circuit Board and extra ancillary elements. In Figure 5.6
(a) we illustrate how we tested the trigger circuit using a 1 m length pendulum crossing the
focus point at a cruising speed of 4.34 m/s an average cruising speed for a bumblebee [28].
In Figure 5.6 (b), we can observe the final set up, the mechanical support attached to the
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Figure 5.4: Mechanical Structure: Plate A attached to the front of the high-speed camera,
bases 1 and 4 support lateral mirrors with three degrees of freedom, bases 2 and 3 support
central mirrors along with the z-beam axis each with one degree of freedom.

(a) Experimental setup

(b) Schematic

Figure 5.5: Catadioptric system: In (a), we show the experimental setup. High-speed camera
with first surface mirrors Ni to split image in a stereo system and the acrylic container. (b)
The area W represents the effective DOF (depth of field) and is a cube of 20 × 20 × 20
mm3 focused at a distance of 175 mm from the lens.
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camera, two lasers, two photo transistors and two beams intersecting at the lens focus. The
transistors in the gate are in the switch mode, when the light strikes the sensor, the circuit
sends the negative TTL output signals to the NAND logic gate activating the external input
of the high-speed camera. If only one beam is crossed, the camera is not triggered. Both
laser beams must be absent simultaneously. There is though a situation where the camera
can be erroneously triggered, if two bumblebees interrupt different beams at the same time.
A strange situation that occurred one or two times. In stand by mode the camera is actually
loop recording using the available 2 GB memory. The moment the camera triggers, the
recording is saved till memory is exhausted. The camera was programmed to keep part of
the recording prior to the trigger pulse. In our case, the time saved before the trigger was
25% of the total available memory. That is the reason that in some videos, the bumblebee
is out of focus at the beginning of the take, and flies into focus as the shooting progresses.
In some videos we can actually observe the red beams falling in the body of the bumblebee.
Of the resulting videos, we kept the 50 best Bombus impatiens sequences.

(a)

(b)

Figure 5.6: Electronic Setup. (a) Testing the trigger circuit with a pendulum at 4.34 m/s
using two red lasers and two photodetectors. (b) External trigger setup with high-speed
camera and four mirrors mounted on the mechanical support.

5.3.3

Flapping Analysis

A Memrecam GX-1 high-speed camera was used in our experiment. One of the main problems We faced was to consider the natural temperature of bumblebees during their foraging
activity. In the laboratory, we were forced to very high temperatures due to the artificial
lighting which we had to use for recordings which greatly constrained the natural flight of
the bumblebees. The recording speed of the camera is directly proportional to the available
lighting on the object, to achieve a practical depth of field, we need good lighting to get
the highest f-stop. The camera’s internal storage available, was 2 GB, this being a trade-off
between the recording time of the video and the frame size of the images. These consid52

erations led us to choose a camera speed of 5,000 fps, the available memory being directly
proportional to the recording time, and inversely proportional to image resolution. For the
first 12 series of video recordings we chose an image size of 704 × 704 pixels with a recording
time of 680 ms, i.e., just over half a second. We used an acrylic container 50 cm (wide) ×
30 cm (deep) × 26 cm (high). The lighting fixtures consisted of a 400 Watts quartz light
fixed at 3 feet from the scene and a smaller 30 Watts LEDs fixture placed just above the
container as zenithal lighting. We were not concerned about the color temperature but it
was heavily dominated by the quartz lamp which rendered a color temperature of 3, 200◦ K.
Our first recording sessions consisted of 12 videos using the system just described. Later
we had the opportunity to record an additional 38 videos to have at the end a grand total
of 50. The second series were shot at the “Koppert de México S.A. de C.V.” facilities at El
Marqués, in the State of Querétaro. But this time our system was different. We were able
to use a new type of LEDs luminary technology which gave up to 80% of energy saving by
synchronizing the light resulting in a reduction in the scene temperature, and more available
light for recording. This technology synchronizes with a high-speed cameras up to 10,000
fps. In our case we synchronized the LEDs at 5,000 fps, but with an additional advantage.
We were able to synchronize the camera’s electronic shutter at twice the speed of the video
frame, leaving the camera shutter open only half of time of one 5,000 cycle, see Figure 5.8,
and therefore reducing blur. With this lighting we gained two stops of the lens aperture,
increasing the DOF - see section 4, equation 4.4. The gain of the Depth of Field increased
approximately to 40 mm. The images in the second series were brighter and the bumblebees
stayed longer in focus. We were able to lower the resolution of the images from square
images 704 × 704 with a 1:1 relation to 640 × 480 with a 4:3 relation adding extra time to
the video recordings. The final recording time for the second series was 1,100 ms, a gain of
69% with respect to the first series. You can see the change of image quality in the series in
Figure 5.11. The first six images relate to the first series, the last six images are part of the
second series, the illumination is quite different.
Once foreground objects were detected, a dilate operation was used to fill the missing
part of the background, receiving a squared structural element 4 × 4 filled with ones, 14×4 .
From prior knowledge about the bumblebee wingbeat frequency p(z|µ, σ), the initial values
for µ and σ are set to 180 flaps/s and 6 flaps/s, respectively. For robust state estimation
and fusion of the two virtual sources of video, the state transition covariance Σp is set to 2,
the uncertainty in the measurements Σm is set 100I2×2 , the state transition ψ is set to 1,
and the observability of the measurements φ are set to [1, 1]T .
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Figure 5.7: Parts of the flapping analysis: (a) background subtraction of image. (b) Incorporation of Bayes prior knowledge. (c) First approach to wingbeat frequency.

Figure 5.8: Electronic shutter: Frames are recorded at 5,000 fps and the shutter is synchronized at half that speed that is at 100 µsec.
In order to verify the accuracy of the method, the flaps per second of each video were
manually counted by three persons. We took a start position of the wing depending on the
angle of view of the body and the wings at that moment, usually it was the prone position of
the wing, that is, the position where the wing is facing down next to the side body. Rarely
we took the start counting position when the wing was farthest to the body or in the middle
of the flap. Then, we counted every frame fi until we reached the starting position again.
In order to be more accurate, we used complete sequences depending on the duration of
the video in turn. Originally, we recorded 12 videos see Figure 5.11 during the time the
bumblebees were active in the laboratory. Later we recorded 38 more videos for a grand
total of 50 videos. We used the following equation:
F =

k × 5000
,
fi − fi−n

(5.1)

where F is the number of flaps per second, k the number of complete flaps counted manually
in the sequence, fi−n and fi are the the start and the end frames, and n is the number
of frames from beginning to end. This information was used as the ground truth of our
observations. In Figure 5.9 (a), we show the qualitative comparison of the measuring signal
and the ground truth. The length of the video depended on the time the bumblebee traveled
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through the DOF of the camera and the speed and type of flight of the bumblebee. Several
sequences were used depending on the length of the videos, with a range of 104 sequences.
Each sequence has an average of about 25 frames for a full wingbeat sequence see Figure 5.9
(b). The mode of sequences reaches a maximum around 24, equivalent to 600 frames or
a 20 second video. The longest video obtained was 110 equivalent to 2,750 frames or a
90 second video. The difference in the length of the videos depends on the type of flight
of the bumblebee across the camera. We captured videos with bumblebees flying forward,
backwards, up or down or even hovering and finally falling in fast motion. We have videos
with more than one bumblebee flying simultaneously. Next, we computed the RMS error
between the prediction and the ground truth. We measured an error of ±13.63 f ps. In
Figure 5.10 (a), we see the box plot of wingbeats. It shows the descriptive statistics of
wingbeats: A median of 186.30, with a minimum of 146.64, a maximum of 209.45, a Q1 =
172.79, and a Q3 = 195.60. In Figure 5.10 (b), we show the histogram of the wingbeats,
where we see that 42% of the wingbeats fall between 185 and 197 fps -a little less than one
σ - with µ equals to 183.4 and σ equals to 15.62 fps.
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Figure 5.9: (a) The continuous (black) line corresponds to the combination of both sources
of information. The dotted (blue) line corresponds to the manually computed ground truth,
(b) Distribution of sequences in 50 videos showing proportional length of each video.

(a)
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Figure 5.10: Flapping analysis: (a) Wingbeats Boxplot (b) Wingbeats Histogram
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(g)

(h)

(i)

(j)

(k)

(l)

Figure 5.11: Sample images of bumblebee flight video recordings. (a) to (f) correspond to
the first 12 series of recordings with a resolution of 704 × 704 pixels. (g) to (l) correspond to
the second 38 series of recordings with a resolution of 640 × 480 pixels and with high speed
LEDs lighting.
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Chapter 6
Conclusion and Future Work
This thesis has explored different activity patterns for bumblebees. Overall, we have produced effective methods to detect them and analyze their wingbeat activity. We have extensively experimented with live bumblebees, both outdoors and indoors. To detect bumblebees, we explored two frameworks, one based on Viola-Jones and a HOG + SVM one.
They both were applied to detect bumblebees in an unconstrained greenhouse environment
as managed pollinators. We showed that the latter performs better than the former. The
HOG+SVM-based method proved to be less affected by illumination changes since it is based
on orientation of gradients and the normalization of image blocks. This may prove to be
an important feature for scenarios with natural illumination conditions. Our system could
be an important piece for the analysis of foraging activity of bumblebees. The algorithm
could be nicely complemented with the detection of floral cues such as color, shape, pattern
and volatile which are affected by the visit of naturally chafed bees. Floral electric fields are
reported to improve a pollinator’s memory of floral rewards [18]. Our method seems ideal as
a basis to monitor these floral rewards as Herrera et al. [52] notice, it remains a wide open
problem. Out detector could potentially be used to monitor a bumblebee hive entrance to
determine the forage activity. In this sense, counting the traffic of insects flying in and out
may provide us with valuable information about the foraging time of bumblebees during a
normal working day [61]. As mentioned by Torres-Ruiz A. et al. [114], it is important to measure the “levels of hourly and daily foraging activity”. Using computer vision dense optical
flow, we inferred the wingbeat velocity of bumblebees. By using two different views of the
same image, we increased the chances to obtain an obstacle-free vision and a working angle
every time. Our image capturing arrangement avoided the use of extra high-speed cameras,
reducing the complexity of the system. The virtual stereo system makes it possible to use
robust techniques to fuse the two incoming sources of information. This work is intended to
detect the well-being of normal bumblebees.
Currently, high-speed cameras have a trend where their price is falling rapidly while
including capturing speeds in the range of 1,000Hz or more. A promising direction of research
could include the study of buzz pollination, where a flower explosively releases pollen in
response to vibration. As Corbet and Huang mention [21], it is not clear which component
of vibration (acceleration, frequency, displacement or velocity) is critical; the role of buzz
frequency has been particularly controversial. As for the analysis of beehive activity, there are
strong arguments about the future of bumblebee pollinators. However, others have argued
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that this concern is premature and that conservation action cannot yet be justified on the
basis of deteriorating pollination [115]. Given the lack of definite results on the plight of
bumblebees, our method could be the basis to detect the daily activity of a foraging swarm of
bumblebees. In the future, we are planning to focus our research on more flexible monitoring
methods to detect foraging activity in the beehive.
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