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ABSTRACT

V isually impaired people present disadvantages on social interactions
with respect to their sighted counterpart, considering that a large
amount of the communication between people is exchanged based on

non-verbal cues. During the last decades, several researchers and companies
have been developing wearable systems to support visually impaired people
in activities such as mobility, orientation, and education. However, little
effort has been made in the development of systems that can assist blind
people on their social interaction.

This thesis introduces an assistive technology device to aid blind users
on social interactions. The thesis contributes in four important ways to the
areas of computer vision and assistive technologies. The first contribution
is the development of computer vision algorithms to robustly detect head
gestures of an interlocutor from live-video taken with a wearable camera.
The main difference with other methods is that our system is capable of
detecting the gestures, in spite of the presence of ego-motion, due to a sta-
bilization stage. The second contribution is the collection of three custom
data sets. The first data set contains head gestures that can be used to train
and test head gestures recognition algorithms. The second data set includes
head gestures and head mirroring events from fixed and wearable cameras.
This data set was collected during an experiment with 48 participants. The
third data set contains head gestures collected from fixed and wearable
cameras during an experiment with blind users and sighted participants.
The third contribution is the development of a socially-aware assistant for
the automatic inference of competence assessment during face-to-face social
interactions. This assistant could serve as a training tool for psychologists
(for automatic annotation/summarization of videos) or for the automatic esti-
mation of client satisfaction. The final contribution entails the development
of an assistive technology system for blind users. The system consisting of a
wearable camera and a haptic feedback device is capable of recognizing non-
verbal cues from social interactions such as nodding and shaking gestures
and provide this information to blind users via haptic feedback.

The methods presented in this thesis have been fully implemented and
systematically validated in two experiments with participants. The first
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experiment evaluated the computer vision algorithms from the first con-
tribution and the results of this experiment led to the development of the
socially-aware assistant for the automatic estimation of professional com-
petence. The second experiment evaluated the assistive technology device
with blind users on real social interactions with sighted participants.
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RESUMEN

Las personas invidentes y débiles visuales presentan desventajas en
interacción social con respecto a las personas videntes, ya que gran
parte de la información de una interacción social es del tipo no-verbal.

Durante las últimas décadas, centros de investigación y compañías han
desarrollado sistemas portables de apoyo para personas invidentes en áreas
como movilidad, orientación y educación. Sin embargo, ha habido pocos
desarrollos enfocados en mejorar la interacción social de personas invidentes.

Esta tesis introduce un sistema de asistencia en interacción social para
personas invidentes. La tesis contribuye en cuatro importantes áreas de la
visión por computadora y tecnologías de asistencia. La primera contribución
es el desarrollo de algoritmos de visión para detectar gestos de la cabeza
de un interlocutor de manera robusta a partir de video tomado de cámaras
portables. La diferencia principal con respecto al estado del arte es el hecho
de poder detectar gestos sin importar la presencia de movimiento de la
cámara, debido a una etapa de estabilización. La segunda contribución es
la recolección de tres bases de datos sobre gestos de la cabeza. La primera
base de datos contiene gestos de la cabeza que pueden ser usados para
entrenar y probar algoritmos de reconocimiento de gestos de la cabeza. La
segunda base de datos contiene gestos de la cabeza y eventos de espejeo
tomados de cámaras fijas y cámaras portables. Esta base de datos fue recolec-
tada durante un experimento conformado por interacciones sociales de 48
participantes. La tercera base de datos contiene gestos de la cabeza recolec-
tados con cámaras fijas y portables durante un experimento conformado
por interacciones sociales de 10 participantes invidentes y 40 participantes
videntes. La tercera contribución es el desarrollo de un sistema automático
de estimación de competencia profesional en interacciones del tipo cliente-
proveedor de servicio. Este sistema puede ser usado como una herramienta
de anotación automática del grado de competencia percibida por clientes
en interacciones estudiadas por psicólogos o para la estimación automática
de la satisfacción de un cliente. La contribución final es el desarrollo de
un sistema tecnológico de asistencia en interacción social para personas
invidentes. El sistema consiste de una cámara portable y un cinturón vi-
bratorio que proporciona retroalimentación. El sistema es capaz detectar
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información no-verbal durante una interacción social, tal como gestos de
asentir o negar generados con la cabeza, y proporciona esta información a
usuarios invidentes a través del sistema vibratorio.

Los métodos presentados en esta tesis han sido implementados y valida-
dos en dos experimentos con múltiples participantes. El objetivo del primer
experimento fue evaluar los algoritmos de visión mencionados en la primera
contribución y los resultados obtenidos en el proceso llevaron al desarrollo
del sistema automático de estimación de competencia profesional. El objetivo
del segundo experimento fue evaluar el desempeño y usabilidad del sistema
tecnológico de asistencia con personas invidentes en interacciones sociales
reales con personas videntes.
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1
INTRODUCTION

“Just because a man lacks the

use of his eyes doesn’t mean he

lacks vision."

— Stevie Wonder

Social interaction plays a significant role in people’s life, including

actions such as smiling, talking, winking, or debating. It is known

that a wealth of the social interaction’s information is conveyed by

a combination of verbal and non-verbal communication [1, 2]. Moreover,

experimental evidence shows that many of our social actions are determined

by the exhibition of nonverbal cues, in some cases without using verbal

communication [3]. Knowing whether social interaction partners are paying

attention or are distracted, whether they are looking towards you, whether

they are nodding, smiling in satisfaction, or showing a puzzled face, is

an essential component of successful communication. Visually impaired

people cannot access this rich source of information, which leaves them in

disadvantage and may lead to social isolation [4], depression, loneliness, and

anxiety [5]. In addition, most sighted people are not aware of the non-verbal

signals that they commonly use and make no adjustment when interacting

with visually impaired people [6].
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CHAPTER 1. INTRODUCTION

According to the World Health Organization (WHO), in August 2014

there were about 39 million blind people while 246 million have some mod-

erate or severe visual impairment. If assistive technology is going to make

an impact, certain trends should be considered. For instance, the prototyp-

ical visually impaired lives in an underdeveloped country (90%), is likely

to be older than 50 years (82%). Moreover, while in developed countries

the major causes of blindness are degenerative diseases (such as diabetic

retinopathy and macular degeneration); in underdeveloped countries the

problem has its origins mostly in treatable diseases such as cataracts (50%)

which remain the leading cause of visual impairment [7]. The main causes

of visual impairment are glaucoma (12.3%), age-related macular degener-

ation (AMD) (8.7%), corneal opacities (5.1%), diabetic retinopathy (4.8%),

childhood blindness (3.9%), trachoma (3.6%), and onchocerciasis (0.8%). In

the least-developed countries, and in particular Sub-Saharan Africa, the

causes of avoidable blindness are primary, cataract (50%), glaucoma (15%),

corneal opacities (10%), trachoma (6.8%), childhood blindness (5.3%) and

onchocerciasis (4%). The global distribution of avoidable blindness based on

the population in each of the WHO regions is the following [8]: South East

Asian (28%), Western Pacific (26%), African (16.6%), Eastern Mediterranean

(10%), the American (9.6%), and European (9.6%) [8, 9].

The visual impairment affects almost every activity of daily living, in-

cluding mobility, orientation, education, employment, and entertainment.

As a result, during the last decades, research institutions and private compa-

nies have been developing assistive technology to support visually impaired

people [10–12] in areas such as printed information access to benefit in the

education issue. Another important area is object recognition, to provide

blind people with the ability to recognize unknown objects such as supermar-

ket items. Regarding navigation, there have been developments to help in

mobility and orientation, to provide the blind individuals with the capacity

to travel from one place to another without bumping into obstacles. In this

thesis we focus on the issue of social interaction by developing a system

to assist visually impaired people to make their dyadic interactions more

satisfactory.

2



1.1. PROPOSAL

Figure 1.1. Pivothead SMART Glasses. With a Full-HD camera and
live-stream video capabilities, these glasses provide a wearable
platform for assistive technology applications (by Pivothead Inc.,
with permission).

1.1 Proposal

In this work, we developed an assistive technology to provide blind people

with cues that may enhance their social interaction. Concretely, we detect

head gestures that the interlocutor displays during one-on-one interactions

using computer vision algorithms that analyze the video from a wearable

camera (figure 1.1), and provides real-time feedback to the user.

Figure 1.2 depicts an overview of our proposal:

1. A blind person wears the smart glasses from figure 1.1; these glasses

transmit live video to a nearby computer running our software (can be

a tablet or a smartphone).

2. The computer processes the video-stream, first finding the face, then

it search for facial and background features (facial features are shown

in blue in figure 1.2). From the motion of these features, the system

compensates camera-motion and recognize head gestures. Then, the

computer sends commands to a belt worn by the blind person.

3. The belt receives and decodes the commands sent by the computer

and vibrates accordingly to provide feedback to the user. The feedback

provided to the blind user indicates the presence of head gestures of

the interlocutor, such as head-nods and head-shakes.

3



CHAPTER 1. INTRODUCTION

1

2 3

1. The galsses send video to the computer.

2. The ccomputer process the video and send
commands to the belt.

3. The belt vibrates to provide feedback to
the user

Figure 1.2. System overview. (1) the smart glasses transmit live video;
(2) a computer receives the video and processes the data and
sends commands to a vibratory belt; (3) the belt receives the
commands from the computer and vibrates to provide feedback
to the user. Image by María Aurora Del Rosal Gómez.

1.2 Challenges

Recent advances in camera technology along with the increasing processing

capabilities of computers, have provided the possibility of capturing and

processing real-time video from a first-person perspective. However, given

the wearable nature of the proposed application, unique challenges emerge

such as ego-motion artifacts and a limited field of view. Ego-motion affects

the image acquisition, by adding blurring to the images making harder the

detection of the face and background features. More importantly, the camera

motion changes the position of the foreground and background features mak-

ing more troublesome the detection of head-gestures as well. Research have

provided solutions for image deblurring and image stabilization; however,

these solutions are often computationally expensive and may even require

external hardware such as inertial sensors to estimate the camera motion.

4



1.3. DOCUMENT OUTLINE

Figure 1.3. Ego-motion challenges. 76 facial features [14] are shown
as white dots and background features are shown as red dots.
From an ego-motion perspective, all the features are affected by
the camera motion, even if the background is static.

Another challenge is related with the feedback to the user, i.e., how

can we provide a blind user with non-verbal information that is concise,

non-distracting and useful? For blind people, there are two sources of feed-

back: acoustic and haptic. Acoustic feedback is commonly used to provide

information about events, the presence of individuals or animals and to

estimate distances [13]. Haptic feedback, which refers to touch and tactile,

is commonly used to scan the surroundings (e.g., with the white cane), recog-

nize the shape and texture of objects (with palm and fingers), and gather

information about the surface (with the feet) [13]. In this work, we developed

a haptic feedback consisting of a belt with vibratory motors.

1.3 Document Outline

In chapter 2, we discuss related work in the areas of assistive technologies

for blind users, head gestures recognition, and mirroring detection. Then,

chapter 3 describes methods for face tracking, camera motion stabilization,

and head pose estimation. Chapter 4 details our method for head gestures

recognition, and describes a scheme to detect mirroring gestures from wear-

able cameras. These methods are tested in an experiment with participants.

Chapter 5 extends the experiment results by describing a method to assess

competence perception from a social interaction. Chapter 6 describes a case

study performed with blind users, and chapter 7 provides a conclusion.
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2
PREVIOUS WORK

“Do not follow where the path

may lead. Go instead where there

is no path and leave a trail"

— Muriel Strode

In this chapter, we review previous work in the field of assistive tech-

nologies for blind users (mobility, orientation, object recognition, and

social interaction) and then we survey the state of the art on head

gestures recognition and automatic mirroring detection.

2.1 Assistive Technologies for Visually
Impaired Users

Most of the assistive technologies for visually impaired people are based on

ultrasonic, infrared, or laser sensors [10]. However, as sighted people acquire

most of their information through visual perception, it has been tempting to

use artificial vision to achieve the same goal. However, limitations such as

computing power and the lack of reliable algorithms have been the Achilles

heel for computer vision in this area. Fortunately, in the last decade, parallel

7



CHAPTER 2. PREVIOUS WORK

to the extraordinary evolution of computers, wearable devices have evolved,

and now they are capable of running real-time vision algorithms.

Most of assisting devices for blind people can be categorized into five

main areas: mobility, orientation, access to printed information, object recog-

nition, and social interaction.

2.1.1 Mobility

Independent displacement in unknown environments is a common challenge

that blind people have to face in their daily lives. It entails avoiding obstacles,

negotiating steps, drop-offs, and apertures such as doors. Other applications

include maintaining a rectilinear trajectory while walking [10, 12]. Although

there have been several commercial Electronic Travel Aids (ETAs), only

a few of them use computer vision. One of the earliest computer vision-

based ETAs reported in the literature is the vOICe system [15]. This system

implements a sensory substitution method where an image is transformed

into sound, which is transmitted to the user via headphones.

Unlike commercial ETAs, there are several laboratory prototypes based

on computer vision; many of these use stereo vision to generate disparity

maps from which obstacles and their distances can be detected. Examples

of these ETAs include the Virtual Acoustic Space [16], developed by re-

searchers at the Instituto de Astrofísica de Canarias (IAC); Electron-Neural

Vision System (ENVS) [17] from the University of Wollongong in Australia;

the Tactile Vision System (TVS) [18] from the University of Arizona; and

Tyflos [19] from Wright State University. A drawback with stereo vision

is that it requires two cameras and computationally expensive algorithms.

This issue has been lessened with the appearance of low-cost depth cameras

such as the Microsoft Kinect. The advantage of these cameras is that they

directly provide a depth-map reducing the calculations of the main proces-

sor. The disadvantage is that typically these cameras work indoors only

because their operation is affected by the infrared component of sunlight.

Nonetheless, in the last few years, there have been several prototypes that

use this kind of sensors, among these are: KinDetect [20] from City College

of New York, and the Vibratory Belt shown in figure 2.1(a) from Instituto

Politécnico Nacional in Mexico [21].

8



2.1. ASSISTIVE TECHNOLOGIES FOR VISUALLY IMPAIRED USERS

(a) Vibratory Belt

(b) Virtual White Canes

Figure 2.1. ETAs. (a) Vibratory Belt. A Kinect sensor is attached to
the front part of the belt. Three vibration motors located inside
the fabric of the strap. Everything is controlled by an embedded
computer inside the backpack. (b) Virtual White Cane. A laser
is coupled to the smartphone with a metallic structure (taken
from [22] with permission)

Another approach is the use of laser and a camera to sense the distance

of the obstacles. In this regard, Yan and Manduchi [23, 24] from the Univer-

sity of California, Santa Cruz, developed a hand-held environment discovery.

As the user swings the device around, he/she receives range information

using a tactile interface. Ilstrup and Manduchi [25, 26] extended this work

by performing a photometric analysis to determine the camera parameters

for an optimal laser return detection. In a similar channel, Vera et. al [22] de-

veloped a Virtual White Cane shown in figure 2.1(b). This device is composed

by a smartphone coupled with a laser pointer. The camera-laser system is

capable of measuring the distance of the objects via active triangulation and

provides vibratory feedback using the smartphone.

Tables 2.1 and 2.2 provide a description of the ETAs mentioned in this

section.

9
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Table 2.1. Computer Vision-based Electronic Travel Aids.

Device
Year

Functionality Interface Components Advantages (A:)
Disadvantages (D:)

Studies with
blind users

vOICe
1992

Acts as a vi-
sion substitute.
Provides an
acoustic repre-
sentation of the
environment

Acoustic

Digital cam-
era mounted
in eye-glasses,
headphones,
portable com-
puter

A: Portable, reduced
size D: Blocks user's
hearing, requires con-
siderable training

Provided enough
training the re-
sults are promis-
ing

Virtual
Acoustic
Space
1999

Acts as a vision
substitute, al-
lows orientation
by constructing
an acoustic
perception of the
environment

Acoustic

Two cameras
embedded in eye-
glasses, head-
phones, portable
computer

A: Portable, reduce
form factor
D: Blocks user's hear-
ing, not tested in real
environments

Six blind and six
sighted, showed
>75% of object
and distance de-
tection

ENVS
2005

Obstacle detec-
tion by electric
stimulation
in both hands.
Each finger rep-
resents a zone in
the frontal field
of view

Two gloves with
electric stimula-
tors in each fin-
ger

Two cameras,
digital compass,
laptop with GPS
and 2 gloves

A: Real time perfor-
mance, does not block
user's hearing
D: Blocks the use of
both hands, does not
detect ground or head
level obstacles

All one-hour
trained blind-
folded users
were able to
traverse a path
avoiding obsta-
cles

Virtual
White
Cane
2005
[23, 24]

Obstacle de-
tection by
vibrations on the
hand through a
tactile interface

Two gloves with
electric stimula-
tors in each fin-
ger

One camera,
laser pointer,
and laptop

A: Real time perfor-
mance, does not block
user's hearing, drop-
off detection
D: the user must point
with the laser to the lo-
cation of the obstacles
which can annoy other
people

No experiments
with blind or vi-
sually impaired
people are re-
ported

TVS
2006

Obstacle de-
tection by
vibrations
across waist-
line through a
vibrator belt

Belt with 14 vi-
brators

Two cameras,
belt with vi-
brators, laptop
computer

A: Does not block hear-
ing or hands
D: Unable to distin-
guish between floor
level objects and hang-
ing objects

No experiments
with visually
impaired people
are reported
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Table 2.2. Computer Vision-based Electronic Travel Aids.

Device
Year

Functionality Interface Components Advantages (A:)
Disadvantages (D:)

Studies with
blind users

Tyflos
2008
[19]

Obstacle detec-
tion by vibra-
tions across the
chest through
a vest with
an array of
vibrators

Vest with a 4×4
vibrators array

Two cameras,
chest with 2D
vibrators, laptop
computer

A: Does not block hear-
ing, detects obstacles
at various height lev-
els
D: Needs more tests
on real users

The last version
of Tyflos shows
no experiments
with blind users

Kindetect
2012
[20]

People and ob-
stacle detection
by acoustic feed-
back

Acoustic
Depth sensor,
computer

A: Easy to use, can de-
tect head level obsta-
cles
D: Blocks user's hear-
ing, limited to indoors
operation

Four blind-
folded users
traversed an
indoors path de-
tecting obstacles

Virtual
White
Cane
2013
[22]

Obstacle de-
tection by
vibrations on the
hand through a
smartphone

Smartphone vi-
bration

Smartphone,
laser pointer

A: Easy to use, does
not block hearing, can
detect head level ob-
stacles
D: the user must point
with the laser to the lo-
cation of the obstacles
which can annoy other
people

Blind-folded peo-
ple used similar
travel time using
a regular white
cane and the vir-
tual white cane

Vibratory
Belt
2013
[21]

Obstacle de-
tection by
vibrations
across waist-
line through a
vibratory belt

Belt with 3 mo-
tors

Embedded com-
puter, Kinect
sensor, belt with
vibrators

A: Easy to use, does
not block hearing, can
detect head level ob-
stacles
D: Typically limited to
indoors operation

Blind-folded peo-
ple used similar
travel time using
the white cane
and the vibra-
tory belt
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2.1.2 Orientation

Orientation can be defined as the capacity to know and track our position

with respect to the environment, and find a path to the desired destina-

tion [11]. The orientation can be indoors where computer vision is a powerful

tool to detect landmarks [27–29] or outdoors where the assisting device

guides the user from a starting position to his/her destination, commonly

using a Global Positioning System (GPS) receiver.

For indoors orientations, Yang and Tian [27] presented an algorithm to

detect doors using edges, corners, and a geometric model with four connected

corners. Since the algorithm only uses contours, it can detect open doors in

various illuminations, deformations, and scales. Other indoors applications

use labels that can be easily detected by cameras, for example, Tjan et al. [28]

proposed the use of printed reflexive patterns which could be easily detected

by a wearable camera inside of buildings. Coughlan and Manduchi [29]

suggested the use of labels that serve as landmarks and can be robustly

detected by computer vision algorithms. Such landmarks consist of figures

with a defined shape and color that can help a blind person to locate key

places such as elevators and exit doors. In related work, Flores et. al [30]

developed an application that can guide blind users to specific locations

inside buildings using pre-recorded paths.

2.1.3 Printed Information Access

A common concern among the blind population is the difficulty of accessing

the vast array of printed information that normally sighted people take for

granted [11]. Furthermore, early studies have reported that less than 10%

of the younger population use Braille as their primary reading medium [31].

Advances in optical character recognition (OCR) techniques have allowed the

emergence of devices that can read printed material such as the Arkenstone

Reader or more recently, kReader [32] and GeorgiePhone [33]. However,

aiming the camera to frame successfully the text can be a difficult task for

a blind user. With this problem in mind, Cutter and Manduchi [34, 35] are

developing a computer vision-based mechanism that provides directions

about where to move the smartphone to increase the chance of capturing a
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clear snapshot of the document. Another idea drawn up by Voiceye consists

of a 2.5cm2 code that can be included in printed information. This code can

store up to two complete text pages. Hence, the user only needs to aim the

Voiceye scanner, or camera, to cover this small target and have access to the

code content. This technique is used in schools for the blind, universities

with special education, publishing companies, and local newspapers of South

Korea [36].

A current area of research involves text detection and localization in nat-

ural scenes [37–40] where there is variability of text fonts and background

surfaces, increasing the challenge of segmentation and text recognition.

2.1.4 Object Recognition

Object recognition for blind and visually impaired is another practical ap-

plication where the use of computer vision has shown promising results.

For instance, money identification is problematic for a blind person when

the bills have the same size and texture. The Money Reader application,

developed by LookTel [41] for smartphones, is capable of recognize bills and

reproduce their value using a voice synthesizer. Similarly, object recognition

in supermarkets is challenging when the objects have the same shape. For

this purpose, the Recognizer application, by LookTel, is capable of recogniz-

ing objects by comparing the image taken with the camera with an internal

database created by the user. This application does not require an Internet

connection since the entire database is stored in the internal memory of

the smartphone. Once the object is recognized, the application speaks a

description (previously recorded by the user). It can be used to identify daily

objects or supermarket objects.

Non-commercial prototypes such as Trinetra [42], developed at Carnegie

Mellon University, is intended to assist blind users in recognizing super-

market objects using the barcode. The problem with this approach is that

the camera needs to be directed toward the barcode, which can be tricky

and frustrating for a blind person. To overcome this limitation, Tekin and

Coughlan [43] developed an algorithm to find the bar code giving left or right
indications until the camera successfully focuses the bar code. On the same

direction, Gallo and Manduchi [44, 45] proposed a method to robustly detect
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barcodes on challenging conditions such as blur, noise, and low resolution.

Their algorithm is capable of reading 2.5 cm barcodes from up to 30 cm

away using a regular smartphone. The prototype designed by Winlock et

al. [46] can recognize supermarket objects defined in a shopping list inside

the smartphone. During the search, the user moves the camera through the

shelves, and the application notifies when an object in the list is detected.

The algorithm uses Speeded Up Robust Features (SURF) [47], which are

unique features invariant to scale, and rotation that can be used to estimate

the probability of a positive detection.

In addition to the applications mentioned above, another interesting

example that can provide greater autonomy to blind people is the capacity to

recognize public transportation without assistance. In this regard, Guida et

al. [48] developed a method to identify bus numbers. This method combines

geometric computer vision with machine learning to achieve robustness

against reflections, specularities, shadows, and occlusions.

2.1.5 Social Interaction

Assistive technologies to support social interactions have been less studied

compared with the other areas previously discussed. The concern behind

this topic is that during a social interaction, a substantial part of the com-

munication is non-verbal —face and body gestures, gaze direction, etc— to

which blind people have no access, representing a severe limitation that

may lead to social isolation [4].

Researchers from Arizona State University have been working on a

project called iCARE Social Interaction with the goal of allowing blind peo-

ple to access visual information during social encounters. Through an online

survey, they detected eight social needs for individuals who are blind and

visually impaired [49]. The most significant need corresponds to feedback

on their body mannerism and how it was affecting their social interactions.

Following this, it was their need to access facial expressions, identity, body

mannerisms, eye gaze, proxemics and appearance of their social interaction

partners, in that order. The prototype that they developed uses a camera

attached to eyeglasses that communicate with a smartphone [49]. By using

computer vision algorithms, the iCARE detects the position of the other per-
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son and gives this information to the user through a belt with vibrators [50].

The system can also identify seven basic emotions (happiness, sadness, sur-

prise, anger, fear, disgust, and neutral) and to provide this information to

the user through a glove made of 14 small vibratory motors [51]. This is,

in fact, the closest work to ours so far, however, in this thesis the proposed

system deals with a rather different problem which is to improve the social

interaction of a blind user and its interlocutor by means of head gestures

knowledge and head gestures mirroring encouragement.

2.2 Head Gestures Recognition

In this section, we review previous work on head gesture recognition, high-

lighting the strengths and weaknesses for wearable assistive technology

applications. In our experience, most head gesture recognition methods

divide the process into two steps: motion estimation and temporal sequence

analysis.

For motion estimation, several authors have performed head gesture

recognition based on eye tracking [52–55]. For instance, Choi & Rhee [52]

and Kang et al. [53] segmented the eyes by thresholding, and making use of

the head’s geometrical characteristics; Kapoor et al. [54] used an infrared

sensitive camera and infrared LEDs to track pupils; and Tan & Rong [55]

used the Viola-Jones object detection framework [56] to detect and track

the eyes. Nevertheless, a disadvantage of using the eyes as features for

motion estimation is the inability to identify and track faces with sunglasses

(commonly worn by visually impaired people). Gunes & Pantic [57] and

Fujie et al. [58] estimated head motion using optical flow; more precisely,

the head region was extracted by skin color segmentation. This approach

works well in controlled environments; however, methods based on color

are sensitive to changes in illumination and are not suitable for outdoors.

In [57], the head region is detected using Viola-Jones [56]; yet, the method

is computationally expensive and the face angles are confined to a limited

range. Wei et al. [59] used the Kinect sensor to detect and track the head

pose (yaw, pitch, roll). Although this sensor is inexpensive and provides

excellent capabilities, its use is limited to indoors or dark environments. To
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overcome these limitations, in this work we use a robust method for motion

estimation based on facial features, the method is invariant to illumination

and is capable of detecting and tracking the face even with sunglasses. In

chapter 3, we describe a robust method for head motion estimation based on

face tracking.

The second step of head gesture recognition is temporal sequence analy-

sis. A common approach for this is to use Hidden Markov Models (HMMs) to

recognize each gesture. In fact, all the systems described before, make use

of two or three HMMs with different states [52–55, 57–59], e.g., up/down for

nodding and left/right for shaking. This approach works well if the system

is in a fixed position, i.e., third-party perspective, and is commonly used

in applications such as robotics and Human-Computer Interaction (HCI),

where the system should be able to infer the proper gestures and react ac-

cordingly. However, if the system is moving, for instance when implemented

in a wearable assisting device, it should be able to identify the head gestures

robustly, despite ego-motion. For this, we tried two approaches. The first one

uses six ergodic HMM to recognize six gestures: nodding, shaking, turning

left, turning right, looking up, and looking down. The second approach was

a histogram of orientations as predictors for a random forest classifier. In

chapter 4, we describe in detail our approach for head gesture recognition.

2.3 Mirroring Detection

Mirroring in a social interaction occurs when interlocutors mimic the atti-

tude of their counterpart [60], by imitating speech patterns (accent, voice

prosody), facial expressions, body postures, and gestures. The study of mir-

roring has been attracting the interest of psychologists for a long time [61].

Back then, the analysis was based on manual annotation of videotapes for

listener movements and the prosody of the accompanying speech. The study

of mirroring has recently captured the attention of the Human-Computer

Interaction (HCI) community. The mirroring behavior reveals information

about participant's inter-personal states and attitudes representing an

indicator of cooperativeness and empathy during the interaction. Recent

research showed that people who even consciously, mimic the behavior of
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others, activate behavioral strategies which may increase their chances to

achieve their goals [62]. Therefore, social interaction with high mirroring be-

havior is perceived smoother and increments the chances to reach a positive

outcome or agreement.

Mirroring conveys backchannel messages in a social interaction includ-

ing interest in the conversation, or agreement with the information being

expressed, or desire to lead the discussion. A backchannel is defined as

a modality used by a listener to briefly intervene during the mainstream

presentation given by a speaker to show his/her level of support on the topic

being discussed. The definition of a backchannel is relative and is strongly

dependent on the particularity of the problem to be tackled. In the audio

domain, backchannels are represented as linguistic vocalization such as

mmm, aha, uhhh, and yeah. In the visual domain, backchannels are usually

associated with gestures such as smiling, winking, and head nodding, but

could be more complex structures, such as facial expressions.

Psychological research on mirroring analysis dates back to the early

1970s; however, the computational approach for studying mirroring behavior

has only recently started to address this problem. Coordination, synchrony,

mimicry, imitation, or attunement are just some of the terms used to what

we subsume as mirroring. Several technologies have been used, but the one

represented by computer vision occupies a central role. Some comprehensive

surveys on this topic could be found in Delaherche et al.[63] and Wagner et
al. [64]. For the remaining of this section, we review what we considered the

most relevant works.

Ramseyer and Tschacher [65] estimated mirroring based on the cross-

correlation of motion energy features computed over a temporal window

of a few seconds. Here, motion energy is defined as the difference between

consecutive frames and is used as a global value of the activity. Their ex-

periments demonstrated that nonverbal synchrony is higher in genuine

interactions contrasted with pseudo-interactions. A similar approach has

been reported with a more sophisticated analysis [66]. The information

provided by motion energy is converted into histograms, but the image is

not processed holistically. Instead, the region containing the body parts is

divided into sub-regions through quad-tree decomposition for more efficient
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feature extraction. Subsequently, they use a traditional template-based

action recognition approach for computing behavior similarities of corre-

sponding temporal windows (sequence of frames). This method has been

tested on a custom data set containing people engaged in face-to-face con-

versation.

The approach just described has been extended by also incorporating the

nonverbal information contained in the audio channel [67]. More precisely,

they extracted from the acoustic signal the following prosodic features: pitch,

intensity, energy and speaking rate. Following a similar multimodal frame-

work, Delaherche and Chetouani [68] studied synchrony on a cooperative

task where both partners have to coordinate to build an assembled object.

To identify the coordination between demonstrator and experimenter, they

used the Pearson correlation and magnitude coherence (linear correlation

in frequency domain) between all pairs of features. For instance, they found

that the lowest percentage of coordination was obtained for pitch and pause.

On the other hand, regarding the visual domain, it appeared that the image

of motion history is the feature that best captures the synchrony of actions.

Also in a multimodal framework, Bilakhia et al.[69] proposed a method

to detect mimicry behavior in audiovisual data. They used a collection of

naturalistic dyadic interactions, and their approach was based on a temporal

regression model, represented by short-term memory networks, to reproduce

one subject behavior from the other.

Michelet et al. [70] presented an unsupervised method to estimate mir-

roring. For this purpose, they compute Bag-of-Words models [71] around

some feature points from the spatiotemporal analysis of the sequence. Fi-

nally, similarity between bag-of-words models is measured with dynamic-

time-warping, giving an accurate measure of imitation between partners. A

threshold has been used to discriminate between mimicry and non-mimicry.

A similar approach, based on time-series processing, has also been pursued

[72, 73]. Cross-spectral and relative phase analysis revealed that speakers’

and listeners’ movements contained rhythms that were not only correlated

with time but also exhibited phase synchronization. Furthermore, the tim-

ing during these interactive sessions suggests that similar organizational

processes constrain bodily activity in natural social interactions and, hence,
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have implications for the understanding of joint action in general. Bar-

bosa et al.[74] used cross-correlation to measure the motion coordination

of lips and tongue during dyadic conversations (based on audio features).

Ashenfelter et al. [75] studied the role of gender in the mimicry behavior.

Their approach was based on a windowed cross-correlation measure to quan-

tify the symmetry in head movement. The results revealed peaks of high

correlation over narrow time intervals (2 seconds) and a high degree of

nonstationarity, which was found to be related to the number of men in

a conversation. Messinger et al. [76] studied the face-to-face interaction

between infants and their parents. Concretely, they introduced a machine

learning framework to explore the predictability of infant-mother behavior.

For instance, it was expected the mothers to smile predictably in response

to infant smiles, and infant smile initiations became more predictable over

developmental time. The smiles have been manually annotated in video data

using Facial Action Coding System (FACS) [77]. Two types of models have

been used: a causal and a temporal one which were characterized in terms

of turn-takings. A turn-taking was defined as a mother or infant transition

that was immediately preceded by the transition of the other partner.

In this work, we recognize head gestures mirroring using multiple

trained Hidden Markov Models. Then, with time synchronized gestures

we detect head gestures Mirroring from wearable cameras. In chapter 4, we

describe our approach for head gestures mirroring detection.

2.4 Discussion

In this chapter, we reviewed assistive technologies for blind people. We

showed that most of the efforts have been concentrated in areas such as mo-

bility (with the development of Electronic Travel Aids), orientation, printed

information access, and object recognition. Among these areas, printed in-

formation access, i.e., to help a blind person to read, is in practice, the

more mature. During our interaction with blind individuals, we have wit-

nessed that they can easily read, by scanning documents or book pages

using a regular scanner or their smartphone. Regarding the other areas,

even though there has been a great effort, the assisting devices have not
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become mainstream yet. We attribute this to the limited application of the

devices, ergonomics, and low battery life. For example, for mobility, it is

much simpler to use a white cane —which is inexpensive, easy to use and

never runs out of power— than wearing big devices with multiple cameras

and a computer inside a backpack, or devices that only work indoors (i.e.,
based on Kinect sensor) which are impractical. Nevertheless, general pur-

pose solutions such as GeorgiePhone, provide interesting options for blind

and visually impaired users, and we believe that it won’t be long before they

reach mainstreaming.

Social interaction assisting for blind people is another area that has

not received much attention. The most significant work that we found is

the iCARE Social Interaction assistant from Arizona State University. This

project addresses multiple facets of a social interaction such as face gestures,

person identification, and location (inside the field of view of the camera)

and personal body mannerisms detection.

In this thesis, we study the social interaction problem from a different

perspective. We analyze non-verbal cues such as head gestures and mirror-

ing and its impact on one-on-one blind people social interactions. Accordingly,

in this chapter, we reviewed the state of the art of head gestures recognition

and automatic mirroring detection.
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3
FACE TRACKING AND HEAD POSE ESTIMATION

“God has given you one face, and

you make yourself another.“

— William Shakespeare

Head gestures such as nodding and shaking embody an essential

part of the non-verbal communication process. They can signal

agreement, disagreement, or the intention for turn taking [78].

Head gestures mirroring reveals information about the participant’s inter-

personal states and attitudes representing an indicator of cooperativeness

and empathy. In this work, we developed algorithms to recognize head

gestures and detect head gestures mirroring automatically. The procedure

shown in figure 3.1 is the following: (1) face tracking, (2) ego-motion stabi-

lization, (3) head pose estimation, (4) gestures recognition, and (5) mirroring

detection. In this chapter, we describe the first three steps that involve the

extraction and pre-processing of the data. In the next chapter, we describe

the final two steps of the process.
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Head Pose Estimation

Head Gesture
Recognition

Mirroring Detection

Ego-motion
Stabilization

Face Tracking

STABLE

UP

DOWN

LEFT RIGHT

Figure 3.1. Head-gestures and mirroring detection in dyadic interac-
tions. Visual characteristics are extracted from an image stream
to detect facial features and compensate for camera motion,
head activity is modeled using Hidden Markov Models, and fi-
nally this activity is analyzed temporarily to detect mirroring.
Diagram by Diana M. Cordova Esparza.

3.1 Face Tracking

Non-rigid face tracking has found many applications in human-computer

interaction (HCI) and gesture recognition. Non-rigidity refers to the fact that

the relative position of the points being tracked can change between different

expressions and different people [79]. This technique became popular in

the 90s with the Active Shape Models (ASM) [80] and more recently with

Active Appearance Models (AAM) [81, 82] which also include texture, and

3D Morphable Models (3DMM) [83] that include texture and 3D data from

laser scans of faces [79]. For face tracking, we followed a procedure inspired

by [79, 84] and shown in figure 3.2. In the following subsections, we describe

each of the steps of the procedure.
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Image Face Detection Face Tracking

Shape Model

Patch Models

Images

Landmarks

Data

Figure 3.2. Non-Rigid Face Tracking block diagram. The shape model
and the patch models are learned from data. An input image
passes through a face detection step before face tracking. Dia-
gram by Diana M. Cordova Esparza.

3.1.1 Shape Model Generation

Non-Rigid face tracking uses a 2D model of the face learned from pre-

annotated data. For this, we used the MUCT database [14], available online.

This database consists of 3,755 faces with 76 hand-annotated facial features

which are exemplified in figure 3.3(a). Each set of 76 facial features repre-

sents a training shape. To be able to compare equivalent points from various

shapes, the points must be normalized by scale, rotation, and translation so

that they correspond as closely as possible [80]. This is commonly achieved

by applying a Procrustes analysis [85]. Mathematically, a shape is described

as the coordinates of the v vertices (landmarks) that make up the mesh:

(3.1) s= (x1, y1, x2, y2, ..., xv, yv)T .

Once the shapes are aligned, the standard approach is to apply Principal

Component Analysis (PCA) to the training shapes. Doing this, the shape s
can be expressed as a base shape s0 plus a linear combination of n shape

vectors si:

(3.2) s= s0 +
n∑

i=1
pisi,
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(a) MUCT Features (b) Intraface Features

Figure 3.3. Facial Features. (a) Shows the 76 MUCT features and (b)
shows the 49 Intraface features

where s0 is the mean shape, si are the n eigenvectors corresponding to the

n largest eigenvalues, and pi are the shape parameters. By applying this

procedure, the number of parameters required to represent each shape is

reduced and constrained to a face-like linear subspace called the shape

model. This shape model is later used when trying to align a new face so

that the set of points always resemble a face even when failing to find facial

features (e.g., failing to find the eyes when using sunglasses).

3.1.2 Facial Features Detection

To detect the facial features, we created 76 patch models (one for each facial

feature) shown in figure 3.4. These are discriminative patch models, such

that when cross-correlated with an image region (20×20), yields a strong

response at the feature location and weak response elsewhere. Learning a

patch model can be expressed as:

(3.3) min
p

N∑
i=1

∑
x,y

[
R(x, y)−vec(P) ·vec

(
Ii

(
x− w

2
: x+ w

2
, y− h

2
: y+ h

2

))]2
,

where P denotes the patch model, I denotes the ith training image, I(a :

b, c : d) denotes the rectangular region whose top-left and bottom-right cor-

ners are located at (a, c) and (b,d), respectively. The period symbol denotes
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Figure 3.4. Patch Models. Each square image is an 11×11 learned
patch model using all the images from the MUCT database. Note
that a patch model is learned for each of the 76 landmarks in
the face.

the dot product operation of the matrices arranged as 1D vectors and R
denotes the ideal response map as a 2D Gaussian. In practice, to reduce the

computational cost of solving each optimal patch model and to avoid local

minima, the learning problem can be solved by stochastic gradient descent.

In stochastic gradient descent, the true gradient of the objective function is

approximated by a gradient at a single example [86] given by:

(3.4)

∆=−∑
x,y

(R (x, y)−vec(P) ·vec (W))vec(W);W= I
(
x− w

2
: x+ w

2
, y− h

2
: y+ h

2

)
,

And the update of P is performed for each training example as: P=P+η(∆−
λP), where η is the learning rate and λ is a regularization parameter that

prevents the solution from growing too large.

Another popular method that we use for detecting facial landmarks

is the Supervised Descent Method (SDM) implemented in a system called

Intraface [87]. Figure 3.3(b) shows the 49 features detected by Intraface.

SDM is used for solving the Non-linear Least Squares (NLS) problem of face

alignment. Given a set of n training images di ∈ℜm×1,1≤ i ≤ n, of m pixels

with p landmarks. The system uses SIFT [88] features h(d(x)) ∈ ℜ128×1

extracted from patches around the landmarks (shown in figure 3.4) to learn
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a series of descent directions and re-scaling factors such that it produces a

sequence of updates in order to converge from the initial estimate (x0) to the

ground truth landmarks (x∗). With this approach, face alignment consists

of minimizing the function over ∆x, as

(3.5) f (x0 +∆x)= ‖h(d(x0 +∆x))−h(d(x∗))‖2 .

3.1.3 Face Detection and Tracking

Face detection is performed using the Viola-Jones face detection frame-

work [56] on the first frame and when the face is lost, e.g., when the cross

correlation of the patches yield a weak response over the whole search area.

Once the face is found, the mean-shape features are superimposed over the

face as shown in figure 3.5 and then each patch is aligned by searching

in a small region around the initial position of the corresponding feature

as described in §3.1.2. When all the features are settled, the shape model

described in §3.1.1 is used to constrain the set of features to a face-like shape.

This involves projecting the features onto the linear shape model’s subspace

minimizing the distance between the original position of the features and its

closest shape on the subspace. On the subsequent frames, we do not perform

face detection, instead, we used the last position of the features to start the

new features matching and shape alignment. Figure 3.6(a) shows the effect

of incorporating the shape model to the tracking (Shape Dependency), and

3.6(b) shows the effect of not using the shape model and just detecting the

patches (No Shape Dependency). In this case, we can appreciate that some

features are not correctly aligned.

3.2 Facial Features Stabilization

The face tracking procedure from the previous section provides the raw

motion of the facial features. However, in the case of wearable video, this mo-

tion contains unwanted camera motion that we need to suppress before head

pose estimation. We use a stabilization procedure different from traditional

video stabilization where the whole frame is warped and smoothed to create
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Figure 3.5. Superimposed facial features. The mean-shape features
are superimposed on the detected face on the first frame and
when the face is lost.

(a) Shape Dependency (b) No shape Dependency

Figure 3.6. Shape Dependency. (a)Incorporates the shape model to
the face tracking. (b)Do not incorporate the shape model to
the tracking. Note that the facial features points shown in (b)
can wander anywhere on the face due to the lack of face shape
constraint.

a stable version of the video [89–91]. In our case, we only need to stabilize

the tracked facial features to compensate for camera motion. Figure 3.7

illustrates a comparison of the facial features position from a static camera,

a wearable camera, and the stabilized version. The three graphs display the

facial features changes in the horizontal and vertical directions (orange and

blue respectively), and red vertical lines mark the start and end of head nods.

The first graph shows a sequence from video taken with a static camera;
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Figure 3.7. Head Motion. Horizontal and vertical motion (dotted and
solid lines respectively) of the head in ten seconds of video. Ver-
tical lines mark the start and end of head nodding. The first
plot shows the motion inferred from a static camera video. The
second plot shows the same event as viewed from a wearable
camera, displaying the camera motion effect. The third plot
shows the stabilized sequence.

the second graph shows the same sequence taken with the smart glasses,

this graph shows how the head motion is contaminated with camera motion,

these motion changes trigger false head gestures detections; the third graph

shows the same time interval from the wearable with motion stabilization.

The stabilization process attenuates the camera motion preserving the head

motion for gesture recognition. The steps to stabilize the facial features

are the following: (1) detect and track background features, (2) fit a motion

model for the camera, and (3) compensate camera movement.

We estimate camera motion by detecting and matching SURF features [92]

from the background in consecutive frames. We discard the SURF features

from the face region to prevent the use of head motion as background mo-

tion. More formally, we create a set of n matched keypoint pairs (x j
t−1, y j

t−1)

and (x j
t , y j

t ), for j = 1, . . . ,n, from the previous and current frame. Using

this set of keypoints, we estimate the interframe motion represented as

a two-dimensional linear model with four parameters similar to the one
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proposed in Battiato et al. [89]:

(3.6)


x j

t

y j
t

1

 =


λcosφ −λsinφ Tx

λsinφ λcosφ Ty

0 0 1




x j
t−1

y j
t−1

1

 ,

x j
t = Cx j

t−1,

where θ is the rotation angle, Tx and Ty the translation in the x and y
direction, and λ is a scale parameter. In order to estimate these parameters,

we need at least four equations, so with two pairs of matched features it

is possible to solve the system. However, due to noise in the coordinates of

the background features, it is more convenient to solve an over-constrained

system of equations. Moreover, some of the features may have different

motion due to wrong matches or moving objects in the background. To

remove these outliers from the set of features, we use iterative least squares

as described in [89]. Once we remove the outliers, we are left with a set of

k feature pairs and solve for the four variables using linear Least Squares.

The rotation matrix R must be a valid orthogonal matrix, this is obtained

by computing the singular value decomposition R = ULVT and setting

R̂=UVT [93].

The non-stabilized position of the facial features xw = [xw, yw,1]T can be

described as the transformation due to the camera motion C of the static

facial feature position xs = [xs, ys,1]T . To obtain a stable position of the facial

features we apply the inverse transformation to the raw facial features:

(3.7) xs ≈C−1xw.

3.3 Head Pose Estimation

Head pose estimation refers to the computation of a person’s head orienta-

tion and position (six degrees of freedom) with respect to a camera [94]. If we

consider the human head as a disembodied rigid object, the pose estimation

is limited to three degrees of freedom characterized only by rotation. This
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Figure 3.8. Head Pose Estimation. Considering the head as a rigid
disembodied object, its pose can be described by yaw, pitch, and
roll. Image by Diana M. Cordova Esparza

rotation can be expressed in Euler angles as yaw, pitch, and roll as shown

in figure 3.8.

For each tracked and stabilized head position, we estimate its pose

following the approach described in [95], where 2D image points and 3D

model points are matched using the Pose from Orthography and Scaling with
Iterations method (POSIT) [96]. POSIT is a fast algorithm for finding the

pose of a 3D model with respect to a camera given a set of 2D image points

(like the ones shown in figure 3.3(a)) and 3D object points correspondences.

For the 3D points, we use the 3D anthropometric model shown in figure 3.9

available online in [95].

3.3.1 Head Pose Estimation Results

To test the performance of the head pose estimation, we use the ICT-3DHP

database [97]. This database contains 10 sequences of around 1400 frames

each acquired with a Microsoft Kinect sensor. Six male and four female

participants were recorded while turning their heads, sitting in front of

the sensor. The head pose ground truth was collected using a Polhemus

Fastrack flock of birds tracker attached to a cap the participants were

wearing. Table 3.1 shows the mean absolute angle distance from the ground

truth for the yaw, pitch, and roll head pose angles of the Intraface’s head pose
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Figure 3.9. 3D anthropometric head model. This 3D model and the
2D features are fed into the POSIT algorithm for head pose
estimation. Image generated with code from http://aifi.isr.
uc.pt/Downloads.html.

estimation and the non-rigid face tracker with POSIT head pose estimation

on the ICT-3DHP database. The results show that the Intraface head pose

estimation yielded a significant better performance on the yaw and pitch

angles. Given this superior performance, for the rest of the thesis we will

report results based on the Intraface face tracking system.

Table 3.1. Head pose estimation results on ICT-3DHP database. Error
is measured in mean absolute angle distance from the ground
truth.

Method Yaw Pitch Roll Mean
Tracking + POSIT 10.2 9.6 3.9 7.9
Intraface 5.0 5.7 3.9 4.9
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3.4 Discussion

This chapter describes a method to track a face based on facial features.

The method is inspired in the work of [79, 84] and comprises four steps:

(1) shape model generation, (2) facial features detection, (3) face detection,

and (4) face tracking. The first two steps are learned from data; for this, we

used the MUCT database [14]. The face detection is performed only the first

frame or when the face is lost; and for the rest of the frames, we perform

facial features detection and face tracking which consists on a facial feature

alignment constrained by the shape model. Then, we introduce a facial

feature stabilization approach that is used to attenuate the camera motion

without affecting the facial features motion. The chapter ends with the

estimation of the head pose using POSIT [96] and a performance test using

the ICT-3DHP database [97]. In parallel, we briefly describe the Intraface

system, which is a face tracking system based on the supervised descent

method and we compare the performance of head pose estimation of this

method against the face tracker with POSIT.

Our results show that the Intraface system has a better performance on

face tracking and head pose estimation than the face tracking plus POSIT.

For this reason, in the rest of the thesis the results are based on the Intraface

face tracking system.

In the next chapter, we introduce two methods to recognize head gestures

which rely on face tracking described in this chapter. Then, we describe a

mechanism to detect head gestures mirroring and the chapter ends with a

mirroring experiment.
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4
HEAD GESTURES AND MIRRORING DETECTION

“Maybe, it is not the thorn on the

rose that we should see, but the

beauty of the gesture“

— Shannon L. Alder

Head nods and shakes are challenging to detect correctly since they

are person-and context-dependent. To account for this variabil-

ity, we collected a data set of head gestures (described in §4.1.1)

to train and test our detectors. In this chapter we describe the head ges-

tures recognition and mirroring detection steps of the procedure shown in

figure 3.1.

4.1 Head Gestures Recognition

Once estimated the head pose, the next step is to recognize head gestures

such as nodding and shaking. For this purpose, we developed two approaches:

one using Hidden Markov Models (HMMs) and one using Histograms of

Orientations (HOO). In this section, we describe both of these methods and

compare their performances.
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STABLE RIGHTLEFTSTABLE DOWNUP

(a) (b)

Figure 4.1. Hidden Markov Models (HMM) designed for head gestures
recognition. (a) HMM for nodding recognition, (b) HMM for
shaking recognition.

4.1.1 Head Gestures Data

To train and test the head gestures recognition methods, we collected a data

set of gestures from the wearable camera. We will refer to this data set

as Head Gestures Dataset. It contains around 100 samples of each of the

following gestures: nodding, shaking, turning left, turning right, looking

up, and looking down. To collect these data, we developed two applications.

The first application uses the computer monitor to display multiple (Yes/No)

questions; volunteers seated in front of the computer answered each question

by clicking a Yes or a No button, and then perform the movement (a nodding

for Yes or a shaking for No). The application tracks the face for 20 frames

(approximately one second) and saves a file of the facial features of each

frame. The answers given by the users (by clicking the yes or no button)

compose the ground truth for the data set. The second application ask the

users to perform simple movements such as: turning the head left, turning

the head right, looking up, and looking down. This application also tracks

the head saving the facial features of each frame along with the ground

truth (the requested movement). With the features tracked on each frame,

we can extract the information needed for training and testing face motion

or head pose.

4.1.2 Hidden Markov Models Approach

We started developing the two HMMs shown in figure 4.1. One is used to

recognize nodding, and the other to recognize shaking.

Each HMM is defined by states, states transition probabilities, observa-

tion probabilities, and initial probabilities as follows:

34



4.1. HEAD GESTURES RECOGNITION

1. N = 3 states in the model S = {S1,S2,S3}, where: S1 = stable, S2 = up,

and S3 = down for the nodding model; and S1 = stable, S2 = left, and

S3 = right for the shaking model.

2. M = 5 observation movements per state V = {v1,v2,v3,v4,v5}. Where:

v1 = stable, v2 = upward, v3 = downward, v4 = leftward, and v5 =
rightward.

3. State transition matrix A= {ai j}, where ai j is the probability that the

state S j is given at time t+1, when the state at time t is Si. These

probabilities must satisfy the standard stochastic constraints:

(4.1) ai j ≥ 0,
N∑

j=1
ai j = 1, 1≤ i ≤ N .

For example, consider the following matrix A:

(4.2) A=


a11 a12 a13

a21 a22 a23

a31 a32 a33


assuming that the current state is stable with S1 = stable, S2 = up,

and S3 = down. Therefore, a11 is the probability of transitioning from

stable to stable, a12 is the probability of transitioning from stable to

up, and a13 is the probability of transitioning from stable to down.

4. Observation probability matrix B= {b j(k)}, where b j(k) is the proba-

bility that symbol vk is emitted in state S j

(4.3) b j(k)= p(vk at t|qt = S j), 1≤ j ≤ N, 1≤ k ≤ M ,

where, vk denotes the kth observed symbol and qt is the current state.

Also, these probabilities must satisfy the stochastic constraint:

(4.4) b j(k)≥ 0,
M∑

k=1
b j(k)= 1, 1≤ j ≤ N, 1≤ k ≤ M.
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Figure 4.2. Yaw and pitch change for typical nodding and shaking
sequences. (a) shows the yaw (red) and pitch changes (blue) in
degrees for a nodding gesture. (b) shows the yaw (red) and pitch
(blue) changes (in degrees) for a shaking gesture.

5. Initial state distribution π= {πi}, where πi is the probability that the

model starts at state Si. For example, if N = 3

(4.5) π=


p[q1 = S1]

p[q1 = S2]

p[q1 = S3]

 .

In our system, we choose S1 (stable) as the initial state. Thus π =
(1,0,0)T .

In practice, the state transition matrix A and the observation probability

matrix B are learned from data during the trained phase.

Features extraction for training and testing

Each gesture in the data set was translated into a sequence or time series

of 20 digits long containing the changes in yaw and pitch in consecutive

frames. Figure 4.2 shows typical nodding and shaking sequences from the

database. From these graphs, we see that a nodding gesture exhibits larger

changes in pitch than in yaw. Conversely, a shaking gesture exhibits larger

changes in yaw than in pitch. With these clear distinctions, it is easy to

extract simple movements from the time series.

Each of the five observation movements (stable, upward, downward,

leftward, and rightward) is represented by a number (from 1 to 5), and for
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4.1. HEAD GESTURES RECOGNITION

each training time series, we extracted a sequence of these movements from

the yaw and pitch changes using the following procedure: let ∆x represent

the change in yaw in two consecutive frames. Likewise, ∆y represents the

change in pitch in two consecutive frames. If |∆y| À |∆x| then the symbol

is up or down, i.e., 2 or 3. Now, we look at the sign. If ∆y is positive, the

extracted symbol is 2 (up), but, if it is negative, the symbol is 3 (down).

On the contrary, if |∆x| À |∆y| then the symbol is left or right, i.e., 4 or

5, and a similar procedure is followed for extracting the final symbol. If

none of these conditions are met, the symbol is 1 (stable). After this proce-

dure, we are left with a sequence of 20 digits. For example, the sequence

{11112211111113311111} stands for a stable phase followed by upward
then stable followed by downward, and the ground truth indicates that

this sequence is a nod gesture. The set of all these sequences with their

corresponding ground truth constitutes the training data for the HMMs. To

select the optimal value for discriminating between vertical and horizontal

movements (the À threshold), we tested the algorithm with multiple dis-

criminator thresholds and picked the one with the highest F-score [98], i.e.,
the one with the best performance.

The goal of the training phase is to estimate the state transition matrix

A and the observation probability matrix B. Using these sequences, we

trained two HMMs using the Baum-Welch algorithm [99]: one for nodding

and one for shaking. But, the multiple repetitions of the state S1(stable)

produced a very high probability of transition from stable to stable (≈ 0.74

for nodding and 0.76 for shaking). These high probabilities affect the recog-

nition because movements containing multiple stable states (even a static

head) can be regarded as nods or shakes with high probabilities. To ad-

dress this problem, we removed the repetitions of the stable observations

from the training and testing sequences. Now, instead of having sequences

such as {11112211111113311111} for nodding, we are left with sequences

like {1221331}. This change improved the recognition stage because the

sequences are not affected by long chains of stable symbols. The repetitions

of the other movements are necessary for recognition because a single obser-

vation may indicate a fast movement while multiple repetitions of the same

observation indicate a slow movement.
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Given an observation sequence extracted from video, the goal of recog-

nition is to determine which one of the two HMMs is more likely to have

generated the sequence. We used the Baum-Welch algorithm to obtain the

probabilities of the observation sequence given each model. To determine

the gesture, we selected the model with the highest probability. To account

for small probabilities on the wrong gestures, we use a threshold value to

discard other gestures. This threshold value is obtained as the minimum

probability of all the training sequences given both models, i.e., the lowest

recognition result for all training samples.

In contrast to that, one problem arises with this configuration. Due to

the state separation, left and right states are not defined in the nodding

HMM. Therefore, if a nodding gesture contains an unexpected leftward or

rightward movement, the recognition fails because there is no probability

that the observation sequence belongs to the nodding model. A similar case

happens with the recognition of the shaking gesture (up and down states

are not defined in the shake HMM), the system fails to recognize a shake if

the observation sequence contains an upward or downward movement.

Complete HMM for Head Nodding and Shaking Recognition

In a second configuration, we created two HMMs including all the possible

states for nodding and shaking, shown in figure 4.3. With this configuration,

there is always a probability that during a nodding, a left or right movement

might occur. In other words, a nodding sequence can contain leftward or

rightward observations; similarly, a shake sequence can contain upward
or downward observations. With this new configuration, the recognition

rate increased significantly. Even though the recognition rate improved, we

noticed false positives during live video testing. The false positives appeared

when the person being tracked performed a simple movement such as

turning right, turning left, looking up or looking down. The observation

sequences from these simple movements have high probabilities given the

models, e.g., turning right is highly recognized as a shake; sometimes even

higher than a shaking gesture. Thus, making the threshold value useless

for these situations. To fix this problem, we proposed another configuration

capable of recognizing six gestures.
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STABLE

UP

DOWN

LEFT RIGHT

Figure 4.3. Second model representation. The model is fully connected
and contains all the states and observation movements.

Head Gestures Recognition using Six Complete HMMs

In a third configuration, we created six complete HMMs like the ones de-

scribed in §4.1.2 and shown in figure 4.3. The HMMs are trained to recognize

each of the following gestures: nodding, shaking, turning left, turning right,

looking up, and looking down.

With this configuration, the nodding and shaking recognition-rate im-

proved in live video, because now simple movements are recognized by their

model, minimizing the false positives. Another benefit of this added func-

tionality is that now, we can infer additional information. For example, it is

possible to analyze how much time the interlocutors are looking elsewhere.

HMM Head Gestures Performance

To evaluate the performance of our head gestures recognition method, we

partitioned our head gestures data set in training (70%) and testing (30%).

Table 4.1 shows the recognition rates of the 2-HMMs and 6-HMMs on this

data set. As we can appreciate from the table there is not much difference

in performance between the 2-HMMs approach and the 6-HMMs approach

given that the testing data is constrained to only these gestures. A significant

difference is obtained when the head gestures is tested in unconstrained

environments such as the experiment described in §4.3.
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Table 4.1. Recognition rates for the 2-HMMs and 6-HMMs configura-
tions on the head gestures data set.

Gesture 2 HMMs 6 HMMs
Nodding 96.6% 98.5%
Shaking 98.7% 98.7%
Left – 98.5%
Right – 98.3%
Up – 97.5%
Down – 97.4%

4.1.3 Histogram of Orientations Approach

Subtle gestures produce small head orientation changes that are impercep-

tible or confused with noise. To account for this, we tried a second method

for head gestures recognition. In this method, we use the raw motion of

the features instead of the orientation of the head. However, the raw mo-

tion is susceptible to noise and scale changes. Figures. 4.4(a) and 4.4(c)

show the raw motion of a nodding gesture and other gesture different from

nodding respectively. These motion time-series are noisy and can change

dramatically at different distances and resolutions. To obtain distance and

resolution invariant, we scaled down the motion using the face size (from

the facial features). Then, we extracted a compact representation of the mo-

tion using a Histogram of Orientations [100] with the following procedure

(see Algorithm 1): first we tracked the centroid of the face —given by the

average position of face gestures— during k consecutive frames, obtaining

its motion p= (px, py), where p=pn −pn−1; then we calculated its orienta-

tion, θ = arctan(py, px), and magnitude, M =
√

p2
x + p2

y ; then we added the

magnitude M to the bin b = bθ/360cB, which belongs to the B-bins histogram

h. Once the histogram is filled, we normalize the histogram such that the

sum of the bins is equal to one.

Figures 4.4(b) and 4.4(d) show the non-normalized histogram for the

corresponding gesture at its left. Notice that a nodding gesture, which is

described as moving the head up and down has large bins at 90◦ and at

270◦. On the contrary, other head gestures have high contributions on other

directions without a specific pattern.
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Call : <h,pn >← HOO (pn,pn−1,h)
input :Corresponding face position pn−1 and pn, and histogram

of orientations h with B bins
output :An updated histogram of orientations h

// Compute the face motion between frames n−1 and n.
p= (px, py).

p←pn −pn−1;
// Calculate its orientation in the range 0◦ ≤ θ ≤ 360◦

θ← arctan(py, px);
// Calculate its magnitude

M ←
√

p2
x + p2

y ;
// Compute the histogram index
b ←bθ/360cB;
// Add the magnitude to the bin
h[b]←h[b]+M;

Algorithm 1: Histogram of Orientations Algorithm. The histogram
of orientations h was computed across the frames of the sequence
with the use of the face position. In the process, the bin B corre-
sponding to a certain orientation θ was weighted by the magnitude
of the movement M.

4.2 Automatic Mirroring Detection

After the head gestures recognition step described in §4.1, we perform

mirroring detection. Even though our method is capable of detecting several

head gestures, we limited the mirroring to head-nods because in practice

that was the most prevalent gesture (around 20 head-nods for each head-

shake). Now, we describe the process for head-nod mirroring detection.

Following an approach similar to Feese et al.[101], but measuring mirror-

ing in both directions, we define two events: Person A is mirroring Person
B or (mA B); and Person B is mirroring Person A or (mBA ). To count a

mA B event, person A needs to start displaying gesture g after person B

has started and within a time ∆t after person B stopped displaying gesture

g. In case that person A displays the same gesture g multiple times while

B is displaying g, only one event is counted. Similarly, a mBA event is

triggered when person B starts displaying gesture g after person A has

started and within ∆t after person A stopped displaying gesture g. Gestures
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Figure 4.4. Head Gesture Motion and Histograms of Orientations
(HOO). (a) Shows the horizontal (solid red) and vertical motion
(dashed blue) for a typical nodding gesture. (b) Shows the HOO
of a nodding gesture, (c) shows the motion (solid red for the
horizontal, and dashed blue for the vertical displacement) for an
exemplary gesture other than nodding, and (d) shows its HOO.

repetitions are treated the same way. More formally, given a sequence of

gestures gA
i , 1≤ i ≤ N, of person A , the start and end times of each gesture

i, is given by t1
(
gA

i
)

and t2
(
gA

i
)

respectively. An mA B event is triggered

if:

(4.6) t1

(
gB

j

)
< t1

(
gA

i
)< t2

(
gB

j

)
+∆t.

Figure 4.5 shows two fragments of 12 seconds from one of the videos
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(a) (b)

Figure 4.5. Mirroring detection. Rows one and two depict the occur-
rence of nodding gestures from either person A or person B.
Note that there is a fixed interval of time ∆t when the mirror-
ing effect may take place. The third row displays the mirroring
events. In (a), we show the presence of two events where Person
A is mirroring Person B. In (b), we also show two events where
Person B is mirroring Person A .

in our data set. The top row shows the nodding gestures of person A , the

middle row shows the nodding gestures of person B, and the bottom row

shows the mirroring behavior. Figure 4.5(a) illustrates the presence of two

mirroring events where Person A is mirroring Person B and Figure 4.5(b)

shows two mirroring events where Person B is mirroring Person A . The

window ∆t is heuristically determined taken into consideration the analysis

of our data set where the average time of the gestures is 1.36s.

4.3 Mirroring Experiment

To test the performance of our head gestures and mirroring detection al-

gorithms in the real world, we set up an experiment with 48 participants.

The experimental setup consisted of two people engaged in social interac-

tion, sitting at a table in a face-to-face conversation, and using wearable

cameras. Additionally, we installed a pair of fixed cameras each one facing

one participant. The role of the fixed cameras is two-fold: (1) to compare the

performance of the system on the wearable video against stable video and

(2) to extract ground truth for head nodding detection since the video stream

provided by the wearable cameras contains moderate ego-motion making

more challenging the extraction of ground truth. Figure 4.6 shows an image
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Figure 4.6. Experimental Setup. Two people engaged in social interac-
tion, sitting at a table in a face-to-face conversation, and wearing
camera glasses. The fixed cameras on the table are mainly used
to provide ground truth.

of the scenario of the experiment.

Our inclusion criteria to participate consisted of being a college student

at least 18 years old. The final sample had 48 volunteers (50% women),

ranging from 18 to 44 years (M = 21.83, SD = 4.10); of these, 29.2% were

majoring in sociology, 25% in politics, 18.8% in architecture, 10.4% in engi-

neering, 6.3% in journalism, 4.2% in business, 4.2% in mathematics, and

2.1% in nursing.

We developed a conversational scenario in which the participants visited

a psychologist looking for orientation. The author of this thesis acted as the

psychologist for the experiment. The participants were informed about the

general aims and procedures of the research being carried out. To create a

realistic conversation scenario, the participants were instructed to ask the

psychologist for advice regarding a family situation. The conversations were

conducted around three questions: 1) What to do in a given situation? 2)

What is the psychologist’s experience with similar problems? And, 3) How

many sessions are needed? The psychologist answered the questions in the

same verbal style but controlling his nodding gestures in four occurrence

levels, which constitute the experimental cases: Low, the psychologist acts

avoiding head gestures; No-control, the psychologist acts normally; Confed-
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Figure 4.7. Experimental cases displayed by the psychologist. We
show the distribution of gestures by cases. Low: The psychologist
acted avoiding head gestures. No-control: The psychologist acted
naturally. Confederated: The psychologist acted mirroring the
client’s gestures. Promoted: The psychologist acted displaying
more gestures than usual.

erated, the psychologist acts mirroring the client’s gestures; And Promoted,

the psychologist acts trying to display more gestures than usual. Figure 4.7

shows the distribution of gestures on each case; the middle line of each box

denotes the median of the number of gestures, and the bottom and top of

each box denote the first and third quartile respectively.

After the conversation, the participants were asked to fill in a question-

naire in order to evaluate the interaction in a scale from 0 to 10 (0 = bad; 10

= excellent). The evaluation was performed in terms of:

1. Attention: defined as the sustained concentration of the psychologist

on the problem.

2. Listened: defined as the situation when the client perceive a congruent

response to the problem addressed.

3. Competence: defined as the psychologist’s capacity, skill, or ability to

do its job correctly or efficiently.

4. Satisfaction: defined as the perception of social interaction perfor-

mance or outcome in relation to the expectations.
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In addition, the questionnaire included open-ended questions for com-

ments and recommendations to improve the experience. Finally, the partici-

pants had an interview with a real psychologist to evaluate their satisfaction,

their perception of the confederated psychologist’s competence and the cus-

tomer’s inclination of hiring the psychologist.

This study followed ethical standards as stipulated by the American

Psychological Association [102]. Participants signed an informed consent

letter. Confidentiality and person’s anonymity were maintained at all times.

All video and audio recordings were made with participant’s written au-

thorization. The protocol was approved by the Ethics Committee from the

Universidad Autónoma de Querétaro.

4.3.1 Mirroring Data Set

We recorded each session with two static HD cameras and two wearable

cameras. For the static cameras, we used Microsoft LifeCam Studio cameras

fixed on the table looking at each participant. For wearable cameras, we used

Pivothead glasses. After recording each session, we edited the four videos

to synchronize the gestures in all the videos. Figure 4.8 shows a snapshot

of each synchronized video from a single session. Three trained sociology

students annotated the starting and ending times of the nodding gestures

in the videos using ELAN Linguistic Annotator [103]. These annotations

served as ground truth, and we used them to calculate the mirroring ground

truth following the approach described in chapter 4.2. We will refer to this

data set as Mirroring data set and contains 1797 noddings and 125 shakes.

Gesture lengths have variable length in contrast with the head gestures data
set that was recorded in a controlled environment guided by an application

and all the gestures are 20 frames long.

4.4 Automatic Mirroring Detection Results

The results obtained from the head gestures data set are encouraging. How-

ever, this data set contains easy to detect gestures from a controlled envi-

ronment (e.g., user sitting in front of the computer). The mirroring data set
obtained from the experiment described in §4.3 is more challenging, since
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Figure 4.8. Session videos. The top row shows an example frame from
the wearable cameras. The bottom row shows an example frame
from the static cameras. A video showing a single session is
available from http://youtu.be/Ru7QSQVSu5s.

it is recorded with wearable cameras containing moderate camera-motion.

In this section, we report the performance of head gestures and mirroring

detection on the mirroring data set using the Hidden Markov Model (HMM)

approach. Then, we report the performance using the Histogram of Orien-

tations (HOO) approach. Finally, we show how the automatically detected

gestures can find interesting relations in the data.

4.4.1 Hidden Markov Model Approach

Figure 4.9 shows the precision and recall curves for head gestures and mir-

roring detection algorithms for both, the static and wearable camera videos.

We obtained these curves by changing the sensibility of the observation

(|∆y|À |∆x| and |∆x|À |∆y|) used for training the head gestures recognition

described in §4.1.2. When sensibility varies, this has two effects: on one side,

if the system is very sensible it will achieve high recall but low precision; on

the other side, if the system is less sensible it will achieve higher precision

but low recall. To find the optimal sensibility, we use the F1 score defined as

F1 = 2× (precision× recall)/(precision+ recall).

Figure 4.9 (a) shows that the performance of the gestures recognition in

the static-camera videos is higher than the performance in the wearable-
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(a) (b)

Figure 4.9. Head Gestures and Mirroring Performance. Solid lines
represent the performance using the static cameras, dotted lines
represent the performance using the wearable cameras. (a) Pre-
cision and recall of head gestures recognition, (b) Precision and
recall of mirroring detection.

camera videos. This is explained in terms of the ego-motion residuals despite

video stabilization. We have identified two main sources of miss-detection

or false negatives: (1) fast changes in head motion cause head tracking

losses and (2) the stabilization algorithm smooth out subtle gestures. In

figure 4.9 (b) we see that the performance of mirroring detection is affected

by the performance of the head gestures recognition. That is, the lower

performance of head gestures recognition with the wearable cameras affect

the performance of mirroring detection with the wearable cameras. Table 4.2

shows the precision and recall values of mirroring detection for each of the

four experimental cases. We can see that the performance is not only affected

by the type of camera but also by the amount of head gestures occurring in

each case.

4.4.2 Histogram of Orientations Approach

To train and test the classifier, we combined both data sets (head gestures
data set and mirroring data set) and split the data into a training set (50%),

a validation set (25%), and a test set (25%). From these sets, we extracted

the histograms of orientations (HOO) and used them as features for a

classifier. We evaluated the performance of four classifiers: decision trees,
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Table 4.2. Case specific precision and recall measures of mirroring de-
tection in the static-camera videos and wearable-camera videos.

Case Static camera Wearable camera

Precision Recall F1 score Precision Recall F1 score

Low 65.4 76.4 70.47 52.4 55.5 53.90
No-control 67.1 77.8 72.05 54.6 57.9 56.20
Confederated 68.5 78.2 73.02 55.3 59.6 57.37
Promoted 68.9 79.3 73.73 55.8 60.2 57.91

boosted trees, random forests and SVM. Table 4.3 shows two performance

metrics for the four classifiers: F-Score and AUC (area under the ROC

curve). We selected Random Forest as our classifier because it yielded the

best classification performance. We trained the classifier using the training

set for nodding recognition. Figure 4.10 shows how the error rate varies with

the number of trees during the training phase. From this plot, we appreciate

that when the number of trees is above 60, the error rate remains stable.

For this reason, to perform the remaining experiments, we kept the number

of trees in 60.

Table 4.3: Head Nodding Recognition Performance. Performance metrics for
the four classifiers.

Decision Trees Boosting Trees Random Forests SVM
F1 Score 0.70 0.72 0.76 0.75
AUC 0.72 0.74 0.76 0.76

Another aspect we wanted to evaluate is how nodding duration affects

the accuracy of the classifier, since the gesture length in our data set varies

from 15 frames (0.5s) up to 120 frames (4s). To evaluate the effect, we trained

multiple Random Forests classifiers with variable gesture lengths using our

validation set. As a result, we noticed that the recognition improves with

increasing duration of gestures, stabilizing around 50 frames. Figure 4.11

shows an ROC curve for multiple gesture lengths ranging from 10 frames

up to 50 frames.

Once we found the optimal value for parameters that guarantees an

optimal head-nodding recognition, we continued with the evaluation of
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Figure 4.10. Training Error rate. This plot shows how the error rate
changes with the number of trees during the training phase.
In this plot, we see that beyond 60 trees the error rate stays
unchanged.
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Figure 4.11. ROC Curves. This plot shows ROC curves for multiple
gesture lengths ranging from 10 frames up to 50 frames. The
curves show that the performance improves with larger gestures
settling down around 40-50 frames.
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Figure 4.12. Mirroring Detection. The solid circle in the curves shows
the position for the highest F1-score in the validation set. For
static cameras, it is 0.68, while for wearable cameras it is 0.62.

mirroring detection using wearable cameras. We considered the results

obtained with the same algorithm running on the fixed cameras as a baseline.

Using the validation set, we ran the mirroring detector multiple times

varying the sensibility of the classifier. For this, we used the confidence

of the classification —calculated as the proportion of decision trees that

classified the sample to the positive class— by varying the classification

threshold between 0.1 to 0.9. For each case, we calculated the true positives

(tp), false positives (fp), and false negatives (fn). With these values, we

constructed the Precision-Recall curve presented in figure 4.12. Finally, we

selected the model with the highest F1-score. For the fixed cameras the

F1-score is 0.69, while for the wearable cameras is 0.6. Figure 4.12 shows

the position for the highest F1-score as solid circles.

To evaluate the generalization capability of our algorithm, we ran our

classifier on the test set obtaining the results shown in Table 4.4. The

reduction in performance of the wearable cameras is due to an increment of

false positives given the camera motion.
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Table 4.4: Mirroring performance on test set.

Static camera Wearable camera
Precision 0.80 0.65
Recall 0.62 0.62
F1 Score 0.70 0.63

4.4.3 Automatic Recognition and its relation with the
social interaction measures

Precision-Recall curves show the performance of the system as a function

of correct detections (true positives), incorrect detections (false positives),

and miss-detections (false negatives). However, how does this performance

affect a real social interaction? To answer this question, we analyze the

data gathered from questionnaires that each participant answered after

the session, and performed multiple correlation tests to determine linear

relationships between the amount of gestures or mirroring events from

ground truth and the scoring of the interaction. Then, repeat the tests using

the automatic recognition from the static and wearable cameras instead

of the ground truth to determine if the correlations hold. Table 4.5 shows

the correlations between ground truth gestures, mirroring, and the scoring

in the interaction. A nods refer to participant’s nodding, B nods refer to

psychologist’s nodding, mA B, is the client’s mirroring, and mBA is the

psychologist’s mirroring. r is the Pearson correlation and p is the statistical

significance. For these tests, we use a significance level of α= 0.05.

Table 4.5. Pearson Correlation r results between ground truth head
nods and mirroring and the scoring of the interaction.

Scores A Nods B Nods mA B mBA

r p r p r p r p

Attention -0.08 .57 .09 .55 .04 .79 .19 .20
Listening -.16 .27 .11 .45 .00 .99 -.03 .82
Satisfaction .11 .45 .29* .04 .26 .08 .34* .02
Competence .08 .60 .28 .05 .23 .11 .40** .00
*Correlation is significant at the 0.05 level (2-tailed)
**Correlation is significant at the 0.01 level (2-tailed)
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Table 4.5 shows three statistically significant relationships marked with
*: (1) there is significant positive relationship between the amount of B

nods (i.e., psychologist’s nods) and the level of satisfaction in the interaction,

r(46)= 0.29, p = 0.04; (2) there is a stronger positive relationship between

the amount of mBA mirroring (i.e., psychologist mirroring participants)

and both, the level of satisfaction in the interaction r(46) = 0.34, p = 0.02,

and (3) the competence of the psychologist perceived by the participants

r(46)= 0.40, p = 0.004. However, the received attention and listening do not

seem to be correlated neither with head nodding nor mirroring.

We repeated these tests using the automatically detected gestures and

mirroring events from the static camera videos and the wearable-camera

videos. The small positive correlation between the amount of B nods and

the level of satisfaction in the interaction were lost due to false negatives.

However, the two significant correlations that relate mirroring with sat-

isfaction and competence hold when using the automatic recognition of

mirroring from the static cameras and the correlation between the mirror-

ing and competence also hold when using automatically detected mirroring

from the wearable cameras. Table 4.6 shows these results focusing on the

automatically detected mirroring events.

Table 4.6. Pearson Correlation r results between the automatically
detected mirroring from the static and wearable cameras and
the scoring of the interaction.

Static Cameras Wearable Cameras

Scores mA B mBA mA B mBA

r p r p r p r p

Attention .02 .88 .19 .18 .04 .82 .12 .50
Listening -.00 .95 -.01 .91 -.11 .52 -.25 .16
Satisfaction .25 .09 .34* .02 .25 .16 .27 .12
Competence .23 .11 .39** .00 .27 .12 .40* .02
*Correlation is significant at the 0.05 level (2-tailed)
**Correlation is significant at the 0.01 level (2-tailed)
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4.5 Discussion

In this chapter, we introduced two methods to recognize head gestures. The

first method is based on Hidden Markov Models (HMM) and is capable of

recognizing gestures such as nodding, shaking, turning left, turning right,

looking up, and looking down The second method emerge as an alternative

when the head gestures are subtle. This method is based on Histogram of

Orientations (HOO) as features and a random forests classifier. To train

and test these classifiers, we collected a head gestures data set containing

100 samples of each gesture and a mirroring data set that contains 1797

nod gestures and 125 shake gestures. Both recognition methods had an

exceptional performance on the first data set due to the controlled condi-

tions. Nonetheless, the methods exhibited a degradation in performance

in the second data set due to the more challenging conditions such as the

unconstrained motion of participants and the camera motion in the case of

the wearable cameras’ videos.

Then, we described a mechanism to detect head gestures mirroring based

on time synchronization. To test the automatic head gestures recognition

and mirroring detection we developed an experiment with 48 participants

and one person acting as a psychologist (the author of this thesis). During the

experiment, the participants, and the psychologist wear smart glasses with

embedded cameras to record all the sessions. Throughout the sessions, the

psychologist answered the participant’s questions controlling his nodding

gestures in four occurrence levels. After each session, the participants filled

a questionnaire to evaluate quantitatively the interaction and then, they

were interviewed by a professional psychologist to evaluate qualitatively.

Using the quantitative data from the experiment and the automatically

detected head gestures and mirroring, we found that the frequency of nod-

ding mirroring affects the satisfaction of the participants and even more,

the perceived competence of the confederated psychologist.

In the next chapter, we describe the analysis of the qualitative data

from the interviews performed by the professional psychologist to obtain a

competence assessment ground truth, and with the data, we build a classifier

capable of estimating the professional competence using the automatically

detected gestures and mirroring events.
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COMPETENCE ASSESSMENT

“Competence, like truth, beauty,

and contact lenses, is in the eye of

the beholder.“

— Laurence J. Peter

In the previous chapter, we showed that there is a linear relation

between competence (as perceived by an interlocutor in an interaction)

and the number of mirroring events that were detected automatically.

Competence entails the possession of skills, talents, and capability with

traits that include being clever, competent, creative, efficient, foresighted,

ingenious, intelligent, and knowledgeable [104].

In this chapter, we extend our findings by analyzing qualitatively our

data and building a classifier capable of estimating the professional com-

petence of a service provider using the detected gestures and mirroring

events.

Our method can be summarized as follows (see figure 5.1): During the

interaction, participants (acting as customers) ask a confederated psycholo-

gist (acting as service provider) for professional advice. The conversation is

recorded using wearable and fixed cameras to generate a set of images I (t).
The role of the pair of fixed cameras that appear in our sketch scenario is

only to serve as a reference for wearable cameras. These images are fed to a
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Figure 5.1. Assessing Competence. During an interaction, the conver-
sation is recorded using wearable and fixed cameras to generate
a set of images I (t). These images are fed to a head-gesture
recognizer that detects nodding η1(t),η2(t). Synchronous recog-
nition of head nods leads to mirroring detection µ(t). During
training, a set of qualitative interviews was carried out with
customers to evaluate their perception of competence and satis-
faction during the interaction. This creates a classification space
C , which for a certain degree of activity provides an automated
evaluation L of the likely outcome of the interaction [105].

head-gesture recognizer that detects the head nodding gestures η1(t),η2(t)
in real time. Synchronous recognition of head nods leads to mirroring detec-

tion µ(t). To train the classifier that detects the perceived competence, we

obtain ground truth from a set of qualitative interviews carried out with

customers. This creates a classification space C , which for a certain degree

of activity provides an automated evaluation L of the likely outcome of the

interaction.

This chapter is organized as follows. First, we describe the qualitative

analysis performed on the interviews that lead to competence assessment

use as ground truth. Then, we describe a classifier that takes the head

gestures and mirroring as inputs, and outputs an assessment of professional

competence. Finally, we provide quantitative results of the classification

followed by a discussion.
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5.1 Qualitative Analysis on Professional
Competence

The audio of the interviews was recorded digitally. We then used Sound

Scriber [106] to transcribe verbatim and Atlas.ti [107] to analyze the quali-

tative data. We analyzed the qualitative data obtained from semi-structured

interviews, using the principles of Grounded Theory [108–110]. Overall, the

participants’ testimonies were categorized into satisfaction or dissatisfac-

tion, leading to the perception of competence. The competence perception

was related to two results: the inclination to hire or not to hire. Two re-

searchers performed the analysis separately to assess the reliability by

intercode procedure [111], obtaining a high reliability of 0.97.

The qualitative analysis of the interaction classified the customer per-

ception about the psychologist as either competent or non-competent. In the

next sections, we describe how we arrived at such conclusion in both cases.

5.1.1 Psychologist Perceived as Competent

When customers were satisfied with the interaction, they perceived the

psychologist as kind, friendly, well mannered, polite and attentive. The

interaction produced a feeling of being understood in a friendly environ-

ment, which was associated with empathy. Besides, they estimated that the

psychologist was highly skilled because he was giving clear explanations,

had self-confidence and was able to listen and respond appropriately. All

these factors generated a confidence that the psychologist could help them

solve the problem, and increased their intention to hire him (see Figure 5.2):

“The interaction was very nice. He was very clear, he listened to me and I
trust him.” (Woman, 18 years).

5.1.2 Psychologist perceived as non-competent

The perception of non-competence was associated with dissatisfaction. Cus-

tomers attributed their discomfort to either specific or vague reasons (see

figure 5.3). Specific reasons to explain discomfort, mostly, were derived from

the perception of the psychologist’s lack of experience to meet professional
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Figure 5.2. Attributions to service provider when evaluated as compe-
tent [105].

skills. Dissatisfied customers required from the psychologist to give more

explanations, to be more attentive, to be more empathetic and inquire more

deeply on the context of the problem. We found that all these perceptions

can lead the customers to believe that the psychologist had no real interest

to help, and hence no vocation. Moreover, his performance in the interac-

tion could produce a suspicion that the psychologist was just looking for an

economic profit:

“I felt that he was listening just out of obligation, it seems that he was
there just for the money.” (Man, 19 years).

Some other specific reasons to explain discomfort were associated with

the deficient service offered by the psychologist. Customers expected to be

invited for beverages, to be asked their names, to be offered a seat, to be

introduced, and for the psychologist to give his professional background:
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Figure 5.3. Attributions to service provider when evaluated as non-
competent [105].

“I have my doubts because I need to know better this psychologist, and
even I have to know other psychologists. Besides, I would like to know what
he has studied.” (Man, 21 years).

On the contrary, other customers were not able to relate their discomfort

to a particular issue. They were clear that the interaction was not good,

but they could not identify the reason; it was vague. Hence, they hesitated

in determining, for example, whether their dissatisfaction was due to the

physical setting, the psychologist’s clothing, if they were nervous about

the experiment, or something else. Regardless, they were sure of their

discomfort. As a result, dissatisfied customers distrusted the proposed advice

and were reluctant to hire the psychologist:

“I do not know if it was the office or the person [psychologist], but some-
thing in there told me ‘You can find someone else’.” (Man, 19 years).
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5.2 Classification of Competence based on
Head Gestures and Mirroring

From the Mirroring Experiment, we ended up with a set of measurements of

the number of nodding and mirroring events detected by the computer vision

system (x), and from the qualitative analysis described in §5.1, we obtained

a set of labels C to identify the customer perception of the psychologist’s

competence. This set of measures may be represented by S = {(x,C )i}, for i =
1, ..., M. In our experiment, x ∈ n f

c ,n f
p,nw

c ,nw
p ,m f

c ,m f
p,mw

c ,mw
p , where n and

m reflect the number of automatically detected nods and mirroring events

respectively, f and w represent whether the observation was performed with

a fixed or wearable camera, and c and p highlight whether the observation

was made on the customer or on the psychologist. For instance, n f
p is the

number of nods made by the psychologist as observed from a fixed camera.

In addition, C ∈ Cn,Cc is the label assigned to the perception acquired

by the customer about the competence Cc or non-competence Cn of the

psychologist.

Over the years, many supervised learning classification techniques have

been developed, including Naive Bayes, Logistic Regression, Decision Trees

and Support Vector Machines, among others [112]. Since our sample is

small and our feature is one dimensional, a reasonable choice is to use

a Bayesian framework [113]. Here, the membership of an observation to

a class is evaluated on the basis of an estimate of the likelihood, P(x|C),

obtained by training, and prior knowledge, P(C), about the competence or

non-competence of a particular psychologist, obtained from the observations,

such as

(5.1) P(C|x)= kP(x|C)P(C),

where for our problem, the proportionality constant k is the same for both

P(Cc|x) and P(Cn|x). We estimate the likelihood, P(x|C), and the prior, P(C),

directly from the data to avoid restrictive assumptions about their form. In

the case of the likelihood, P(x|C), one possible way to do this could involve

the use of normalized histograms. However, both the selection of the bins

width and the number of samples can have a substantial effect on its esti-

mation. For instance, complex, expensive or time-consuming experiments
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could result in a sparse set of observations. It has been argued that in these

cases a better estimation of a particular probability cell can be obtained by

drawing information from nearby cells [114]. Aitchison and Aiteken were

the first to introduce a kernel function to smooth discrete probability distri-

butions [115]. Nowadays, research has resulted in several kernel smoothers

to select from [116], whose suitability depends on the particular problem

and the features in the model that require being enhanced. At our end,

we computed an estimate of the probability mass function by applying a

Gaussian kernel on the cumulative density function and uniformly sampled

its inverse (see figure 5.4). The bandwidth, h, is a tuning parameter to select

the spread of the kernel smoother. Its value can be obtained by Bayesian

optimization [117] using cross-validation [116] or plugging in from the sam-

ple [114]. On the other hand, the prior estimation, P(C), can be obtained

empirically as the ratio between the number of elements assigned to each

class, {Cn,Cc}, and the number of interviews.

A possible criteria to take a decision L (x) about customer’s perception

of competence can be based on the relative values of the functions P(Cc|x)

and P(Cn|x), such that

(5.2) L (x)=
 competent if

∑
xi≥x

P(Cc|xi)>
∑

xi<x
P(Cn|xi),

non-competent otherwise.

The performance of L (x) is evaluated using leave-one-out cross-validation [118].

That is, given our sample of n elements, we use n−1 elements to gener-

ate the estimated mass distributions, P̂(Cc|x) and P̂(Cn|x), and leave one

observation out. We repeat this procedure for each element in the set of

observations. In principle, this approach aims to minimize the estimation

bias and, given our sample size, its computation cost is negligible.

To evaluate the performance of the classification strategy, we use the

following procedure. Suppose we test whether a particular sample belongs

to the class competent. Once tested, an interview where the psychologist has

been assigned the label competent could be classified as such, resulting in a

true positive (tp); otherwise, it could be assigned to the class non-competent,
resulting in a false negative (fn). In a different case, an interview where the

psychologist was labeled as non-competent could be classified as competent,
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(a) Frequency-based estimation of the
mass probability function

(b) Cumulative probability distribu-
tion for functions in (a) and (c)

(c) Smoothed estimation of the mass
probability distribution

Figure 5.4. Estimation of the probability mass function. Frequency-
based estimation of the probability mass function (a) may be
improved by smoothing the cumulative probability distribution
(b). The resulting probability mass distribution draws informa-
tion from neighbor cells to improve estimation [105].

resulting in a false positive (fp); or it could be classified correctly, in which

case it results in a true negative (tn).

The generalization properties for the classifier are evaluated using Re-

ceiving Operating Characteristics (ROC) analysis [119]. For a given number

of nods or mirroring events α, we evaluate the probability mass distribution

corresponding to a correct decision based on the expressions

(5.3) tp= ∑
x≥α

P(Cc|x) and tn= ∑
x<α

P(Cn|x)

or a wrong decision, that is

(5.4) fp= ∑
x≥α

P(Cn|x) and fn= ∑
x<α

P(Cc|x).
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For ROC analysis, the expressions summarizing the overall performance of

the classifier include the sensitivity, or true positive rate (tpr), and fall-out,

or false positive rate (fpr). They are defined as follows [119]

(5.5) fpr= fp
fp+ tn

and tpr= tp
tp+ fn

Then, by changing the value of α over the possible number of nods or

mirrorings, we obtain the scores for sensitivity and fall-out to construct

a ROC curve. A widely used performance criteria corresponds to the area

under the curve (AUC), mainly the probability that a sample will be classified

correctly [119], and equivalent to the Wilcoxon test of ranks [120], which in

turn is preferred to the paired Student’s t-test when the sample cannot be

assumed to be normally distributed.

Using the data obtained from all the interviews, we performed a bal-

anced two-way (or double factor) Analysis of Variance (ANOVA) to test the

hypothesis of equal means. Given that mirroring detection is based on nod-

ding recognition, these two factors cannot be assumed to be independent.

Therefore, to avoid confounding, we grouped our data in two different sets:

one for nodding and one for mirroring. On each configuration, we analyzed

whether the number of recognized nods or detected mirroring events made

by a customer or a psychologist are equally effective in distinguishing the

customer’s perception of a psychologist’s competence as the images captured

come from either fixed or wearable cameras. We did not perform a test of

equal variances because ANOVA is insensitive to departures from this as-

sumption when the sample sizes are equal [121]. When the null hypothesis

is rejected, there is the need to pursue post hoc analysis via a multiple

comparison procedure. We use Tukey-Kramer’s test, which essentially is a

series of t-tests with correction for dataset-wise error-rate.

5.3 Competence Assessment Results

In this experiment, we investigated several related issues. First, we wanted

to find out whether the number of nods or mirroring events could be the

basis to distinguish whether the customer perceived the psychologist as

competent or non-competent. If so, then we wanted to identify which one was
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a better indicator, the number of nods or the number of mirroring events;

whether it is better to use static or wearable cameras, and whether the

gestures displayed by the customer are better to distinguish the classes than

the psychologists or vice versa. From the automatically detected gestures

and the qualitative analysis, we obtained a set of pairs S = {(x,C)i}, for

i = 1, . . . ,48, where x reflects either the number of nods or the number of

mirroring events and C is the label assigned to the conversation. Using the

procedure described in §5.2, we constructed a probability distribution for

each of the classes, based on the product between the likelihood and the prior.

For the likelihood, we used a Gaussian smoother kernel function. Using the

plug-in method described by [114], we dynamically computed the bandwidth

at each iteration of the leave-one-out cross validation. Typical values varied

between 0.8 and 0.9 for all the configurations. For the prior, we used the ratio

between the number of interviews labeled with the perception of competence

(30) or non-competence (18) versus the total number of interviews (48). This

resulted in a prior value of competence, P(Cc), of 0.625, and a prior value

of non-competence, P(Cn), of 0.375. We used the area under the curve as

the indicator for the performance of the classifier. With the leave-one-out

cross-validation strategy for the samples selected, we obtained a different

performance curve for each configuration. Figure 5.6 displays the curves

P̂(Cc|x) and P̂(Cn|x) obtained through this process. It includes the mean

ROC curve and the ROC curves for the maximum and minimum AUC .

Then, we performed a balanced design, double factor, repeated measures

ANOVA analysis to test the null hypothesis that the observed means were
realizations of the same underlying process. To avoid confounding, nodding

and mirroring were analyzed independently. In both cases, the factors to

study are either the person observed (customer or psychologist) or the source

of the images for the computer vision system (wearable or fixed cameras).

For the case of nodding, with an F-value of 0.84, and p = 0.36, we accept the

null hypothesis that both fixed and wearable cameras are equally effective to

assess competence. Also, with an F-value of 18.37 and a level of significance

p = 0.0, we also notice that we obtain a different level of performance when

we observe either the customer or the psychologist. Nonetheless, with an F-

value of 0.18 and a level of significance p = 0.67, we notice that there are not
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Table 5.1: Tukey-Kramer’s MCP for the observations corresponding to nod-
ding and mirroring. The cells show the significance level of the interaction,
p. ∗p < 0.05 are highlighted in bold.
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significant differences in performance between the type of imaging sensor

used, whether the subject observed was the customer or the psychologist.

On the other hand, for the case of mirroring, with an F-value of 6.85 and

a level of significance p = 0.01, we rejected the null hypothesis and noticed

that we obtain a different level of performance when taking images with

either the wearable or the fixed camera. In addition, with an F-value of

78.15 and a level of significance p = 0.0, we also conclude that we obtain

a different level of performance when we observe either the customer or

the psychologist. Finally, with an F-value of 5.68 and a level of significance

p = 0.02, we note that there is a statistically significant difference between

observing with either a fixed or wearable camera and the performance we

obtain when the analyzed behavior corresponds to observing the psychologist

or the customer mirroring.

Figure 5.5 illustrates the relative position of the means with one stan-

dard deviation segment at each side. After rejecting the null hypothesis,

there is the need to know which means have a statistically significant differ-

ence. Table 5.1 shows the result we obtained, with a level of significance up

to hundredths, when applying the Tukey-Kramer’s MCP to the nodding and

mirroring data sets.

5.4 Discussion

Our experimental results emphasize the importance of nodding/mirroring

during social interaction as has been shown in the literature [122, 123].

The attributes related to the detected competence of a service provider in

a dyadic interaction seem to be highly related to these gestures. When the
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CHAPTER 5. COMPETENCE ASSESSMENT

(a) Nodding (b) Mirroring

Figure 5.5. Illustration of the AUC intervals. For each configuration
we show the mean value (circle) and one standard deviation
(segment extremes) [105].

customers received less nodding/mirroring, they had a tendency to feel dis-

satisfied, and they frequently could not identify the reason for that feeling.

As a consequence, they started a reasoning process to justify their discontent.

For instance, they ascribed their dissatisfaction to the psychologist’s lack

of skills or professional experience. Even when every participant received

an explanation along the same lines and equal advise, the dissatisfied cus-

tomers had a tendency to require the service to be broadened (e.g., asking

for clearer explanations, improvement of the physical settings). They had

doubts on the professional advice and ultimately on the psychologist’s compe-

tence. In other words, they distrusted the service provider. Hence, it appears

that gestures such as nodding, or actions such as mirroring, can affect to

a large extent the interpretation of what is being said. Nodding/mirroring

can help to interact more smoothly and with a comfortable feeling, which

impacts the perception of competence.

Moreover, when people receive less nodding/mirroring, the event turns

out into different intentions of actions and negative attributions. These

gestures and events not only impact the perception of the interaction and

the people we interact with; they influence the intention of future actions

like whether hiring the service or not. Besides, we found that customers

who received less nodding/mirroring could assign negative attributions to

the psychologist such as having no real interest to help and no vocation. It

appears that the customers were experiencing discomfort, due to lack of
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Figure 5.6. ROC Curves for the configurations in the experiment. The
dashed ROC curves correspond to the maximum and minimum
AUC and are the result of leave-one-out cross-validation. The
subfigure caption states the mean and standard deviation for the
AUC . The inserted subfigure represents the probability mass
distribution when all the observations are considered. The lines
between the dots are drawn to improve readability [105].
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nodding/mirroring, could arouse a suspicion that the psychologist was just

looking for economic profit.

This study stresses out that nodding/mirroring gestures can impact

the majority of the dimensions proposed by Epstein et. al. [124]. People

exposed to less nodding conditions was usually more dissatisfied with the

psychologist’s knowledge (cognitive dimension), his technical performance

and proposed to advise (technical and integrative dimensions), and his

communication skills (relationship dimension). In the affective domain,

the customers referred a lack of caring and emotional bonding from the

psychologist, which is related to the dimension of habits of mind —the

willingness, patience, and emotional awareness to use the professional skills

judiciously and humanely.

With respect to the quantitative analysis of the results, we showed that

a simple Bayesian scheme can be used to classify a service provider as com-

petent or non-competent as a function of the nodding and mirroring events.

Using the data collected, we estimated the underlying probabilistic mass

distribution using smoothing. Our selection of the AUC as the performance

criteria aims to stress the importance of improving the detection rate and

reducing the missing rate. Leave-one-out cross validation highlighted the

sensitivity of the scheme. Nonetheless, in all cases, for all configurations,

the AUC resulted well above the value of 0.5, i.e., the resulting classifier

gives results above random decisions.

The ANOVA analysis provided further insight and gives statistical confi-

dence to conclude that the number of mirroring events is a better classifica-

tion predictor than the number of nods. Even more, customer mirroring is a

better predictor than psychologist’s mirroring. On the other hand, although

there is an edge on the psychologist’s number of nods as a better predictor

that the customer’s number of nods, the difference is small. In addition,

there seems to be no difference on whether the camera used in the computer

vision system was wearable or fixed as the analysis of the behavior of the

customer or the psychologist provided the same level of performance to

assess the perceived competence. An exception is made for the analysis of

the mirroring of the psychologist where the fixed camera seems to provide a

slightly better performance.
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6
A CASE STUDY: WEARABLE TECHNOLOGY FOR

BLIND USERS

“The best and most beautiful

things in the world cannot be

seen or even touched, they must

be felt with the heart."

— Helen Keller

In this chapter, we present an application scenario, involving visually

impaired people, to demonstrate the viability of our system in a real

context. The visual perception device, represented by smart-glasses,

is complemented with a feedback component (described in §6.2). In this

experiment, blind users interacted with sighted participants; the feedback

component provided the blind users with haptic notification of head gestures

(like nodding and shaking). The blind users were encouraged to mirror the

head gestures in order to study its effect on having a more satisfactory social

interaction. To test the usefulness of the system, we carried out quantitative

analysis of the data provided by the participants.
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6.1 Sensory Substitution

Blind people develop an over-sensitive sense of hearing and touch. Some

of them are even capable of developing human echolocation, which is the

ability to detect objects in their environment by actively creating sounds, e.g.,
by tapping their canes, lightly stomping their foot, snapping their fingers,

or making clicking noises with their mouths [125], and sensing echoes from

sound bouncing on the objects. A skilled blind pedestrian can approach

an intersection, listen to the traffic, and from auditory information alone,

judge the spatial layout of intersecting streets, the width of the road, and

the number of lanes of traffic in each direction, the presence of pedestrian

islands or medians [126]. Likewise, blind people tend to develop a highly

sensitive tactile sense that allows them to read via Braille [127] system,

or to scan their surroundings using a cane and even recognize people by

touching their faces.

Over the past 30 years, there has been a significant amount of research

to understand auditory and haptic perception for assisting blind people. One

approach has been the development of general purpose sensory substitution

either by touch [128, 129] or audition [15, 130]. General substitution by

touch has led to what is called distal attribution or externalization [131–133],

which refers to sensing tactile stimulation on the skin of objects external to

the user. However, general-purpose sensory substitution devices have not

proved to be robust and reliable for everyday life and have led to specific
purpose devices that enable specific tasks such as mobility (§2.1.1) and

orientation (§2.1.2).

Even though blind people tend to develop augmented senses, the sensory

bandwidth of vision is orders of magnitude greater than that of auditory

and touch [134]. Because of this, it is necessary to pre-process the visual

information to extract only relevant cues and provide high-level feedback.
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6.2 Haptic Feedback for Head-Gesture
Notification

Feedback is an essential component of every assistive technology device.

In the case of technology for blind users, the feedback can be acoustic or

haptic. Acoustic feedback can be used to provide information about events,

the presence of people or animals and to estimate distances [13]. Haptic

feedback refers to touch and tactile; the widest use of haptic feedback is

the white cane which is used to scan the immediate surroundings [135].

Another typical example of haptic feedback is the use of the palm of the

hands and fingers to recognize shape and texture of objects. Blind people

also use the palm feet to gather information about the surface. In both cases,

user acceptance is a key issue.

Our assistive technology system cannot be complete without feedback

to the blind user. To this end, we developed a haptic feedback system.

Our choice for haptic feedback is motivated by three factors: (1) to be non-

distracting, (2) to guarantee privacy, and (3) to have good aesthetics. That

is, we meant to provide the necessary information without distracting the

interlocutor, nor blocking the user’s hearing; in a private manner to the

user, comfortable and visually appealing. Figure 1.2 shows an illustration of

the whole system including the feedback subsystem. The system works as

follows: (1) the smart glasses broadcast live video via Wi-Fi; (2) a computer

receives the video stream and processes it in order to recognize the head

gestures in real-time. When a gesture is detected, it sends a command to a

Bluetooth transceiver located on the belt (shown in figure 6.1); (3) the belt

has embedded two small vibratory motors (one on each side of the hip) that

vibrate to provide feedback to the user. The vibratory belt is controlled by a

custom electronic circuit located inside the fabric of the strap. See Appendix

A for a detailed description of the electronic circuit.

In the next section, we describe an experiment carried out with blind

users wearing the system composed of the smart-glasses from figure 1.1 and

the haptic system described in chapter 6.2. Before running the experiment,

we validated the haptic feedback system with ten blind users in terms of

dimensions, comfort and vibration intensity.
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Figure 6.1. Vibratory Belt. The belt has two vibratory motors, one on
each extreme of the red fabric. The black box shown in the pic-
ture contains the electronic circuit, which in practice is located
inside the red fabric and connects with the vibratory motors.

6.3 Case Study

We developed an experiment to evaluate the usefulness of our system with

blind users. The experiment consisted of a conversational scenario in which

a sighted participant acted like a tourist and had two interactions with

different blind users (user1 and user2), who were exposed to various assistive

conditions (condition1 = wearing the haptic belt or condition2 = not wearing

the haptic belt). Figure 6.2 shows one of the blind users wearing the system

during the experiment.

The tourist asked user1 information about places to visit and user2 about

places to eat. The user1 was in condition1, wearing the assistive technology

system, consisting of the smart-glasses and the feedback component (de-

scribed in §6.2). The feedback component generated two different vibrations

when interlocutor’s head movement was detected: vibration on the left side

when detecting shaking and vibration on the right side when detecting

nodding.

We asked the blind users who were wearing the system during the

interactions to make a nodding gesture when they perceive vibration on

the right side in order to mirror the gesture. The blind users that were not

wearing the feedback component (condition2) used similar smart-glasses

but without receiving feedback. The sighted participants knew about the
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existence of an assistive device but never knew its function.

To evaluate the benefit of the assistive device, at the end of each interac-

tion, the blind user and tourist answered a quantitative questionnaire and

carried out a qualitative interview. The quantitative evaluation had a 0 to

10 scale (0=none and 10=excellent). The blind users were asked to assess

their satisfaction and to infer the tourist satisfaction, additionally, blind

users wearing the system, were asked to evaluate the device’s usefulness.

The tourists were asked to evaluate the interaction (i.e., warm, friendly,

closeness, pleasant, and satisfactory) and their perception of the blind user

(i.e., sociable, attentive, with an interest in getting involved).

We used semi-structured interviews allowing the participants the free-

dom to express their views in their own terms, to get in depth perceptions

of the satisfaction during the interaction of both, blind users and tourists.

Also, blind people wearing the system were asked their general opinion

about the device’s usefulness. Finally, in order to evaluate if the vibrations

were perceptible, the tourists were asked if there was something that was

distracting or disagreeable during the interaction, and at the end of the

interactions, they were asked to compare the interactions that they had

with the two blind users.

6.3.1 Participants

Our inclusion criteria for participants consisted of the following require-

ments: 1) being at least 18 years old and 2) signing a participation agreement.

Furthermore, blind people were selected to have less than three years with

their blindness condition.

To define the sample size, a common practice in social sciences studies is

to establish a 0.70 Cronbach’s alpha (a standard measure of reliability [136])

as an acceptable measure [111, 137]. Guest et al. [138] has found that, in

qualitative studies, a Cronbach’s alpha of 0.70 was reached with 12 inter-

views. For qualitative analysis, Marshall et al.[137] suggests that an optimal

sample size ranges between 20 and 30 participants. In our experiment, we

had 40 undergrad students acting like tourists and ten blind people (five

women and five men) as users. To avoid the bias produced by repeating

the interaction twice with the same blind user (with and without system)
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Figure 6.2. A blind user wearing the system during the experiment.
Note that the vibratory belt is not visible to the sighted partici-
pants.

and the bias produced by learning the interaction (by interacting twice); 20

tourists were exposed to condition1 and then to condition2, and the other

20 participants had the inverse flow.

Before the experiment, the blind people were interviewed to evaluate

their level of head gestures while interacting, and their capacity to feel and

distinguish the belt’s vibrations.

6.3.2 Procedure

Before the interaction with participants, blind users had at least three prac-

tice sessions consisting of simulated interactions wearing the system. These

practice sessions were carried out with assistants. The blind users wearing

the system were instructed to nod according to the feedback provided by the

belt in order to mirror the gestures. We invited the participants to collab-

orate in an experiment related to assistive technology for blind people. To

create a realistic conversation scenario, we instructed the participants to act

as tourist asking advice for places to visit during one interaction and places

to eat during the second interaction. After each conversation, the partici-
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pants were asked to fill in a questionnaire to evaluate in scale from 0 to 10

(0 = bad; 10 = excellent), the level of satisfaction in the interaction (defined

as the perception of social interaction performance or outcome in relation

to the expectations). Based on Kumar’s work [139], we defined satisfaction

as the subjective evaluation, of pleasure or disappointment, resulting from
comparing the own perception of social interaction performance or outcome in
relation to the own expectations. Finally, participants were interviewed with

a semi-structured method to inquire about their interaction. We recorded

the audio of the interviews. On average, the dyadic interactions were three

minutes long, the qualitative questionnaire was two minutes long, and

qualitative interviews were five minutes long. In all cases, we gratified the

individual participation with 50 Mexican pesos (equivalent to about 4USD.).

In the same manner as the mirroring experiment described in §4.3, this

study followed ethical standards as stipulated by the American Psychological

Association [140]. An informed consent process was held. Confidentiality

and person’s anonymity were maintained at all times. All video and audio

recordings were done with participant’s written authorization.

6.3.3 Dataset Description

During the experiment, we collected a third data set that we call Assistive
Technology Data Set. This data set contains the videos recorded during each

session. In each session we recorded three videos in condition1 (two from the

fixed cameras facing at each participant and one from the wearable camera)

or two videos in condition2 (from the fixed cameras). We also collected

data from two paper-based questionnaires (from the blind user and tourist

participant) and audio recordings of the qualitative interviews.

Figure 6.3 shows a snapshot of each of the videos from condition1. Fig-

ure 6.3(a) and (b) show a frame from the static cameras and figure 6.3

shows a frame from the smart glasses streaming video. Each video have a

resolution of 480p.
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(a) (b)

(c)

Figure 6.3. Image examples from the Assistive Technology Data Set.
(a) and (b) show a frame from the fixed cameras attached to the
table. (c) shows a frame from the wearable camera.

6.3.4 Experimental Results

After each session, the participants and the blind users filled a questionnaire

to evaluate the interaction. From the perspective of the sighted participants,

they evaluated the interaction (from 0 to 10) in terms of warmness, friendly,

closeness, pleasant, and satisfactory. They also evaluated their perception

of the blind user in terms of sociable, attentive, and interested in the con-

versation. Figures 6.5 and 6.6 show kernel density plots for each of these

variables for the different conditions (blind user wearing the system and

without wearing the system). From the plots, we can see that the distri-

butions are left-skewed meaning that most of the evaluations were high.

Table 6.1 provides descriptive statistics for each of these measures by condi-

tion.

The blind users scored the usefulness of the device in a 0 to 10 scale

where 0 indicated useless and 10 indicated very useful. The last row of

table 6.1 displays the descriptive statistics of the device usefulness scored by

the blind users while wearing the device. Figure 6.4 shows the distribution
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Figure 6.4. Device utility scored by the blind users.

of the device usefulness. From this histogram, we can see that almost 80%

scored the maximum grade. With a mean score of 9.34 and a standard

deviation of 1.36 we can conclude that our sample of blind users found the

device useful.

Table 6.1. Descriptive statistics of social interaction elements.

Evaluation No System System

Min Max Mean SD Min Max Mean SD

Warmness 6 10 9.00 1.17 6 10 8.82 1.12
Friendly 1 10 9.12 1.67 6 10 9.27 0.96
Closeness 3 10 8.47 1.50 3 10 8.57 1.41
Pleasant 5 10 9.30 1.09 7 10 9.37 0.83
Satisfactory 6 10 9.10 1.08 5 10 9.10 1.21
Sociable 6 10 9.15 1.08 5 10 8.92 1.27
Attentive 7 10 9.35 0.80 3 10 9.22 1.31
Interested 6 10 9.35 0.98 3 10 8.97 1.51
Utility - - - - 4 10 9.34 1.36

To evaluate if there are statistically significant differences in the in-

teraction between the two groups or conditions (with or without system),

we can use a dependent t-test. Nevertheless, a dependent samples t-test

assumes that the difference between the groups is normally distributed.

Furthermore, if the outcome of the variables is severely skewed such as this
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case, a common practice is to use nonparametric tests of group differences.

In this case, we use the Wilcoxon Signed Rank test [141] as an alternative

to the dependent samples t-test. Our decision rule for assessing if the test

is significant used a significance value of α= 0.05, i.e. if p ≤ 0.05, the test

is significant, meaning that the groups differ significantly, and the device

makes a difference in the interaction element viewed from the participant’s

perspective. Table 6.2 displays the results of applying this test to each inter-

action element scored by the participants. These results show that there are

no differences in the interaction —perceived by the participants— between

wearing the system and not wearing the system according to the evaluation

from the questionnaires.

These results may no be surprising due to the positive evaluation from

most of the participants, leading to accept the null hypothesis that there are

no differences between the means of the two groups.

Table 6.2: Wilcoxon Signed Rank Test results.

V p
Warmness 244 0.56
Friendly 130 0.81
Closeness 200 0.49
Pleasant 72 0.55
Satisfactory 97 0.94
Sociable 239 0.41
Attentive 141 0.93
Interested 213 0.33

6.4 Discussion

In this chapter, we described a case study involving wearable technology for

blind people. First, we described our haptic feedback system composed of a

belt with two small vibratory motors and an electronic device that communi-

cates wirelessly with the main computer. Then we described an experiment

involving social interactions of blind users with sighted participants. In

this experiment, the participants acted like tourists, and the blind users

acted like tourist guides. Each blind user interacted with eight participants,
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(a) (b)

(c) (d)

(e)

Figure 6.5. Kernel density plots of participant’s perception of the
interaction.
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(a) (b)

(c)

Figure 6.6. Kernel Density plots of participant’s perception of the
blind user.

with four of them wearing the system and with the other four not wear-

ing the feedback system. From these interactions, we measured several

interaction elements such as the participant’s perception of the interaction

(warm, friendly, closeness, pleasant, satisfactory) and their perception of the

blind user (sociable, attentive, interested). We also measured the blind user

satisfaction and the usefulness of the device.

Our quantitative results obtained with the data from the questionnaires

(filled after each interaction) showed that the blind participants found the

device useful with an average score of 9.34/10. In contrast, our results

also showed that according to the participants, the haptic device made no

difference in assessing the quality of the interaction. We conclude that these

latter results were caused by the left skewed distribution of the interaction

scores (shown in figures 6.5 and 6.6), i.e., most of the participants scored the

interactions positively regardless of the presence of the haptic device.
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CONCLUSION

“I think that technologies are

morally neutral until we apply

them. It’s only when we use them

for good or for evil that they

become good or evil"

— William Gibson

This thesis investigates the development of wearable technology for

blind users from the perspective of social interaction. In chapter 1,

we provide an introduction to the problem, our proposal, and the

challenges of our approach. Chapter 2 reviews the state of the art related to

assistive technology for visually impaired people and issues related to our

work such as automatic head gestures recognition and mirroring detection.

In chapter 3, we describe methods for face tracking, ego-motion stabilization,

and head pose estimation suitable for wearable sources of video. These

methods are used in chapter 4 for head gestures recognition and mirroring

detection. In this latter chapter, we describe a mirroring experiment to assess

the performance and usefulness of the method in real-life situations. Using

the results from the experiment, chapter 5 introduces a socially-aware

assistant for the automatic inference of competence during face-to-face

social interactions. Our primary hypothesis was to see if it is possible to
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predict whether the interlocutor has been perceived as competent or as non-

competent using the automatically detected nodding and mirroring events.

Finally, in chapter 6, we describe an experiment with blind participants. In

this experiment, 10 blind participants interacted with sighted participants

wearing the assistive technology system composed of the smart glasses and

the haptic feedback system. In the next section, we provide a conclusion of

the results of the experiments.

7.1 Experiments

The mirroring experiment was implemented to test the performance of our

head gestures and mirroring detection algorithms in a real-life scenario

with wearable cameras. In this experiment 48 participants acted as clients

and one confederated participant acted as a psychologist (the author of

this thesis). From this experiment, we showed that our computer vision

algorithms are capable of recognizing head gestures and mirroring using

wearable cameras. We also found interesting elements of the interactions.

In principle, we found that the frequency of head gestures mirroring, affects

the perception of the social interaction and the perception of the professional

competence of the interlocutor, in this case the psychologist.

With the qualitative data obtained from this experiment used as ground

truth, and the automatically detected head gestures and mirroring obtained

from our computer vision system, in 5.2 we have shown that it is possible

to infer, with a level of confidence significantly above random chance, the

resulting perception of competence acquired by a client after an interaction

with a service provider (the psychologist). Furthermore, our results have

also shown that: (1) mirroring is a better predictor than nodding; (2) cus-

tomer mirroring is a better predictor than psychologist mirroring; but (3),

contrariwise, the number of psychologist’s nods is a better predictor than

the number of customer’s nods.

We implemented a second experiment (described in 6.3) in which we

evaluated the usefulness of our complete system with blind users. In this

study, 40 people participated as tourists and ten blind users participated

as tourist guides. We defined two experimental cases or conditions, with
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feedback and without feedback, to determine if the system is useful for the

blind users, and if the feedback component makes any difference in the social

interaction between the blind user and his counterpart. We recorded each

interaction with fixed cameras placed on the table facing at each participant,

and with the smart glasses’ camera worn by the blind users. From the blind

users’ perspective, we found a positive acceptance of the device with an

average score of 9.34/10 (where 10 indicates maximum satisfaction). The

sighted participants acting as tourists scored the interactions regarding

warmness, friendly, closeness, pleasant, and satisfactory. They also scored

the blind user interaction in terms of sociable, attentive, and interested.

These scores were mostly positive with an average above 9/10 in most

cases, producing not significant differences in the interaction of the two

experimental cases from their perspective.

7.2 Contributions

1. The development of algorithms to robustly detect head gestures of

an interaction partner from live-video taken with a wearable camera.

The main difference with other methods is that our system can detect

the features with ego-motion (i.e., camera motion). For this, we im-

plemented a stabilization and compensation step. Also, because the

stabilization is not perfect, our head gestures recognition HMMs are

fully connected considering all states in any order. The selection of this

approach provides more flexibility because a head nod that contains up

and down movements, now, can also contain left and right movements

as well. This is an advance over previous methods allowing uncon-

strained movements of the head while presenting robustness on video

taken with wearable cameras (e.g., glasses or neck-hung devices).

2. The collection of three custom data sets. The first data set called head
gestures data set (described in §4.1.1), can be used to train and test

head gestures recognition classifiers. In total, this collection contains

around 100 samples of each of the following gestures: nodding, shaking,

turning left, turning right, looking up, and looking down; all of them

recorded with the wearable camera. The second data set described
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in 4.3.1, was collected during the mirroring detection experiment. It

can be used to test the performance of head gestures recognition and

mirroring detection in typical ego-centric situations where the video

is contaminated with ego-motion. This data set consist of 48 sessions

with an average duration of three minutes each, with different fre-

quencies of head gestures: none, low, medium and high. Each session

was recorded with four cameras: two static cameras and two wearable

cameras. The role of the static cameras is to provide head gestures

ground truth without ego-motion. The third data set described in

§6.3.3, was collected during the experiment with blind users. This

data set contains the videos recorded during each session consisting of

three videos in the sessions where the blind users were wearing the

system (two from the fixed cameras facing at each participant and one

from the wearable camera) or two videos in the sessions where the

blind users were not wearing the system (from the fixed cameras). In

these latter data sets, the ground truth was annotated by students of

sociology that worked as assistants during the experiments.

3. The proposal of a socially-aware assistant for the automatic inference

of competence during face-to-face social interactions. This assistant

could serve as a training tool for psychologists (for automatic anno-

tation/summarization of videos) or for the automatic estimation of

clients satisfaction without the need for surveys.

4. The proposal of an assistive technology system for blind users and its

evaluation through a case study with ten blind users and 40 sighted

participants. The system is capable of recognizing non-verbal cues

from a social interaction and provide haptic feedback to the blind user.

The system proved an acceptance rate of 9.34/10.

5. A patent application submitted to the Instituto Mexicano de Propiedad

Industrial (IMPI), describing the assistive technology system and its

usage for social interaction assistance.
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This appendix describes the components of the custom electronic

circuit that governs the haptic feedback system (shown in figure A.1).

The electronic circuit is composed of four main components: (1) main

circuit, (2) battery circuit, (3) Bluetooth circuit, and (4) power circuit. First,

we describe each of these components, and then we describe some of the

major electronic components such as the Digital Signal Controller (DSC),

the Bluetooth module, the battery charger, the voltage regulator and finally,

we list the firmware of the DSC.

A.1 Main Circuit

The main circuit shown in figure A.2 contains a Digital Signal Controller

(DSC), which is the embedded computer that receives the inputs in the form

of Bluetooth commands from the computer, and generates the outputs as

Pulse Width Modulation (PWM) signals for vibratory-motor control. We

use a Microchip dsPIC30F3012™(described in Appendix A) as the DSC

because it has a small footprint and contains the necessary modules to

control the vibratory motors and provides serial communication for the

Bluetooth transceiver.

The motor control module inside the DSC is a PWM generator capable
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(a) (b)

Figure A.1. Custom Electronic Circuit. We designed a two-layer
printed circuit board (PCB) of 5cm×3.5cm. This circuit con-
tains four main components: (1) main circuit, (2) battery circuit,
(3) Bluetooth circuit, and (4) power circuit. (a) Shows a top view
of the PCB, (b) shows a bottom view of the PCB.

Figure A.2. Main Circuit Schematic diagram. This schematic
shows the main circuit containing the microcontroller
dsPIC30F3012™and the ICSP and motors connector.
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of generating square signals with variable duty cycle or period on pins

OC1 (pin 10) and OC2 (pin 15). These motor-control signals are low-current

(15mA) and are not suitable to power the vibratory motors directly; for this,

we use an amplification stage described in §A.2.

The serial communication module inside the DSC is a Universal Asyn-

chronous Receiver-Transmitter (UART) peripheral providing bidirectional

serial communication with the Bluetooth circuit described in §A.3. Through

this peripheral, the DSC receives simple serial commands from the computer

such as nodding or shaking. The commands are two-bytes long composed of

a single character and a carriage return. These commands are decoded by

the DSC and generates the corresponding outputs.

We developed the software of the DSC in C language using MikroC

compiler [142]. In summary, the DSC initializes the UART and PWM mod-

ules, then enters in an infinite loop where it waits for UART commands.

When a command is received, it decodes the commands and generates the

corresponding outputs for the vibratory motors for a fixed duration of time.

Appendix A lists the actual code in C language.

The main circuit also contains the In-Circuit Serial Programming (ICSP)

connector and the MOTORS connector. The ICSP connector is used to con-

nect an external programmer that is used to program the flash memory of

the DSC. The motors connector are the physical outputs used to plug-in the

vibration motors. The decoupling capacitors C1 and C2 are connected near

the power and ground rails of the DSC; these capacitors attenuate electrical

noise on the power supply generated by the vibratory motors.

A.2 Power Circuit

The power circuit shown in figure A.3 is composed by four switching am-

plifiers which are used to interface the PWM outputs of the DSC with the

motors. The DSC generates PWM signals of 3.3v/15mA through the pins

PWM1-PWM4 and the job of the transistors is to increment the current up

to 100mA to provide enough electrical current to move the vibratory motors

through the outputs M1-M4. The diodes D1-D4 protect the transistor from

returning current generated by the motors. We use BC548C transistors as a
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Figure A.3. Power Circuit Schematic diagram. This circuit is com-
posed by four diode-protected current amplifiers used to inter-
face the Digital Signal Controller with the motors.

switch to produce the maximum output current (ON state) during saturation

state and the minimum current (OFF state) during cut-off state. To calculate

the base resistor needed to put the transistor in saturation state we use

equations (A.1). What these equations tell us is that we need a resistor of

11kΩ or less to put the transistor fully "ON".

(A.1)
IB = IC

β
= 100mA

420
= 0.23mA,

RB = Vin −VBE

IB
= 3.3V −0.7V

0.23mA
= 11kΩ.

A.3 Bluetooth Circuit

The Bluetooth circuit shown in figure A.4 is composed of an HC05 Bluetooth

SPP (Serial Port Protocol) module capable of bidirectional serial port com-

munication between two devices. In this case, a computer and the Digital

Signal Controller. This Bluetooth module works as a wireless serial port
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Figure A.4. Bluetooth Circuit Schematic diagram. This circuit is based
on an HC05 Bluetooth Serial Port Protocol.

adapter with baud rates up to 1.3M bauds per second. Jumper JP1, when

closed, puts the Bluetooth module in AT mode in which we can change the

baud-rate, pairing key, module name, among other options. Appendix A lists

the AT commands.

A.4 Battery Circuit

The battery circuit shown in figure A.5 contains a battery charger circuit

and a 3.3V regulator. We used a Maxim MAX1555™, which is capable of

charging one-cell lithium polymer batteries using a USB port or a DC wall

adapter. The 3.3V regulator receives 3.7 - 4.0 volts from the battery and

generates regulated 3.3V suitable for the Digital Signal Controller and the

Bluetooth module. The 3.3V regulator is based on an MAX604™500mA

linear regulator.

Figure A.6 shows the printed circuit board (PCB) we designed for the

haptic feedback electronic circuit. Figure A.6(a) shows the top view with the

top layer in red and Figure A.6(b) shows the bottom view with the bottom

layer in blue.
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Figure A.5. Battery Circuit Schematic diagram. The battery cir-
cuit contains two modules: a battery charger based on an
MAX1555™and a 3.3V regulator based on an MAX604™.

(a) (b)

Figure A.6. Printed Circuit Board. (a) Shows a top view of the circuit.
The top layer is painted in red. (b) Shows a bottom view of the
circuit. The bottom layer is painted in blue.
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Figure A.7. Pin Diagram of Digital Signal Controller. The image shows
the pin diagram for the dsPIC30F3012™. Names separated by
a diagonal indicate that the same pin has many functions. Copy-
right Microchip Technology (http://http://www.microchip.com/).
Used by permission

A.5 Main Electronic Components

This section describes the major electronic elements that assemble the

custom electronic circuit.

A.5.1 Digital Signal Controller

The dsPIC30F3012™is a 16-bit Digital Signal Controller (DSC) with mixed

capabilities of a low-end Digital Signal Processor (DSP) and a Microcon-

troller. The DSP capabilities include a dedicated Arithmetic and Logic Unit

(ALU) with common signal operations such as Multiply-and-Compare (MAC)

operations, saturation operation instead of overflow and a powerful Analog

to Digital converter (ADC). The microcontroller capabilities include a de-

terministic behavior and a myriad of peripherals. Figure A.7 shows the pin

diagram of the dsPIC30F3012™. Figures A.8 and A.9 describe the function

of each pin.

A.5.2 HC05 Bluetooth module

HC05 module is an easy to use Bluetooth SPP (Serial Port Protocol) module,

designed for transparent wireless serial connection setup. Serial port Blue-

tooth module is fully qualified Bluetooth V2.0+EDR (Enhanced Data Rate)

3Mbps Modulation with complete 2.4GHz radio transceiver and baseband.
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Figure A.8. dsPIC30F3012™Pinout descriptions. Copyright Microchip
Technology (http://http://www.microchip.com/). Used by permis-
sion
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Figure A.9. dsPIC30F3012™Pinout descriptions (continued). Copy-
right Microchip Technology (http://http://www.microchip.com/).
Used by permission

It uses CSR Bluecore 04-External single chip Bluetooth system with CMOS

technology and with AFH (Adaptive Frequency Hopping Feature). It has a

footprint of 12.7mm×27mm.

A.5.3 Battery Charger

The MAX1555™can charge a single-cell Li+ battery from both USB and AC

adapter sources, enabling portable users to forgo carrying a wall cube. These

devices operate with no external FETs or diodes, and accept operating input

voltages up to 7V. With USB connected, but without DC power, the charge

current is set to 100mA (max). This allows charging from both powered

and unpowered USB hubs with no port communication required. When DC

power is connected, charging current is set at 280mA. The MAX1555™do

not feature an enable input. Once power is connected to USB and/or DC, the

charger is on. When input power is removed, battery leakage current is less

than 5µA. No input-blocking diodes are required to prevent battery drain.

Insert a diode at DC (the adapter input) if protection from negative voltage
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Figure A.10. MAX1555™. Copyright Maxim Integrated Products
(http://www.maximintegrated.com). Used by permission

Figure A.11. MAX1555™Pinout. Copyright Maxim Integrated Prod-
ucts (http://www.maximintegrated.com). Used by permission

inputs (reversed-polarity adapter plugs) is required. Figure A.10 shows the

pin diagram of the MAX1555™and figure A.11 describes the function of

each pin.

A.5.4 Voltage Regulator

The MAX604™is a low-dropout, low quiescent current, linear regulators

supply with an output of 3.3V for currents up to 500mA. They are available

in a 1.8W SO package. Typical dropouts are 320mV at 5V and 500mA, or

240mV at 3.3V and 200mA. Quiescent currents are 15µA typ and 35µA

max. Shutdown turns off all circuitry and puts the regulator in a 2µA off

mode. The MAX604 feature a 500mA P-channel MOSFET pass transistor.
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Figure A.12. MAX604™Pinout. Copyright Maxim Integrated Products
(http://www.maximintegrated.com). Used by permission

Figure A.13. MAX604 pinout description. Copyright Maxim Inte-
grated Products (http://www.maximintegrated.com). Used by
permission

This transistor allows the devices to draw less than 35µA over temperature,

independent of the output current. The supply current remains low because

the P-channel MOSFET pass transistor draws no base currents (unlike the

PNP transistors of conventional bipolar linear regulators). Also, when the

input-to-output voltage differential becomes small, the internal P-channel

MOSFET does not suffer from excessive base current losses that occur

with saturated PNP transistors. Figure A.12 shows the pin diagram of the

MAX604 and figure A.13 describes the function of each pin.
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A.6 Digital Signal Controller Firmware

Listing A.1: VibratoryBelt01.c

1 char uart_rd;
2 unsigned int duty1 , duty2;
3 unsigned int period1 , period2;
4

5 void main()
6 {
7 int delayNod = 0; // nodding duration counter
8 int delayShake = 0; // shaking duration counter
9 int nodding = 0; // nodding active flag

10 int shaking = 0; // shaking active flag
11 int durationGesture = 1500; // aprox 1.5sec
12 int delayLed = 0;
13

14 ADPCFG = 0xFFFF; // Configure AN pins as digital I/
O

15 TRISB = 0; // Initialize PORTB as output
16 LATB = 0;
17 PORTD = 0; // set PORTD to 0
18 TRISD = 0; // designate PORTD pins as output
19

20 UART1_Init (115200); // initialize UART module at 19200
bps

21 Delay_ms (100); // Wait for UART module to
stabilize

22 U1MODEbits.ALTIO = 1; // Rx and Tx pins on alternate
locations

23 UART1_Write_Text("Start"); // send start message
24

25 // frequency , chanel , timer prescale , timerx
26 period1 = PWM_Init (1000 , 1, 1, 2);
27 period2 = PWM_Init (1000, 2, 1, 3);
28 PWM_Start (1);
29 PWM_Start (2);
30 duty1 = 0; // initial

value for duty cycle
31 duty2 = 0;
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32 PWM_Set_Duty(duty1 , 1); // Set current duty for
PWM1

33 PWM_Set_Duty(duty2 , 2); // Set current duty for
PWM2

34

35 // Main Loop
36 while (1)
37 {
38 // If a command is received ,
39 if (UART1_Data_Ready ())
40 {
41 uart_rd = UART1_Read (); // read the received

command ,
42 UART1_Write(uart_rd); // and send it back as ACK
43

44 // Process the command
45 // if command ’n’ was received , activate nodding
46 if(uart_rd == ’n’)
47 {
48 nodding = 1; delayNod = 0;
49 duty1 = period1;
50 PWM_Set_Duty(duty1 , 1);
51 }
52 // if command ’s’ was received , activate shaking
53 else if(uart_rd == ’s’)
54 {
55 shaking = 1 delayShake = 0;
56 duty2 = period2;
57 PWM_Set_Duty(duty2 , 2);
58 }
59 // if command ’q’ was received , clear all
60 else if(uart_rd == ’q’)
61 {
62 nodding = 0; shaking = 0;
63 delayNod = 0; delayShake = 0;
64 duty1 = 0;
65 PWM_Set_Duty(duty1 , 1);
66 duty2 = 0;
67 PWM_Set_Duty(duty2 , 2);
68 }
69 // if command ’+’, increment duration of vibration
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70 else if(uart_rd == ’+’)
71 durationGesture += 200;
72 // if ’-’, decrease duration of vibration
73 else if(uart_rd == ’-’)
74 durationGesture -= 200;
75 }
76

77 // If nodding is active
78 if(nodding)
79 {
80 delayNod ++; // increment duration counter
81 // stop vibration
82 if(delayNod == durationGesture)
83 {
84 nodding = 0; delayNod = 0;
85 duty1 = 0; PWM_Set_Duty(duty1 , 1);
86 }
87 }
88

89 // if shaking is active
90 if(shaking)
91 {
92 delayShake ++; // increment duration counter
93 // stop vibration
94 if(delayShake == durationGesture)
95 {
96 shaking = 0; delayShake = 0;
97 duty2 = 0; PWM_Set_Duty(duty2 , 2);
98 }
99 }

100

101 // blink LED
102 delayLed ++;
103 if(delayLed == 100)
104 {
105 LATB = ~LATB; delayLed = 0;
106 }
107 Delay_ms (1);
108 }
109 }
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