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Resumen

Los comités de clasificadores son métodos que combinan las predicciones de
diversos clasificadores base con el objetivo de producir un modelo con mejor
poder predictivo; esto es, aplicar el concepto de que muchas cabezas piensan
mejor que una. Los modelos de comités de clasificadores (ensembles) se han
posicionado como valiosas herramientas en el campo de la clasificación de pa-
trones. Estos modelos frecuentemente obtienen resultados excelentes en tareas
complejas. Este trabajo de tesis propone un método evolutivo de generación de
ensembles: GP Ensemble. Este método genera un ensemble codificado como un
árbol cuyas hojas representan clasificadores y sus nodos intermedios represen-
tan funciones de combinación. Estos árboles se evalúan y evolucionan utilizando
Programación Genética para reducir el error de clasificación. El modelo resul-
tante es un innovador ensemble de votación jerárquica en forma de árbol. Los
ensembles producidos por el modelo propuesto exhiben un excelente desem-
peño en bancos de datos de benchmark conocidos. El modelo propuesto muy a
menudo supera a otros modelos de generación de comités de clasificadores.
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Abstract

Ensemble classifiers are methods which aggregate the predictions of a num-
ber of diverse base classifiers in order to produce a more accurate predictor,
with the idea being that many heads think better than one. Ensemble models
have positioned themselves as valuable tools in pattern classification, routinely
achieving excellent results on complex tasks. This thesis proposes an evolution-
ary ensemble generation framework: GP Ensemble. This framework represents
an ensemble classifier as a set of leaves (base classifiers) and function nodes
(combiner methods). These classifiers are evaluated and evolved using Genetic
Programming to minimize classification error. The result is that a novel form of
hierarchical voting tree-based ensemble classifiers are generated. The ensembles
produced by the proposed model exhibit excellent performance on benchmark
datasets, often outperforming classic ensemble classifier models.
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Chapter 1

Introduction

Classifier ensembles have recently become a widely-researched topic in pat-
tern recognition. The ability to combine the outputs of multiple classifiers to
improve upon the individual accuracy of each one has prompted much research
and innovative ensemble construction proposals. However, a vast majority of
ensembles are fine-tuned by hand, and their base components decided by trial
and error. This thesis proposes a novel method to automatically build and opti-
mize ensemble classifiers tailored to a particular classification problem by using
Genetic Programming. The most distinctive feature of the ensembles generated
by the system proposed in this document is that the ensemble has a hierarchi-
cal, tree-like structure, in which aggregation functions serve as nodes and base
classifiers function as leaves. The result is a system composed of sub-ensembles
that produce their own decision, which is then aggregated at a higher level in
the tree. The advantages of this system are an improvement upon the base
classifiers, and the generation of accurate and tailor-fit predictors with an easily
understandable structure.

1.1 Overview
No expert is perfect, and no two experts are equal. When several experts are

faced with a hard choice, they will invariably offer diverse judgments. Some of
these will be right and some will be erroneous. This diversity can be chalked
up to the difference in backgrounds, experience, and areas of expertise, which
result in very different thought processes to arrive at a conclusion. Assuming
that the experts are independent, it is actually very advantageous that they
arrive to a conclusion via different reasoning processes: a consensus opinion is
perceived as more valid than a single one. After all, it is completely natural to
trust the consensus of a group of experts when many of them share the same
opinion and each is trusted to be knowledgeable. Consensus following has been
a staple in decision-making for human societies since the dawn of democracy
[1].
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CHAPTER 1. INTRODUCTION 2

The principle of the "wisdom of the crowds" is applied to pattern classifica-
tion in the form of classifier ensembles, also called multiple classifier systems,
meta learners, and classifier committees [2]. The concept of a classifier ensemble
is simple: ask several classifiers to label an object, and aggregate their individ-
ual decisions to produce a consensus output label. While employing multiple
classifiers to do a job that just one of them could do with less resources seems
cumbersome and wasteful at first, theoretical and empirical studies support the
notion that many classifiers working together typically outperform an individual
classifier due to statistical, computational, and representational reasons [3, 4].
A very complex classification boundary is difficult to approximate by a stan-
dalone classifier. An ensemble, however, can make use of different classification
paradigms to more accurately represent the boundary in a piece-wise manner.

It is this interesting property of classifier ensembles that has earned them
plenty of acclaim and interest in recent years [5, 6, 7, 8, 9, 10, 11, 12]. While a
single classifier, no matter how accurate, can make a mistake, it does not mean
that another classifier will make the same mistake at the same time. Ensembles
take advantage of this fact: if enough members of the ensemble complement each
other by making the right decision where a minority of the members fail, then
the pattern will be correctly classified. The goal is to induce enough diversity
among the members so that mistakes are not simultaneously made.

Classifier ensembles have been successfully applied to improve upon several
pattern recognition problems, such as outlier detection [13], handwriting recog-
nition [14], remote sensing and person recognition [15], bankruptcy prediction
[16], among several others. Perhaps the highest-profile application of classifier
ensembles was the winner of a Netflix-sponsored contest for designing a system
for predicting whether an user will enjoy a film based on their viewing history
[17].

Ensemble classifiers come in different shapes and sizes; however, they all share
a common backbone. An ensemble classifier can be roughly described by three
components [2]:

1. A set of base classifiers

2. An aggregation method, which combines the outputs of the base classifiers

3. A way to induce diversity within the ensemble; for example, using a dif-
ferent sample of the training data for each base classifier or using different
models as base classifiers

An ensemble classifier may consist of a single base classifier, albeit in the form
of multiple instances of said classifier trained with different samples of the data.
This kind of ensembles are said to be homogeneous ensembles. Perhaps the
most common example of an homogeneous example is the Bagging algorithm
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[18], which trains multiple instances of the base classifier, typically a tree, using
bootstrap samples of the training data. In contrast, an ensemble may use differ-
ent models altogether as base classifiers and use the same training data for all
of them. These ensembles are called heterogeneous. An alternative approach,
where the aggregation method is replaced by another classifier which treats the
output of the base classifier as features and then produces a final label, is called
stacking or stacked generalization [19].

No matter the paradigm used, the most important aspect of an ensemble
method is its design. Every problem is different, so an ensemble that works
appropriately on one problem may yield poor results on another. Ensemble
classifiers have several parameters that need to be tuned, and components that
need to be chosen in order to obtain an acceptable performance. The choice
of base classifier(s), aggregation method, and diversity induction are crucial to
succeeding with an ensemble method. In addition, care must be taken to design
an ensemble that is not too computationally demanding; ideally, the increase
in the complexity of the model should be matched by a marked increase in
classification accuracy. [3].

Traditionally, the design of ensemble classifiers - especially so in the case of
heterogeneous ensembles - is done by hand. A pool of candidate methods and
combination functions is amassed; then, through trial and error, the designers
observe which classifiers and aggregators best solve the problem at hand [20].
This usually results in small and easy to understand ensembles; however, there
is no guarantee that the best option has been chosen, in addition to hand-tuning
being an inefficient and time-consuming process. Some works have focused on
attempting to automate the ensemble design process using different heuristics,
most commonly Evolutionary Algorithms (EAs) [21].

These algorithms have typically been used to find solutions that the tradi-
tional, deterministic methods are unable to achieve [22]. Their non-deterministic
nature enables them to explore the solution space in unpredictable ways, guid-
ing the search towards places that deterministic or manual design is not able to
reach. Some EAs make use of a single solution which improves over time, while
others employ a population of candidate solutions which interact and compete
with each other in the search for the best possible value. EAs have been success-
fully applied to numerical optimization [23], symbolic regression [24], scheduling
problems [25], data preprocessing [26], among numerous other tasks.

The usual methodology of an EA-designed ensemble is binary selection of
the candidate base classifiers: a binary vector with length equal to the num-
ber of candidates determines which classifiers get to participate in the final
ensemble. Alternatively, the decision of each base classifier is assigned a weight
which evolves over time in order to improve the overall classification accuracy



CHAPTER 1. INTRODUCTION 4

[27, 28, 29]. Evolutionary algorithms tend to enhance the performance of ensem-
ble classifiers [30]; however, it is important to carefully consider the additional
overhead that the evolutionary algorithm will represent in terms of computa-
tional cost.

The model proposed in this thesis takes the idea of evolutionary ensemble
design one step further: instead of only deciding who is to become part of
the ensemble, the automated design process will determine how they will be
combined; that is, from a pool of base classifiers and combiners, the optimal
combination will be identified over time by means of an evolutionary process.
Not only that, but this method extends the capabilities of voting by allowing the
creation of hierarchical sub-ensembles that will function as new base classifiers;
this results in an indirect voting tree structure in which the nodes are combiner
functions and the leaves are base classifiers, and in which the voting pattern can
be as simple or as complex as desired. Such an approach is unheard of in the
literature. This method enables combinations which traditional voting methods
are unable to reach.

The idea behind this hierarchical voting system is that the traditional, every-
one votes at once approach may not be the best predictor. It may be the case
that for certain instances, several experts will be wrong and the minority will
be right. With a traditional approach, their votes will be counted at the same
time and the correct opinions will be drowned out by the incorrect majority.
However, if the votes were tallied in such a way that the group of experts were
subdivided into smaller units who would each reach a decision which would then
be aggregated with the decision of the rest of the sub-units, the correct deci-
sion may prevail. In essence, subdividing the experts can result in a completely
different decision than with all experts voting at once. Put more technically,
subdividing the experts allows for the construction of increasingly more com-
plex decision boundaries which cannot be achieved either by the base classifiers
alone or by their simple combination by voting.

1.2 General Objectives
To define, implement, and test a novel ensemble classifier model founded on the
idea of a hierarchical, multi-level voting tree system achieved by means of an
evolutionary algorithm. This model must be able to combine diverse pattern
classifiers stemming from a wide range of conceptual bases such as decision trees,
distance-based, probabilistic, and associative models. The model must include
novel associative classifiers developed in the Computational Intelligence Lab-
oratory at the Center for Computing Research among its base learners; these
classifiers have never been used in an ensemble configuration. This voting tree
approach must improve upon the classification accuracy of the base classifiers,
while being as compact and understandable as possible. The prediction accu-
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racy of the model should be competitive with regard to existing state-of-the-art
ensemble classifier methods.

1.3 Specific Objectives
• A novel evolvable ensemble classifier model based on a hierarchical voting

tree structure capable of combining the outputs of the base classifiers in
increasingly more effective ways

• Implementation of original associative classifiers among the ensemble mem-
bers

• Testing of the newly created model using a wide range of base classifiers
and widespread benchmark data sets

• Experimental comparison of the proposed model against classic ensemble
classifier approaches, including the appropriate statistical significance tests

1.4 Document Structure
The rest of the document is structured as follows. Chapter 2 provides a review
of the literature on ensemble classifiers and evolutionary algorithms applied to
these methods. An overview of the most commonly seen ensemble paradigms
and combination methods is presented, in addition to a comprehensive examina-
tion of evolutionary ensemble design. Next, Chapter 3 introduces the materials
used for the proposed model; namely, the base classifiers are described and
the basics of Genetic Programming are explained. Chapter 4 follows with the
description of the proposed model, its functioning and properties. The exper-
imental design, datasets used and results are described in Chapter 5. Finally,
Chapter 6 offers concluding remarks on the proposed model and suggests further
directions for research.



Chapter 2

Overview of the field

This chapter offers a succinct review of the ensemble classifier literature. The
topics covered in this chapter are the basic notions of ensemble paradigms,
the taxonomy of the family of ensemble classifiers, the most common ways of
combining base classifier outputs, as well as an explanation of the cornerstone
models of the field: Bagging, Boosting, Random Forest, Random Subspace, and
Stacking. The chapter concludes with an overview of Evolutionary Algorithms
applied to ensemble classifiers in order to contextualize the proposed model.

2.1 Classifier Ensembles

2.1.1 Introduction
Ensemble methods employ the combined predictions of different learners in order
to solve the same problem. That is, several pattern classifiers are trained, then
presented with a sample which they all evaluate. By aggregating their opinion,
a consensus can be reached and the sample classified based on the outputs
of the base classifier [2]. The expectation is that several models will perform
better than a single one, by covering for each other’s errors and complementing
each other’s strengths. Ideally, an ensemble will consist of several experts who,
despite arriving at roughly the same conclusions, they do so by a drastically
different reasoning. Therefore, when one of the experts makes a mistake, the
others will not incur in the same reasoning error and will compensate for their
colleague’s failure, with the expectation that enough experts will be correct
and thus the right choice will be made in the end. This expectation has been
empirically demonstrated, with several studies achieving promising results in
which ensemble models outperform their base components [3, 11, 4, 31].

Ensemble models have permeated in many fields of computer science, being
eagerly adopted by the pattern recognition, machine learning, and data mining
communities, among others. This widespread acceptance has led to these meth-

6
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Figure 2.1: General structure of an ensemble classifier

ods being known by different names around the world. The terms "classifier
committees", "multiple classifier systems" and "meta-learners" are synonymous
with ensemble classifiers. Figure 2.1 shows a representation of what an ensem-
ble classifier looks like in general: an architecture in which a top-level function
aggregates the outputs of several base classifiers who act on the same sample,
generating a final class label for the sample in question. In summary, ensemble
classifiers represent the composition of a final solution from smaller building
blocks.

There exist several possible ways to combine classifiers to make an ensemble
model, with two broad base strategies acknowledged in the literature: classifier
fusion and classifier selection [2]. Fusing classifiers refers to aggregating the
outputs of a large number amount of learners (usually in the hundreds), even
if the base classifiers by themselves are very weak models. In this paradigm,
every single classifier is supposed to know the whole of the feature space so
that the consensus reached by the ensemble comes from every expert having
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knowledge of the situation. Conversely, in classifier selection every member is
highly specialized and the number of members composing the ensemble tends
to me much lower, typically fewer than a dozen. The selection strategy aims to
decide which expert is the most competent at diagnosing the problem at hand
every time a sample is presented. Therefore, the characteristics of the sample
are evaluated and an expert is selected to make the decision on behalf of the
ensemble. The choice of strategy depends mostly on the characteristics of the
problem.

Employing multiple models to make a decision that a single, robust model
could make as well seems counter-intuitive at first. One could ask themselves:
"Why waste resources training several models and polling them when doing so
with only the strongest of them should suffice?". However, there are several
reasons why it actually makes sense to employ ensemble models over individual
classifiers [3, 4]. First, since no model is perfect, even the strongest of them can
(and will) make mistakes. Each classifier has varying generalization power, and
while many of the classifiers in the pool may arrive at the same conclusion, they
will do so by different means. This means that considering all of the outputs and
taking the consensus is safer than trusting a single classifier. Second, employing
multiple models can improve performance for computational reasons: for exam-
ple, a resampling-based ensemble can help alleviate the issues commonly caused
by a small training dataset; similarly, a huge dataset can be partitioned and
distributed to several models so that each one learns a portion of the solution
space and focuses its efforts there. And finally, using multiple classifiers allows
for increasingly complex classification boundaries to be approximated, whereas
most single classifiers would be unable to do so on their own.

Although proposals for combining multiple classifier models have existed since
many decades ago, the field of ensemble classifiers started to gain popularity un-
til the 1990s with theoretical and empirical studies that put the spotlight on the
potential of multiple classifier systems [32]. In particular, Hansen and Salamon
[33] empirically demonstrated that the average of the predictions made by mul-
tiple neural networks outperformed the best single network; in the theoretical
front, Schapire [34] proved that weak classifiers, which are easy to generate, can
actually be combined to obtain a much more robust model than would result
from spending time and effort trying to generate a single strong classifier.

The excellent performance of ensemble methods has resulted in their suc-
cessful application to several practical real-world tasks. A recent bibliometric
study [2] found that research interest in ensemble models increased dramatically
starting in the late nineties, and peaking in 2009. Since then, the amount of pub-
lications on ensembles has diminished slightly but held steady, demonstrating a
continued relevance of these methods in the field of pattern classification.
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Among the many fields in which ensemble models have been applied, computer
vision related tasks stand out. Viola and Jones [35] developed a system for fast
object detection based on a variant of AdaBoost with an application for face
detection. Similarly, Su et al. [36] proposed a facial recognition system based
on a hierarchical ensemble of classifiers that specialized in either global or local
features of the face which are then combined. Avidan [37] employed an AdaBoost
ensemble to approach the tracking problem in computer vision, in which pixels
are classified as belonging to either the background or the tracked object. In
another computer vision task, Gray and Tao [38] achieved viewpoint invariant
pedestrian recognition, an important and difficult focus of computer vision, by
means of a boosting ensemble.

While computer vision has traditionally been an area of strength for ensem-
ble models, other applications have been equally successful. Network intrusion
detection was tackled by Giacinto, Roli and Didaci [39] by way of an ensemble
classifier using the decision fusion approach, achieving an effective intruder de-
tector. Possibly the highest-profile application of ensemble classifiers, at least in
terms of media coverage and recognition, has been automated recommendation
systems. The famous Netflix contest, which awarded one million dollars to the
team that developed a model that improved upon Netflix’s own recommenda-
tion algorithm, was handily won by an ensemble classifier approach [17]. Some
lesser known tasks in pattern recognition have benefitted from ensemble models;
for example, Aggarwal and Sathe [13] reviewed the usage of ensemble models
for detecting outliers in data sets. Financial forecasting has also seen effective
ensemble classifiers in the spotlight: Kim and Kang optimized an ensemble clas-
sifier by using a genetic algorithm and applied it to bakruptcy prediction [16];
similarly, Yu, Lai and Wang applied an ensemble model to foreign exchange
rate forecasting [40]. Multiple classifier systems have also been applied to mal-
ware detection [41], medical decision support systems [42, 43], as well as in
handwriting recognition [14] and weather forecasting [44].

Even though ensemble classifiers promise a likely increase in classification ac-
curacy, they have an important drawback that must be taken into account when
designing one. Their enhanced generalization ability comes at a hefty price: the
computational cost and complexity of the resulting model is, naturally, much
higher than that of an individual classifier. Critics have warned the research
community to not fall into a cycle of churning out increasingly complex models
just for the sake of combining models [5]. Therefore, care must be taken to
minimize the overhead computational costs inherent to training and combining
several classifiers at the same time. Any improvement in classification accuracy
should be great enough to justify using a much more complex model.

Since the inception of ensemble models, several different strategies have emerged.
Each strategy emphasizes some aspect of the construction of the model - be it
the diversity among the classifiers, the way they are combined, or the amount
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of base classifiers, to name a few [45]. The field of ensemble classifiers is so vast
that a need has arisen to fit both proven and novel methods into a common
taxonomy that can describe the key aspects of each model. The following sec-
tion explains the taxonomy of ensemble models according to one of the most
respected surveys in the field [46].

2.1.2 Taxonomy
Looking at the structure of a general, abstract ensemble classifier model, such
as the one in Figure 2.1, it becomes evident that the algorithm designer needs
to decide on the specifics of the following components in order to create an
ensemble model [2]. From bottom to top:

• Data: The training data may be manipulated so that each base classifier
trains using a specific subset, or it may be kept consistent for all members
of the ensemble.

• Features: All of the classifiers may be made to work with the complete
feature set, or they may be assigned a specific subset of features so that
each classifier becomes an expert of a portion of the feature space.

• Classifiers: The designer may choose to employ multiple instances of a
single model trained with different training samples or feature subsets (ho-
mogeneous ensemble), or engineer diversity by employing several different
classifiers as ensemble members (heterogeneous ensemble). Furthermore,
the designer needs to specify the number of classifiers in the ensemble.

• Combiner: The cornerstone of any ensemble classifier model. How will
the outputs of the base classifiers be combined?

Once a large number of models emerged, researchers in the field of ensemble
classifiers have long aimed to describe their models in terms of these aspects.
Several surveys [47, 48, 49, 5] have attempted to categorize ensemble methods
into well-defined niches. However, Rokach’s 2009 survey and taxonomy [46]
remains the most renowned and complete categorization of ensemble methods
to date. Rokach proposes a five-dimensional taxonomy which encompasses a
wide gamut of relevant models.

This taxonomy states that to characterize an ensemble classifier model, the
nature of each of the building blocks must be analyzed at the following levels:

1. Combiner level: Defines whether a specific combiner is mandated for a
certain model, or if it can work with any kind of combiner. Combiners
can be (a) Non-trainable, in which a certain rule is followed as in voting
algorithms; (b) Trainable, in which the combiner learns to produce a de-
sired output from the inputs given to it by the base classifier; or (c) a
Meta-Classifier also known as Stacking, in which the combiner is another
trainable base classifier rather than a specific rule.
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2. Classifier dependency: Determines whether every ensemble member
can be trained independently or if they depend on each other. An example
of the former is Bagging, where each instance can be trained independently
with its assigned sub-sample of the training set; an example of the latter
is Boosting, where the training set of a new ensemble member depends on
the performance of the ensemble up to that point in time.

3. Diversity: Dictates the way in which the base classifiers are made diverse.
Diversity in the members of an ensemble has been shown to improve the
accuracy of the ensemble by making its members commit non-simultaneous
mistakes and therefore covering for one another [47]. Diversity can be
induced in several ways. The most straightforward method is to simply
use a diverse set of base classifiers stemming from different conceptual
bases; this results in ensemble members with wildly distinct biases who
will err for differing reasons. Homogeneous ensembles can be made diverse
in even more ways: by using different partitions of the training patterns,
training each classifier with a different feature subspace, initializing each
instance with different parameters, inducing noise in the training data,
among others.

4. Size: Controls whether the ensemble is to be of a fixed size or if it will
be allowed to grow and shrink depending on the situation by adding or
removing classifiers. Some strategies call for the user to determine the
ensemble size beforehand, while others allow for the selection of the mem-
bers from a pool of candidate classifiers. Other methods go even further,
overproducing base classifiers at runtime and then selecting the best ones.

5. Universality: Describes whether the ensemble method is explicitly de-
signed for a specific classifier (for example, Random Forests exclusively
use random trees), or if the model can work with any classifier.

An alternative classification scheme distinguishes between classifier fusion
and classifier selection [50, 51, 52, 53]. The former refers to the practice of
employing a large number of weak classifiers who have knowledge of the entirety
of the problem. The goal of classifier fusion is to aggregate the knowledge of
all the classifiers into a single decision. In contrast, classifier selection strategies
deal with a small number of very strong and specialized classifiers. In this
scenario, the combiner performs the role of deciding which classifier is to be
trusted with making the call. There exist strategies that lie between selection
and fusion, and even methods that blend both [54].

No matter how the parameters of an ensemble classifier are determined, the
cornerstone of the model is the combination operator. An ensemble model would
not be such if it lacked a way to aggregate the decisions of its members. To
that effect, the following section is dedicated to explaining the most common
combination methods in the literature.
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2.1.3 Combination Methods
There is no doubt that ensemble methods exist to aggregate the predictions

of their basic components. Over the years, diverse combination strategies have
emerged and some of them have become staples of the field. Selecting an ap-
propriate combination strategy is a prerequisite for achieving accurate general-
ization with an ensemble classifier.

To understand combination, it is necessary to define what is being combined.
A classifier can express its predictions in several different ways. Given an en-
semble classifier working on the instance x of a problem with m classes, each
classifier Ci will output anm-dimensional vector ci = (C1

i (x), C2
i (x), ..., Cmi (x)).

Each Cji (x) represents the output of the classifier Ci for the j-th class using x
as an input. Typically, these Cji (x) can take on three kinds of values [10]:

• Hard labels: Also called crisp labels or binary labels. They are the most
commonly used kind of output. The classifier bluntly states the class that
it thinks the classified pattern belongs to, assigning a value of 1 to the
predicted class and a value of 0 otherwise.

• Ranked labels: An extension of hard labels in which the the output
of each classifier is a vector yi ∈ 1, ...,mm in which the class labels are
presented in order of plausibility.

• Soft labels: Also called continuous labels or class support. This kind of
label represents the support that each classifier gives for the idea that the
pattern comes from each class. That is, the value of each component in the
vector represents the likelihood that the pattern belongs to the respective
class according to the classifier, represented as a decimal value between 0
and 1.

Once the types of labels have been established, an overview of the most widely
used combination strategies can be presented.

Majority Vote

Majority voting is perhaps the simplest and most popular of the combination
strategies. Nevertheless, it can be powerful if used correctly; in addition, major-
ity voting has the advantage of being a highly interpretable and understandable
combination scheme [55].

As the name indicates, majority voting is based on a majority of the base
classifiers agreeing on a decision. The outputs of the base classifiers are tallied
and the class receiving the most votes wins; ties are broken arbitrarily. Figure
2.2 shows the structure of the majority vote combiner and an example for five
base classifiers voting on a problem with two classes. For an ensemble with L
classifiers tackling a binary classification problem, if at least L2 +1 members vote
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Figure 2.2: The Majority Vote combiner

for the right class, the prediction will be correct. The formula for the majority
vote combination scheme is straightforward:

y(x) =

m∨
j=1

L∑
i=1

cji (x)

Theoretical studies show that for statistically independent classifiers, the more
the ensemble grows, the more its accuracy increases as long as the base classifiers
have a performance above 50% [55]. However, this assumption of independence
is usually void in practice, since the base classifiers are often trained on the
same data and therefore they are correlated. This means that while the general
principle of increased classification performance by majority voting may hold,
there is no guarantee that the performance will converge to 100% as the number
of voters increases [32].

There exists a variation of the Majority Vote combiner for problems with more
than two classes. In this case, if no class garners an absolute majority of votes, no
winner is declared and instead a rejection option is issued; that is, the ensemble
refuses to predict the class of the instance due to a lack of consensus among the
base classifiers. Figure 2.3 shows an example of this situation happening for an
ensemble with 5 base classifiers and 3 classes: since no class obtained 5

2 + 1 = 3
votes, the ensemble in this case refuses to make a prediction.
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Figure 2.3: The Majority Vote combiner for multi-class problems

However, if this rejection option is not implemented, the result is yet another
variation of the Majority Vote combiner, sometimes called Plurality Vote [2].
In this form of voting, even if a class fails to win an absolute majority of the
votes, the class with the most votes is determined as the winner. Figure 2.4
shows an example of this scheme in action, where the same distribution of votes
as in Figure 2.3 resulted in a tie between classes 2 and 3, with the tie broken
arbitrarily in favor of Class 2.

Weighted Majority Vote

Simple and intuitive as it is, simple majority voting sometimes does not per-
form as well as expected. If an ensemble is composed of classifiers with a high
variance in accuracy, then it seems intuitive to empower the strongest classi-
fiers to hold more weight in the final decision, with the weakest members acting
as support [56]. Weighted Majority Voting assigns a specific weight to each
member of the ensemble, usually proportional to its individual classification ac-
curacy. This enables the strongest members of the ensemble to carry the bulk
of the responsibility in accurately predicting new instances [2]. The output of a
weighted majority voting ensemble is given by the formula:

y(x) =
m∨
j=1

L∑
i=1

wic
j
i (x)
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Figure 2.4: The Plurality Vote combiner

where wi is the weight of the classifier ci. Usually these weights are normalized
as a value between 0 and 1 for consistency.

Figure 2.5 retakes the example of the 5-member classifier with three classes.
This time, however, the classifiers are assigned different weights. The result is
that, while a simple majority vote would have resulted in a tie between classes
2 and 3, the addition of weights makes the stronger classifiers who predicted
Class 3 have a more compelling argument over their peers. As a result, the final
prediction is Class 3.

Weighted voting can surpass both simple majority voting and the best in-
dividual classifier in the ensemble. This depends greatly on the choice of the
weights. Assuming independence of the outputs of the classifiers, the weights
should ideally be proportional to the individual classification accuracy on the
training set [32]:

wi ∝ log
pi

1− pi
where pi is the classification accuracy of the classifier ci on the training set. How-
ever, the assumption of independence of the outputs does not hold in practice
and therefore, no increase in accuracy is guaranteed by switching to weighted
majority voting [2].
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Figure 2.5: Example of Weighted Majority Vote

To alleviate the problem of manually tuning the weights, several attempts
have been made to devise heuristics to automatically adjust them so as to achieve
a better classification performance. Such methods will be reviewed in Section
2.2, which deals with Evolutionary Algorithms applied to ensemble methods.

Behavior Knowledge Space

Behavior Knowledge Space (BKS) is a multinomial combination method pro-
posed by Huang and Suen [57]. In this method, the posterior probabilities for all
combinations of votes are estimated, with the highest probability determining
the final class label. That is, the problem is reduced to the estimation of an
L-dimensional random variable, expressing every combination of votes as possi-
ble values of said random variable. Thus, the predictions of the base classifiers
for all training instances, along with their true class labels, can be arranged in
a reference table or array. In the BKS table the base predictions function as
an index with which to look up the true labels; in other words, when a new
instance is presented to the ensemble and a certain set of predictions is issued
by the base classifiers, BKS looks up the true labels of the training instances
which caused said set of predictions. The most frequent true class label is then
regarded as the most probable class label of the new instance. Ties are broken
arbitrarily and empty cells (i.e. predictions that never occurred) can be labeled
at random or decided by majority vote.
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Figure 2.6: Example of BKS combination

Figure 2.6 shows an example of BKS combination for a problem with L = 3
classifiers, m = 2 classes, and 10 training instances. In the table shown, the
cells highlighted in red indicate the matches for the base classifier predictions
(2,1,1). The most prevalent class for the highlighted combination is Class 2,
which is output as the final answer despite Class 1 receiving two out of three
votes.

BKS can only perform adequately when a large enough sample size is used.
A representative training set is needed for the BKS table to cover most or all of
the possible vote combinations. A small sample would result in several empty
cells, which would reduce BKS to many instances of random guesses or simple
majority vote. Overfitting is a major risk when using BKS to combine classifier
outputs. In addition, the more classes in the problem and base classifiers in the
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ensemble, the potential for missing cells in BKS grows exponentially since there
exist mL possible output combinations [2].

Combining Soft Labels

For classifiers that output soft or continuous labels, numerical combination
methods are employed to combine the individual decisions. The most common
soft label combination schemes are [50]:

• Average: For each class, the probability output of each base classifier is
averaged, and the highest mean probability is taken as the chosen class.
Weighted averages can also be used, similarly to its hard label counterpart.
The average combiner is the most straightforward method, as it states the
general consensus of the classifiers.

• Median: For each class, the highest median probability is taken as the
final answer.

• Trimmed mean: In this scheme, a parameter K ∈ (0, 100) is chosen.
The class probability outputs are sorted for each class. Then, the K

2 %
most pessimistic and most optimistic estimates are dropped. Once these
estimates have been eliminated, the remaining ones are averaged and the
highest mean is taken as the class label.

• Product: The class probability estimates are multiplied, with the highest
product taken as the class label.

• Minimum: The highest minimum probability is chosen. This disregards
the consensus opinion, and is considered a very conservative prediction.

• Maximum: The highest maximum probability is chosen. This is consid-
ered a highly risky prediction, as it takes the opinion of the absolute most
optimistic member.

2.1.4 Ensemble Methods
Over the years, certain ensemble classifier methods have stood out because

of their performance, solid theoretical foundation, and prolific application in
real-world problems. The following section provides an overview of five of the
most widely recognized ensemble methods in the literature.

Bagging

Bagging was introduced by Breiman in 1996 [18]. The term bagging is short
for Bootstrap Aggregating. Bagging takes its name from the way it generates
diversity in the ensemble: in short, it consists of a homogeneous classifier made
of classifiers trained on bootstrap samples of the training data, which are then
combined by plurality vote. Bagging is perhaps the most well-known ensemble
method, giving birth to numerous implementations, variations, surveys, and
theoretical studies[58, 59, 8, 60].
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If an infinite training set was available, the fairest way to train the ensemble
would be to to sample repeatedly from the distribution to achieve large, repre-
sentative non-overlapping samples. This would result in the base classifiers being
as independent as possible, thereby decreasing the error rate dramatically when
combine. This is due to majority vote being theoretically guaranteed to improve
upon the individual performance of independent and similarly performing clas-
sifiers [61]. However, since only a finite set is available, this kind of sampling
can only be approximated. Bagging works by employing bootstrap sampling
to train multiple instances of the same base classifier; that is, if the training
set contains p samples, each instance of the base classifier will be assigned a
training set obtained by sampling k instances with replacement. Sampling with
replacement means that some instances from the whole training set will appear
more than once, while some of them will be completely absent in the bootstrap
sample. More precisely, each base classifier will have on average 63.2% of the
original training instances [18].

For Bagging to work properly, the base classifier chosen should be unstable;
that is, very sensitive to perturbations in the training data. The reason for this is
that if the base classifier were very stable, training it with slightly different data
sets would have little impact on the final outcome, resulting in a less diverse
classifier which would amount to little more of a series of clones of the same
classifier. Having a diverse ensemble makes it more likely that performance
increases. Unstable classifiers such as decision trees and neural networks are
good choices for a bagging ensemble; stable algorithms such as the k -nearest
neighbor classifier are poor choices for this ensemble method.

Bagging ensembles need not be too massive in size. Empirical studies have
shown that between 25 and 50 instances of the base classifier are enough to
achieve a good performance [18], since the ensemble error converges as the en-
semble size increases [32].

Another advantage of Bagging is that it can be implemented in parallel; that
is, since the classifiers can be trained and operated independently, groups of
classifiers can be worked on in different processors. This is useful for datasets
with a large amount of instances or features, or relatively slow base learners
such as neural networks.

Boosting

Another extremely well-known ensemble method, famous for its robustness, ver-
satility and good performance, is known as Boosting. In particular, Freund and
Schapire’s AdaBoost (from "Adaptive Boosting") [62] has emerged as one of the
staple classifiers in the world of ensembles, inspiring a number of adaptations
and variations [63].
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The general idea of boosting is to start with a weak learner and incrementally
add new, improved learners which emphasize learning from the mistakes of their
predecessors. In the end, the predictions of all the classifiers are combined. The
goal of this procedure is to achieve a strong learner starting from a very weak
one. The choice of how to make new classifiers "learn from their predecessor’s
mistakes" and how to combine the prediction is what differentiates boosting
variants.

As mentioned above, the most famous and used variant is called AdaBoost.
This method has been implemented with two different ways to boost learning:
resampling and reweighting. For resampling, the first classifier in the ensemble
takes its training set using the uniform distribution. The performance of the
first classifier is evaluated, and the misclassified instances are given an increased
likelihood of being included in the second classifier’s training set, and so on. The
reweighting implementation instead assigns weights to the instances to calculate
a weighted error measure; however, the whole of the original training set is
used for all of the classifiers. Reweighting, unlike resampling, is a deterministic
method. The original AdaBoost implementation is geared towards two-class
problems. Extensions have been developed for multi-class problems [64].

Boosting differentiates itself from Bagging in that its implementation is se-
rial rather than parallel. Each classifier in the boosted ensemble is dependent
on the errors its predecessor makes in order to determine its training set. In
contrast with bagging, in which diversity is introduced by random, blind re-
sampling, boosting induces diversity by purposely biasing the training set of its
base classifier towards correctly classifying the instances that previous classifiers
missed.

Several theoretical studies have attempted to explain the reason for Ad-
aBoost’s excellent performance and resistance to overfitting. Studies on the
bounds of the training error [62] showed that by adding more and more clas-
sifiers with an individual error better than a random guess, the training error
of the ensemble approaches zero. Despite this, AdaBoost has shown to keep
reducing the testing error, even after the training error reaches zero and other
methods would have overfitted the model at that point. Other explanations
point to the fact that AdaBoost’s reweighting procedures favor the creation of
larger classification margins, and thus more confident classifiers.

Despite the very strong performance of AdaBoost and its variants, the boost-
ing family of ensemble methods are considered to have some drawbacks. Mainly,
their tendency to emphasize difficult to classify samples sometimes results in the
algorithm focusing heavily on outliers and noise. Especially for stable classifiers,
in which small alterations to the training set do not drastically affect the out-
come, AdaBoost may repeatedly assign the same troublesome instances to the
training set, hurting performance.
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Stacking

Stacking, or stacked generalization, is a methodology to obtain a trainable com-
biner in an heterogeneous ensemble. First introduced by Wolpert [19], Stacking
refers to the practice of training a classifier to predict the true label of an in-
stance based on the outputs of other classifiers presented with it. That is, an
ensemble of first-level classifiers feed a second-level classifier, or meta-learner,
who in turn makes the final prediction. Stacking classifiers often performs better
than selecting the single best classifier [65].

To achieve this, the base classifiers need to be trained on the original data
set. Then, based on the outputs of the first-level classifiers for the training
set, a second training set is generated. This secondary training set takes the
predicted labels of the first-level classifiers as features and the true class label of
the corresponding instance as its class label. The meta-learner is then trained
on this secondary dataset, learning to predict labels based on the behavior of
its peers one level below.

Typically, Stacking ensembles are applied to heterogeneous ensembles. That
is, they work better for ensembles in which diversity is induced by using dif-
ferent learning models as base classifiers. However, the task of deciding which
classifiers will act as first-level members and which model will be the combiner is
frequently done by hand, which is a time-consuming process with no clear guid-
ance as to which of the candidates is the best choice. Some attempts have been
made to automatically optimize Stacking ensembles by applying metaheuris-
tic algorithms in order to decide which classifiers participate in the ensemble
[66, 67, 68]. The choice of features for each classifier is also a crucial question to
answer, as certain classifiers work poorly with specific kinds of data. A feature-
level partition can be applied to Stacking in order to take advantage of each
classifier’s individual strengths. Stacking can also work with continuous labels
representing class probability to take into account the confidence level of each
classifier in addition to its prediction.

Random Forest

The Random Forest ensemble method was proposed by Breiman in 2001 [69].
This method can be seen as a particular case of bagging in which the base
classifier is a random tree.

In contrast to bagging with deterministic decision trees, Random Forest gains
an advantage by introducing an extra source of diversity at the feature level. In
addition to resampling the training data, Random Forest constructs the trees
using only a random subset of features for each one. While deterministic trees
choose the best feature at which to split the node out of the whole of the feature
space, random trees first sample a subset of features and then select the best
split location out of said subset. A parameter M controls the size of the feature
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subset; when M = 1, the scheme is equivalent to selecting a single random
feature to split the node. Breiman suggested to use a value of M = log2n + 1,
where n is the number of features [69], and to grow unpruned trees. This
results in randomized feature selection at each node, which is incorporated into
the bagging scheme to give it more diversity.

The Random Forest method has gained a significant amount of popularity
in the scientific community [70], with several successful applications. It has
also exhibited statistically significant improvements over the performance of
standard bagging and other classifier ensemble methods [71].

Random Subspace

When dealing with a massive amount of features, the performance of a single
classifier may degrade due to the influence of irrelevant or redundant features,
and sometimes due to the sheer complexity of the problem [72]. This situation
can be solving by dividing the feature space among several classifiers. This
approach has been called the Random Subspace method, originally proposed by
Ho in 1998 [73] .

Random Subspace uses a fairly straightforward methodology: diversity is
induced by training (and operating) each classifier with a different subset of
features. The feature subsets are usually sampled without replacement, so that
the result is non-overlapping feature sets. This turns each member of the en-
semble into an expert of a certain piece of the solution space. The combination
of these experts typically leads to an improvement in performance.

The Random Subspace method is very flexible, as it can be implemented
alongside practically any other ensemble method. Since it operates at the feature
level, it can easily be integrated into a data-level method, such as Bagging
[74]. The addition of a feature-level diversity inducing measure has exhibited
improved results compared to using all features in the base ensemble method.

2.2 Ensembles and Evolutionary Algorithms
Over the years, the process of creating an ensemble classifier has been ap-

proached using various techniques. Traditionally the design of an ensemble was
done by hand, using a predetermined set of classifiers, features, and combina-
tion schemes which were then fine-tuned by a process of trial and error. More
recently, this process has been automated by the use of evolutionary algorithms.
This kind of methods treat combinations of parameters of an ensemble classi-
fier as candidates in a solution space comprised by every possible configuration.
The goal of an evolutionary algorithm applied to ensemble classifier design is to
optimize or generate an efficient and accurate ensemble with the least overhead
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possible. The latter point is enormously important; ensemble classifiers are al-
ready much more complex models compared to their underlying components,
and the addition of an iterative optimization procedure can only add to their
complexity. The gain in performance should justify the increase in computa-
tional cost induced by the evolutionary algorithm.

One of the foremost applications of evolutionary computation in the field
of ensemble classifiers has been applying Genetic Algorithms for dynamically
assigning weights to the majority vote combiner. Lam & Suen [61] dynamically
weighted an heterogeneous ensemble for handwritten digit recognition. Wang
& Wang [75] used a GA to obtain weights for the training examples for each of
the base classifiers in ensembles for facial recognition.

Aside from classifier and instance weighting, features have also been dynam-
ically adjusted using Genetic Algorithms. Minael-Bigdoli et al. [76] created an
heterogeneous ensemble with GA-optimized feature vectors for predicting stu-
dent performance in a web application. Similarly, Nguyen et al. [77] employed
a genetic method to perform Feature Selection at the meta-classifier step in a
Stacking ensemble, thus deciding which classifiers reach the second level of the
ensemble.

Another topic with a rich application of evolutionary methods is classifier
selection: Garcia-Pedrajas et al. [78] performed cooperative co-evolution of
neural network ensembles by identifying groups of networks who performed well
together to form increasingly more accurate ensembles using a multi-objective
algorithm; the system evaluated the fitness of both the networks and the ensem-
bles. Kim & Oh [28] used a hybrid GA with local search capabilities to select
the best classifiers from a pool of candidates to build an ensemble. Similarly,
Kim & Kang [16] tackled the same coverage optimization problem by select-
ing classifiers from a pool using a GA and applied the resulting ensemble to
bankruptcy forecasting, obtaining satisfactory results. Ordoñez et al. [21] dy-
namically generated ensemble classifiers by performing a genetic search across a
solution space in which a pool of candidate classifiers and the choice of majority
vote or stacking were encoded into a single binary chromosome. Shunmugapriya
& Kanmani [68] optimized the configuration of a Stacking-based ensemble by
using the Artificial Bee Colony algorithm; that is, the configuration was evolved
by altering the base classifier configuration and the choice of meta-classifier.
Another example of Ant Colony Optimization applied to ensembles was the
work of Chen et al.[67], where they optimized the configuration of a Stacking
ensemble for a cost-sensitive real-world data mining problem. Similarly to the
Ant Colony algorithm, other meta-heuristic methods have been analyzed for
the Stacking problem. Gupta & Thakkar [66] examined the Ant Colony, Parti-
cle Swarm Optimization, and GA approaches for evolving a Stacking ensemble
model. Their findings suggested that the Stacking paradigm is ripe for applying
other meta-heuristic methods such as the Firefly algorithm.
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Aside from evolving the selection of base classifiers from a pool of candidates,
evolutionary algorithms can also partake in classifier generation; that is, dy-
namically evolving the base classifiers used in the ensemble model. Cantu-Paz
& Kamath [79] tested a genetic algorithm and a (1+1) evolution strategy for
generating oblique decision trees, which are then used as base classifiers in an en-
semble. Oliveira et al. [80] used the overproduce and select approach to generate
feature-selected ensembles of Multilayer Perceptrons. The evolution was done
using a Multi-Objective Genetic Algorithm, chosen for its ability to evaluate the
fitness of a candidate solution based on both its accuracy and diversity. The
resulting ensemble was applied to handwritten digit recognition. Chandra &
Yao [81] likewise applied multi-objective evolutionary optimization to generate
classifiers with enforced diversity at multiple levels: the training data, combi-
nation scheme, and choice of classifiers were all evolved with forced diversity in
mind. Decision trees created using Genetic Programming seem to be a popular
choice for dynamically-generated base classifiers. Folino et al. [82] used Genetic
Programming to generate classification tree ensembles, which were then trained
on small pieces of massive training sets. The resulting ensembles were applied
to distributed data problems. On a similar note, Zhang & Bhattacharyya [83]
evolved classification trees using Genetic Programming; these classifiers outper-
formed deterministic decision tree ensembles for large-scale classification on an
U.S. Air Force communications dataset. Similarly, Bhowan et al. [84] focused
on unbalanced datasets with an ensemble classifier composed of GP-evolved
decision trees.

The Random Subspace method is a popular choice for evolutionary algorithm
application due to its easily optimizable nature. Yu & Cho [85] evolved a pop-
ulation of feature subsets by following the procedure of a GA wrapper feature
selection method for an SVM classifier. However, their goal was not achieving
one single superior feature subset, rather, they wanted to arrive at the midpoint
between a population with high variance but low accuracy and one with low
variance but high accuracy. Once the population evolved to that point, they
sampled the population for diverse yet accurate feature subsets and used them
to create a Random Subspace ensemble classifier. Rokach [86] used a GA to
evolve mutually exclusive feature subsets with which to train an ensemble clas-
sifier composed of Oblivious Decision Trees. Jackowski & Wozniak [29] used a
GA to select both the base classifiers from a pool as well as the subspace they
would work in, producing a hybrid Random Subspace-Coverage Optimization
system.

The work of Acosta-Mendoza et al. [30] consists of a superficially similar
model to the one proposed in this thesis. However, the focus in their system
is on class probability outputs rather than hard class labels for heterogeneous
ensembles. Genetic Programming is then used to evolve the combination rules,
which consist of the four basic arithmetic operations plus the square root, the
power of two, and the base 10 logarithm. As a caveat, they rather confusingly
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used Random Forest among their reported base classifiers, which is an ensemble
method in itself. They compared their model against an average voting combiner
for soft labels, which they outperformed.



Chapter 3

Materials and Methods

The following chapter provides an overview of the algorithms and models used to
build the proposed ensemble method. First an explanation of Genetic Program-
ming, the cornerstone of the proposed ensemble evolution method, is offered.
Then, the software framework in which the proposed model was implemented,
the Evolutionary Computation Framework (ECF), is briefly described. Finally,
a description of each of the base classifiers used in this proposal is given to bet-
ter understand how they perform their predictions and complement each other
in the ensemble.

3.1 Genetic Programming

3.1.1 Introduction
Evolutionary Algorithms deal with a stochastic search of the solution space

for a specific problem. This search is performed by means inspired by biological
reproduction and evolution. A population of candidate solutions, also called in-
dividuals, is generated. The fitness of each individual (i.e. how well a candidate
solution solves the problem) is assessed. Then, by means of several operators
designed to emulate the biological processes of mutation, reproduction, and nat-
ural selection, the fittest individuals produce offspring which represent move-
ment through the solution space. It is by moving across the solution space by
means of combining information from good candidate solutions that the globally
optimal solution is approximated. Genetic Algorithms (GA) [87], which encode
solutions as a numeric vector, are perhaps the most widely-known and employed
evolutionary algorithm.

Genetic Programming (GP) is an evolutionary algorithm that is closely re-
lated to Genetic Algorithms [88]. That is, they are both concerned with the
evolution of a genotype; however, while for GAs the genotype is a numeric
vector, GP employs a tree representation. This kind of structure lends itself

26
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to encoding executable programs composed of functions and arguments, hence
the name of Genetic Programming. Koza first proposed Genetic Programming
to evolve computer programs [89]. In this original formulation, each tree rep-
resented a set of instructions and inputs that were intended to solve a specific
problem. Each individual was then executed and had its performance measured.
The performance of the individuals was then assessed in the form of a fitness
function in order to determine which trees best solve the problem. Those indi-
viduals with the highest fitness values have a higher probability of passing on
their characteristics to the next generation. Figure 3.1 shows the process that
GP undertakes to solve a specific problem.

The description of the fundamentals of Genetic Programming in the following
subsections draws heavily upon Koza’s original formulation [89].

The tree genotype usually is defined in terms of a domain-specific grammar
composed of terminals and functions. Terminal nodes represent the variables in
the problem, which are then operated on by functions. The result of a function
is calculated by taking its children as inputs and then propagated upwards to the
parent node. This propagation occurs until the root node is resolved, yielding
the final answer. The domain grammar should be carefully constructed so as
to be able to codify any possible solution to the problem using the specified
functions and terminals.

Figure 3.2 shows an example of a tree genotype encoding the arithmetic func-
tion c+a∗b−b. In this case, the variables a, b, c serve as terminals or leaf nodes,
and the arithmetic functions +, ∗,− are intermediate nodes. The grammar of
this problem describes all arithmetic functions that can be assembled with those
three variables and two operators.

For a Genetic Programming application to work, several components need to
be defined beforehand: the grammar of the tree genotype, the initial conditions
of the population, the fitness function to be used, and the choice of operators
for the evolution. The subsections below will describe the components needed
for the application of Genetic Programming to a problem.

3.1.2 The Tree Genotype
Using trees to encode candidate solutions is GP’s most distinguishing feature.

Compared to a numeric vector representation, in which all individuals share the
same size, a population of trees will be composed of individuals of varying
shapes and sizes. During crossover and mutation entire subtrees are exchanged,
resulting in drastic alterations to the depth, number of nodes, and shape of the
trees. This allows GP to substantially increase the ways in which it can solve
a problem: depending on the allowed maximum depth of the trees, candidate
solutions can be made as simple or as complex as the user desires.
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Figure 3.1: The evolution process in Genetic Programming
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Figure 3.2: Example of a GP individual encoding an arithmetic function

GP trees represent candidate solutions to a problem by taking their building
blocks from two fundamental sets. The terminal set defines which basic variables
are to be taken as possible inputs. The variables can represent indexes, real
numbers, instructions, labels, among others. These inputs are represented as
leaf nodes in the tree structure. The function set contains all of the possible
operators that can act on the elements of the terminal set. Each function takes
a set number of operands and thus has the same number of children nodes as
its arity when included in a tree. Depending on the nature of the problem, the
function set may take boolean logic functions, arithmetic operations, control
statements, among other kinds of operators.

Mixed data types such as integers, binary numbers, and categorical labels
can be freely used in the terminal set, as long as the appropriate restrictions
are implemented so that only valid trees (i.e. trees with semantically correct
functions) are constructed. Random constants can be inserted into the terminal
set as well. For instance, a tree implementing the division operator needs to
ensure that its second operand is not zero. Practically any problem can be
solved by GP, given that the possible solutions can be expressed in terms of
functions and terminals. Thus, the search space will consist of all possible trees
that can be generated from the terminal and function sets.

The tree genotype offers many advantages in terms of the kind of solutions
that can be generated. Solutions can be tailor-made according to the complex-
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ity desired: if speed is preferred over power, the population can be restricted to
a very shallow depth so that the results of the evolution are small trees which
are fast to operate; in contrast, the depth restrictions could be lifted in order
to evolve more complex structures that have the potential to model the phe-
nomenon more accurately at the expense of needing more processing power.
Tree structures are also well-studied and optimized. Construction, storage, and
operation of tree structures is made easy by efficient algorithms. The solutions
generated by GP are highly interpretable and intuitive to follow for a human
observer, since the decision process can be traced from the leaf nodes to the
root of the tree.

3.1.3 Initialization
As defined by Koza [89], every GP run starts with the generation of an initial

population. Given a set of parameters which restrict the maximum depth of
the trees, the termination conditions of the run, and the number of individuals
n in the population, an initial set of n individuals is randomly generated. This
initial population will form the basis for the subsequent generations.

To construct a single tree, the following process is executed. Given a terminal
set T , a function set F , and a maximum depth d:

1. A random element from the function set F is selected as the root node.

2. Generate as many child nodes for the current node as the arity of the
function.

3. Visit every child node and for each do the following:

(a) If the maximum depth value d has been reached, select a random
terminal from T

(b) Otherwise, take a random element from T ∪ F
(c) If the result is a terminal, the node becomes a leaf and the focus

returns to its parent

(d) If the result is a function, recursively apply Step 3 of the algorithm
on it

4. Once all child nodes have been expanded, return the focus to the parent
node. If the current node is the root, return the finished tree.

This process is repeated n times in order to generate the initial population of
candidate solutions. It is important to note that one does not need to initial-
ize the population with overly complex solutions, for evolution will favor such
structures if they are deemed beneficial. Instead, a diverse population rich in
basic building blocks for crossover is preferred.
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3.1.4 Fitness Function
Each GP application will employ a different tailor-made fitness function. This

function has the goal of evaluating the quality of the candidate solutions and
their ability to solve the problem at hand. The design of the fitness function is
perhaps the most important step in the application of GP; an adequate fitness
function will greatly aid the search by properly evaluating individuals [90].

Depending on the application domain, the fitness function will have to be
minimized or maximized using specific criteria. For instance, in a symbolic re-
gression problem in which the goal is to fit a symbolic function to a set of data
points, the fitness function could be the mean of the difference between the
outputs of the generated function and the actual data points [91]. If a classi-
fier system (for example, a decision tree) is being evolved with GP, the fitness
function could consist of the classification accuracy of the generated trees on a
pre-defined testing set. For an automatic circuit design application, the fitness
function may be how close the voltage outputs are to the desired values depend-
ing on the inputs. A goal-seeking path optimization application may define its
fitness function in terms of how many goals were reached with the number of
moves made. It is up to the designer to conceive an adequate fitness function
that correctly rewards useful individuals and penalizes undesirable traits.

Fitness functions may take a number of criteria for consideration. While the
most common criteria for a fitness function is the overall performance of an
individual, overly complex trees may be penalized by adding a complexity term
to the fitness function. Taking the size of the tree into account for the fitness
function breaks ties between two individuals with similar performance by re-
warding the simpler model. Likewise, instead of outright restricting undesirable
properties at creation time, semantically incorrect trees can be heavily penal-
ized. This will result in the evolutionary process leaving those individuals with
undesirable properties behind [92].

3.1.5 Operators
Selection

The selection operator is tasked with deciding which candidate solutions will
pass on their information to the subsequent generations and which will die off
[93]. This is often achieved by random, but biased selection in favor or the fittest
individuals (proportional or roulette wheel selection), or by sampling a number
of individuals from the population and make them compete among themselves
by selecting the fittest individual from the sample (tournament selection). The
choice of selection operator is important: too strict of a selection criterion will
invariably drive the search to a premature convergence towards the best in-
dividual from the initial generation; conversely, a loose selection strategy will
approach a blind random search instead of gradually improving the solutions.
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Random selection is the simplest of the selection operators. In this scheme, if
there are n individuals in the population then each one of them has a 1

n chance
of being selected [94]. Even though this operator can be easily implemented,
requires no parameters, is less prone to stagnating at local minima, and is easy
on memory and processing time, it forfeits the possibility of traversing the search
space in a promising direction; rather, it opts for a completely blind search which
may take longer to find a global optimum or fail to reach it at all.

Proportional selection, also called roulette wheel, was first proposed by Hol-
land [87], and is usually the default choice for a selection operator. This opera-
tor favors individuals with the most favorable fitness scores with respect to the
whole population. In essence, a probability distribution proportional to fitness
is generated and a sample of individuals is taken from this distribution. Thus,
the probability that the i-th individual is selected, p(xi) consists of dividing the
fitness fit(xi) of each individual by the sum of the fitness scores of the whole
population:

p(xi) =
fit(xi)∑n
j=1 fit(xj)

This process can be made analogous to the spinning of a wheel divided into
several different-sized sectors. Each member of the population has a sector on
the wheel, and the size of this sector is proportional to the fitness score of the
individual. To select an individual, the wheel is spun and the individual whose
sector ends up selected is chosen.

Roulette wheel selection does not guarantee that the best individual will be
selected for preserving its information. This is not necessarily a drawback,
since always preserving the best individual can lead to stagnation; however,
this situation will seldom occur if the best individual is considerably fitter than
its peers.

An alternative to roulette wheel selection which does not take into account
the fitness of an individual relative to the whole of the population is tournament
selection. This selection scheme takes a predefined parameter t, 1 < t < n which
controls the tournament size. Every time the selection operator is called upon, t
random individuals are picked. From these t candidates, the best one is selected
for crossover [94].

The tournament size parameter influences the selective pressure of the opera-
tor. Setting a small value for t reduces the pressure on subpar individuals (since
small tournaments mean greater chances of survival for an average solution),
but tends to abandon promising candidates. In contrast, setting too high of a
tournament size will result in the fittest individual participating in the tourna-
ment more often than not, and being guaranteed to win it and be selected. This
situation would result in premature convergence of the population.
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If desired, any selection operator may be made elitist; that is, to guarantee
that the best individual is preserved in the next generation. Non-elitist algo-
rithms are less prone to stagnating at local minima; however, they may lose
promising paths due to random chance. Elitist selection guarantees that the
most promising path will continue to be explored, at the risk of imposing the
population to search exclusively that neighborhood.

Crossover

The crossover operators are tasked with recombining genetic material with
the purpose of generating new solutions. These new solutions will hopefully
discover promising regions in the solution space to guide the search to the global
optimum.

Since GP uses a tree representation for the genotype, its crossover operations
involve swapping of subtrees among individuals. The different crossover opera-
tions vary in the way they select the swapping point, as this will greatly impact
the shape and size of the offspring [95].

Unrestricted subtree crossover is the most basic GP crossover operator. In
this approach, given two parent individuals, a node on each tree is chosen at
random. Then, a new individual is created by replacing the subtree whose root
is the chosen crossover node in the first parent with the subtree rooted at the
crossover node of the second parent [96]. Figure 3.3(b) shows an example of this
kind of crossover.

It is imperative to mention that choosing crossover points with uniform prob-
ability will oftentimes lead to a disproportionate number of instances in which
crossover amounts to simple leaf swapping. For this reason, some researchers
suggest biasing the selection to choose function nodes 90% of the time and leaf
nodes 10% of the time [97]. This helps in exchanging more useful information
in the form of whole subtrees rather than leaf nodes.

Since unrestricted subtree crossover has the potential to radically change the
shape of the population, some crossover operators have been developed with
the goal of preserving the position of genetic material. Such kind of operators
are called homologous crossover operators. One-point crossover [94] is the most
common kind of homologous operator for GP. This crossover technique selects
the crossover point exclusively in the common region of the two parent trees.
This common region is the part of the trees, starting from the root, in which both
parents have the same sizes. Figure 3.3(a) shows an example of the common
region between two parent trees. Once the common region has been identified
and the crossover point within it has been selected, an offspring is created by
replacing the subtree rooted at the crossover point in the first parent with
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the corresponding subtree from the second parent, and vice versa if a second
offspring is desired. Figure 3.3(c) shows an example of this process.

Uniform crossover [96] is an analogue to uniform crossover in bit string repre-
sentations. It first determines the common area of the parents and then traverses
it node by node, flipping a coin at each node to determine the source of that
position in the offspring. If the node in question is the root of a subtree outside
the common region, the whole subtree is copied as well. The intent of this op-
erator is to increase code recombination near the root. Figure 3.3(d) shows an
example of uniform crossover.

Context-preserving crossover [98] does not operate within the common region,
but ensures that the chosen crossover point is a valid coordinate in both trees.
This preserves the general shape of the trees.

Size-fair crossover [95] attempts to preserve the size of the trees so as not to
produce bloated individuals as a result of crossover. This operator randomly
selects a crossover point in the first parent and calculates the size of the subtree.
Then, the choice of the crossover point in the second parent is constrained with
the condition that the size of the subtree rooted at the crossover point may not
exceed the size of the first parent’s subtree.

Usually, several crossover operators are employed simultaneously rather than
opting for a single one. This grants the population the ability to search the
solution space in several different ways by inducing genetic diversity. Each
crossover operator is given a fixed probability of happening whenever a crossover
operation is performed.

Mutation

In evolutionary algorithms, mutation is an operator which attempts to in-
duce genetic diversity by triggering sudden and random changes in the genetic
composition of an individual. A timely mutation may stave off stagnation at
a local minimum; however, it can also lead a population astray of a promising
path. Mutation has been a controversial operator over the years; nonetheless,
nowadays it is almost universally agreed upon that mutation is beneficial if
combined with crossover and given a low rate of occurrence [99]. While in bit
string Genetic Algorithms mutation amounts to a simple flipping of a randomly
selected bit, GP’s tree representation offers the potential for more complex and
interesting mutation operators. Some of the most used mutation operators are
described below.

Subtree mutation [97] is one of the earliest mutation operators. This operator
selects a random subtree from an individual and replaces it with a randomly
generated subtree. This dramatically alters the composition of the individual,
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(a) Parents with common region shadowed in green

(b) Subtree Crossover
(c) One-Point

Crossover
(d) Uniform

Crossover

Figure 3.3: Some GP Crossover Operators
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and may result in a needlessly bloated solution. For this reason, the size of the
new subtree is sometimes constrained to ensure that the new individual is not
much deeper than the original one [90]. Figure 3.4(b) shows an example of an
individual undergoing subtree mutation. The subtree mutation operator may
be made size-fair; that is, to constrain the size of the new subtree to be in the
range of the size of the subtree being replaced.

Permutation mutation [97] is an operator that is applied to function nodes
only. A random function node in the tree is selected, and its arguments are
permuted. It should be noted, however, that this operator has an effect only on
non-commutative function nodes. Permutation mutation can be seen in Figure
3.4(e).

Node Replacement mutation [92], also known by the name of Point Muta-
tion, selects a random node and swaps it for an element of the same arity. This
is to ensure that the resulting individual complies with the specified grammar
and that the changed node still has the correct number of arguments. Simply
put, terminals are replaced by another random terminal and functions are re-
placed by another random function of the same arity. This mutation operator
is exemplified in Figure 3.4(c).

Shrink mutation [100] selects a random subtree in the individual to be mu-
tated. Then, it selects a random element from the terminal set and replaces the
selected subtree with the terminal. This in effect prunes the tree and reduces
its size and complexity. A similar approach, called Hoist mutation [90], ran-
domly chooses a subtree from the individual being mutated. The result of the
mutation is simply the selected subtree. The result is a smaller offspring with a
different root node. These two mutation operators help to produce simpler and
smaller solutions and counteract the bloat that may be induced by crossover.
The shrink and hoist mutation operators are shown in Figures 3.4(g) and 3.4(f),
respectively.

Gaussian mutation [101] operates on leaf nodes representing constants. It
works by adding a sample of random Gaussian noise to the constant in an
attempt to change the result of the function it feeds. Constants may also be
optimized post-hoc as a way of fine-tuning the resulting individual from a GP
run. An example of Gaussian mutation can be seen in Figure 3.4(d).

Figure 3.4 shows examples of the mutation operators described above. First,
the original individual is shown (Figure 3.4(a)) and then an example of each kind
of mutation is provided. In the mutated individuals, the color green indicates
which nodes suffered mutation.
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(a) Original individual

(b) Subtree mutation (c) Node mutation (d) Gaussian mutation

(e) Permutation mutation (f) Hoist mutation (g) Shrink mutation

Figure 3.4: GP Mutation Operators.
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As is the case with the different crossover operators, the common choice is
to employ several mutation operators simultaneously on the same run. Then,
every time an individual is to be mutated, a random mutation operator is chosen
to be applied. This induces greater diversity among the population.

3.1.6 Termination Conditions
Any GP run must terminate after a finite amount of time and return a solu-
tion. While the program may be left running indefinitely, resource and time
constraints, along with the inability to guarantee that the population will con-
verge to the global optimum, create the need for sensible termination conditions
to be imposed. The most common termination conditions are [93]:

• Number of generations: stop when a set number of generations have
passed.

• Number of evaluations: keep track of the number of generated and
evaluated individual, and stop when the allotted number of evaluations
has been reached.

• Target fitness value: Set an acceptable target score and stop when an
individual reaches or surpasses it

• Stagnation: If the population’s best individual shows no improvement
after a set number of consecutive generations, consider the algorithm to
have stagnated and stop it.

3.1.7 Applications
Genetic Programming has proven to be a highly successful approach for a

wide range of application domains [93]. Since its inception, is has exhibited
competence to solve both simple and complex tasks, ranging from curve fitting
to electronic circuit design [102, 103, 91]. This subsection briefly summarizes
some of the most remarkable applications of GP to real-world problems.

Symbolic Regression

Genetic Programming lends itself very well to solving symbolic regression
and curve fitting problems. Symbolic regression consists of finding a function
which best fits a set of data points; however, it differs from regression analysis
significantly. While regression analysis tries to approximate the coefficients of
a predetermined function that best fit the data, there is no such restriction
in symbolic regression; rather, it assembles the function itself from a set of
variables and operators, without making any assumptions about the nature of
the function.
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To solve a symbolic regression program with GP, the independent variables
are used to construct the terminal set. The function set is then designed de-
pending on the kind of functions desired. The choice of operators depends on
the experimenter and may need to be fine-tuned by hand. Different function
sets will yield drastically different evolved structures. The fitness function is
usually designed to compare how close the output of the evolved programs is to
the actual dependent variable. Thus, the fitness function amounts to minimiz-
ing some error measure; commonly used measures include the mean absolute
difference or the mean squared error.

Symbolic regression was the very first application of GP [97], and it contin-
ues to be a very fertile area of application with domains ranging from surface
modeling to control in robotics. Basically, any problem in which a large amount
of data is available but the relationship among the variables is unknown can be
tackled by GP.

Human-competitive design

Genetic Programming has, interestingly, been used to evolve designs that
directly compete with human invention. Koza and his collaborators [104] defined
an intelligent system as one that can achieve "human competitiveness"; that is,
that a program is able to equal or surpass a similar human creation.

There exist several criteria to determine if an evolved program is human-
competitive, but most of them center on equaling or surpassing the results
achieved by a patented, published, or widely accepted human-created method
or invention; alternatively, if the evolved design is entirely novel and could be
patented on its own, it is also considered human-competitive.

The first examples of GP achieving human-competitive results was the "re-
discovery" of certain electronic filters, such as the ladder and elliptic filters [104].
These novel implementations achieved the same results as the patented filters,
but using a different formulation. Thus, a competitive and non-patent-infringing
design was achieved by genetic programming: the evolutionary algorithm had
in effect invented a novel circuit design.

Novel quantum algorithms [105], industrial-caliber controllers [106], auto-
mated backgammon and chess players [107, 108], and the design of an actual
physical antenna for a NASA mission [109] have all been developing by using
GP as an evolutionary invention machine.

Image and signal processing

GP implementations have a high potential for solving image and signal pro-
cessing problems. Thanks to GP’s ability to find innovative relationships among
variables, signals and images have proven to be fertile application fields.
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The specific domains where GP has been used for image processing are varied.
In the military, GP has been used for object detection in infrared images [110].
GP has also been used to take advantage of satellite imaging for applications
such as mineral prospecting [111]. Electrical signal filtering has been achieved
using GP-evolved filters [112].

Even facial recognition has been aided by GP, with works oriented towards
image pre-processing to detect regions of interest [113]. Another important task
in computer vision, optical character recognition, has also seen GP applications
[114]. Medical imaging applications have also been tackled with GP-evolved
programs [115].

Compression methods have also been developed by using GP [116, 97]. This
is done by treating the coordinates of pixels as variables and then evolving a
function with GP which approximates the image values. The resulting tree
can then represent a compressed version of the image since it is, in essence, a
program that will output an approximate of the true color value of a pixel when
fed its coordinates. This has come to be known as programmatic compression.

Finance

Financial and economic problems can be solved using Genetic Programming
as demonstrated by several researchers over the years [117]. Some of the most
common applications of GP to finance have been in the domain of stock price
forecasting [118], financial index forecasting [119], and stock market agent mod-
eling [117].

Some researchers have also performed foreign exchange rate forecasting using
GP-evolved agents with promising results [120, 121].

Bioinformatics

Medicine and bioinformatics are two important knowledge domains that have
benefited from the application of GP. The massive nature of the datasets in
these disciplines and the critical implications for the real world make them very
desirable areas in which to apply GP to generate novel solutions.

GP has been used to predict protein structures[122]. Similarly, GP has been
used for drug discovery and to evolve interaction prediction models between
drugs for the pharmaceutical industry [123, 124]. The latter application can
save companies a great amount of money, since drug discovery and testing can
be very expensive; in contrast, a model simulation using GP is very cheap and
can approximate good results worth exploring further by hand.
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3.1.8 The Evolutionary Computation Framework
The Evolutionary Computation Framework (ECF) is a software package de-

veloped at the University of Zagreb, Croatia [125]. It is a flexible, extensible and
fully-featured package containing many commonly seen evolutionary algorithms,
with a focus on Genetic Programming applications. In addition, it provides a
convenient framework to implement any kind of evolutionary algorithm. The
framework is written in C++ and is compatible with all major computer plat-
forms.

ECF implements all of the Genetic Programming operators described in Sec-
tion 3.1.5, which are used in the proposed model.

3.2 Base Classifiers
To build an heterogeneous ensemble, a pool of several distinct base classifiers is

required. From there, solving the problem consists of finding out how to combine
these candidate classifiers in order to take advantage of their complementing
strengths and expertise, resulting in a stronger and more accurate ensemble
classifier. The following section summarizes the base classifiers considered for
the experimental testing of the proposed model.

3.2.1 Nearest Neighbor Classifier
The k -nearest neighbor method [126] is one of the simplest, yet most widespread,
elegant, interpretable, and accurate classification techniques. The basic under-
lying idea is to classify an instance with the class labels of its closest neighbor(s)
in space, supposing that spatial closeness is a strong indicator of belonging to
the same class.

The training process for the nearest neighbor classifier amounts to simply
setting the parameter k, which controls the number of nearest neighbors to
consider.

Operation of this classifier consists of using a previously selected distance
metric to measure the distance between the instance being classified and every
instance in the training set. A common choice of metric is the Euclidean distance
between two patterns x and y viewed as points in m-dimensional space:

d(x,y) =
√

(x1 − y1)2 + (x2 − y2)2 + ...+ (xm − ym)2

After all distances have been computed, they are sorted from shortest to
longest, and the first k elements of this list have their class label examined.
The dominant class label from the k nearest instances is then assigned as the
predicted label for the test instance. Choosing a different value for k will result
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in different predictions being made. Odd values of k are preferred over even
ones to avoid ties in binary classification problems; nonetheless, ties may be
managed in various ways if so desired.

The Nearest Neighbor classifier is stable when dealing with variations of the
training set; that is, the result will not change drastically when using a scheme
such as bootstrap sampling. However, due to the nature of the distance met-
rics, changing the feature subset or changing the metric employed will radically
change the perceived distances between the patterns. For this reason, this clas-
sifier is ill-suited for use as the base classifier in methods such as Bagging and
Boosting, as doing so will result in an ensemble of roughly equal methods;
however, it still has a place in heterogeneous ensembles or Random Subspace
methods.

3.2.2 Naïve Bayes
Probabilistic classification models have made a significant impact on the field of
pattern recognition. Perhaps the most famous probabilistic classifier in existence
is the Naïve Bayes Classifier [127]. This method is based on the notion that
classification error is guaranteed to be minimal if a test pattern is assigned to
the class with the largest posterior probability P (yi|x). In order to calculate
these posterior probabilities, an estimate of the prior probabilities is taken from
the training data and the Bayes Theorem is used.

P (yi|x) =
P (x|yi)P (yi)

P (x)

In this case, an estimation of each P (yi) can be obtained from the frequency
of instances with class yi in the training data; that is, the proportion of each
class within the total of instances. The denominator P (x) is irrelevant to the de-
cision because x remains constant throughout the classification process. Thus,
all that remains is obtaining a reliable estimate of P (x|yi). In an ideal scenario,
if this term were accurately calculated from an infinite training set completely
modeling the probability distribution, the resulting classifier would be guaran-
teed to be the optimal one, making the smallest theoretical error. However,
since we only have a finite set of labeled training instances at our disposal, the
estimation has to be done with several assumptions in order to make it feasible.

The most important assumption in the estimation of the probability distribu-
tion functions, and the one that gives this classifier its name, is that all features
are assumed to be independent of each other. That is, the model "naïvely"
believes that it is enough to estimate each feature independently, without con-
sidering relationships between features. Thus, the formula for the posterior
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probabilities is reduced to:

P (x|yi) =
m∏
i=1

P (xi|y)

Care must be taken when estimating the different P (x|yi) depending on the
type of feature. While categorical features can be simply and reliably estimated
using the conditional frequencies of all possible categories, continuous values re-
quire additional processing. Parametric approaches for continuous values involve
estimating the mean and the standard deviation of the feature’s distribution,
while non-parametric methods discretize the features into equally-spaced bins
and then perform an estimation as if the feature were categorical.

Despite its simplicity and its fundamental assumption being violated in prac-
tically every real-world application domain, the Naïve Bayes classifier has ex-
hibited surprisingly extreme competitiveness and robustness.

3.2.3 Decision Trees
A decision tree is a learning algorithm that takes an instance to be classified

and makes a decision by following a branching path depending on the criteria at
each nodes of the tree. That is, the root of the tree contains a decision concerning
one attribute; resolving this decision results in one of the possible branches being
followed, which will result in another decision to be made concerning another
attribute [128]. After facing several of these decisions, a leaf node is reached
which assigns the final class label to the instance. Figure 3.5 shows an example of
a simple decision tree for classifying different sports on the basis of the attributes
of the instrument they play with.

The aspect that differentiates each member of the decision tree family is the
way in which they split the decision at each level of the tree, usually by opti-
mizing a function which determines the best feature at which to split the tree.
Decision trees are one of the most well-regarded and steadfast learning algo-
rithms in history. Their ability to quickly classify instances, handle mixed data
types simultaneously, as well as performing implicit feature selection while be-
ing unaffected by different variable scaling make them ideal choices for complex
problems. In addition, they are perhaps the most intuitive and interpretable
classifier, since their decision-making process is shown explicitly in the form of
a graph. All of these features make decision trees one of the prime choices for
pattern recognition [2]. One of the foremost and most popular decision tree algo-
rithms is Quinlan’s C4.5 method, which is able to easily handle both continuous
and categorical features in a single structure [128].

A general framework to train (grow) a decision tree is given below [129]. A
binary tree structure is assumed.
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Figure 3.5: Example of a decision tree

1. Begin with an empty root node containing the entirety of the training
data.

2. Check the termination conditions of the data in the actual node (e.g. the
data is sufficiently separated). If the conditions are satisfied, the empty
node is turned into a leaf with the label of the majority class in the actual
data split. Otherwise, employ an evaluation function to determine the
feature and threshold that best splits the data, and assign this decision as
the node value. Create two empty child nodes. The corresponding half of
the partitioned data is sent to each of the child nodes.

3. Apply step 2 for the left and then for the right child nodes.

4. Finish growing the tree and return it.

To operate the tree with an unknown pattern, simply begin at the root of the
trained tree structure and follow the path given by the tree depending on the
values of the feature vector. Upon reaching a leaf node, assign its label to the
unknown pattern.

Decision trees are able to produce a perfect classification on the training data,
given that no patterns with identical features but differing classes exist. This
means that decision trees are prone to overfitting and thus suffer from general-
ization problems. Techniques for preventing overfitting exist, such as pruning
the tree after finishing the growth process to counter overfitting, limiting the
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depth of the tree at construction time, penalizing the size of the tree structure,
or employing a validation set and stop training when the validation error stops
decreasing alongside the training error.

In terms of classifier ensembles, decision trees are perhaps the most used
base classifier in the entirety of the field [32]. Their ability to perfectly fit the
training data means they are highly unstable with respect to alterations in the
training set. This instability gives them power when combined in an ensemble.
Implementations of bagging, boosting, Random Forest, and Rotation Forest
[130] all have made use of decision trees as a powerful weapon to create an
effective ensemble classifier.

3.2.4 OneR
The One-Rule classifier [131] can be seen as a type of extremely simple deci-
sion tree. In essence, it shows the power of simple classification rules, achieving
competitive results compared to full decision trees. However, while the com-
plete decision trees do achieve generally better results, they do so after a much
more time-consuming process and arrive at a much more complex model that
is less interpretable and takes up more space than a single classification rule.
In short, the One-Rule classifier is well suited for problems with a single highly
discriminant variable that can be taken advantage of to obtain an extremely
simple yet effective classifier.

This classification model has a simple paradigm: classify objects on the basis
of a single attribute. That is, they are a single-level decision tree in with the
feature which best minimizes error is chosen as the one that split the data into
different classes. The training process for the One-Rule classifier is as follows:

1. Rank all attributes according to the error rate on the training set

2. Select the attribute with minimal error and generate a rule based on it

To classify test instances with the training classifier, one needs only to take
the attribute referred to by the single rule and follow said rule to assign the
corresponding class label.

Simple as it may be, the One-Rule classifier usually wins in speed and con-
ciseness but loses out in accuracy to more sophisticated models. OneR is also
prone to overfitting if there exists a feature, usually categorical, that easily sep-
arates both classes. Problematic attributes which cause the rule to overfit the
training data should be filtered beforehand to avoid losing on test set evaluation
accuracy.
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3.2.5 Rule-based classifiers
Rule-based classifiers attempt to classify new instances by following rules that

best described the training examples. These rules take the form of if-then-else
statements which concern one or more of the variables of the problem. Multiple
rules are created in an attempt to accurately describe the training data as much
as possible [132]. Figure 3.6 represents an example of a rule set and two instances
that are classified using it. An instance does not have to trigger every rule; it
is sufficient for a single rule to cover the new instance for it to be labeled. In
the case that no rule applies to the test instance, a default class label can be
assigned.

Figure 3.6: Example of a rule set

Easy as they are to both generate and interpret, rule-based classifiers share
many properties and techniques with decision trees. Rule-based systems can be
as explicit and intuitive as a decision tree; an outsider can easily make sense
of the decision process by following the stated rules. They can also operate as
fast and handle mixed data types with the same dexterity as their decision tree
cousins. However, rule-based classifiers often produce learning rules that involve
several variables at once, something that decision trees usually avoid in favor of
the convention of one node corresponding to one feature. Rule-based classifiers
compete favorably with decision trees in terms of classification performance.

The RIPPER algorithm [132], short for Repeated Incremental Pruning to Pro-
duce Error Reduction, is one of the most effective and famous rule-based classi-



CHAPTER 3. MATERIALS AND METHODS 47

fiers. It represents an improvement over an older model called IREP, which itself
is an implementation of a common decision tree pruning technique, Reduced Er-
ror Pruning (REP), applied to rule-based systems. First, rules are massively
produced until a rule set that overfits the training data is achieved; this rule set
will be pruned using REP to reduce overfitting. REP divides the training set
into a growing set and a pruning set ; the pruning set is unseen during the rule-
creating process. Then, one of the conjunct statements of the rule is removed,
and the resulting error rate on the prune set compared to the unpruned rule.
If the error rate decreased, the conjunct is permanently removed; otherwise, it
is returned to its original state and another conjunct is tried. REP improves
generalization performance and simplifies the model; however, it has a tendency
to over-prune the rule set.

The method for generating rules for a binary class problem using RIPPER is
summarized below:

1. Select one of the classes as the positive class. The remaining class will be
the negative or default class.

2. Find the best rule that covers the most positive examples. To grow a new
rule:

(a) Begin with an empty rule

(b) Add a conjunct. If the information gain increases, keep the new
conjunct.

(c) If the new rule no longer covers negative instances, stop growing the
rule. Otherwise, return to the previous step.

(d) Prune the fully grown rule using REP.

3. Select all training instances covered by the newly created rule and remove
them from the growing set.

4. Optimize the newly created rule r. Consider two alternative rules: the
replacement rule r∗, which is a new rule grown from scratch, and the
revised rule r′, a grown version of the original rule with added conjuncts.
Whichever rule best performs is kept as the final version of the rule.

5. If there are positive examples remaining, return to step 2.

6. Otherwise, return the final rule set.

In the context of ensemble classifiers, rule-based systems share many prop-
erties with decision trees. This makes them ideal choices for inclusion in an
ensemble model. Their effectiveness, coupled with their sensitivity to changes
in the training data make them a powerful tool in the creation of ensemble
classifiers.
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3.2.6 KStar
The K* classifier [133] is an instance-based model similar to the Nearest Neigh-
bor classifier. That is, this classifier keeps all training instances in memory
and attempts to assign a class label based on the similarity of the instance
being tested with respect to those in the training set. However, the main dif-
ference between K* and models such as Nearest Neighbor is in the operation it
uses to compute the similarity between two patterns. K* employs information-
theoretical entropy as its distance measure.

The use of entropy as a distance measure gives K* several advantages. An
entropy-based framework can work natively with mixed kinds of features and
missing values. Traditional distance measures suffer when categorical and nu-
meric features are mixed: if the distance calculation prioritizes numeric values,
then categorical features will induce noise. The converse is also true: while cate-
gorical features can certainly be treated as numerical, there is no guarantee that
the codification chosen for this purpose truly represent how dissimilar patterns
are. An entropy-based measure will simply determine the amount of transfor-
mations that the pattern has to undergo to result in the compared pattern, and
thus both numeric and categorical features are handled inside their respective
domains without affecting the others.

Missing values can also negatively affect similarity calculation since a decision
has to be made as to how to treat them. Common choices include ignoring
missing values, replacing them by the average value of the feature, or treat
a pattern with a missing value as extremely dissimilar. However, an entropic
measure simply concerns itself with how much information has to change to
arrive to a missing value, and so it is unaffected by them. It is this characteristic
that gives K* its power.

Entropy in this case is defined as the complexity of transforming one pattern
into another. This complexity is calculated in two steps: first, define a finite set
of all possible transformations that can be done on a pattern. Then, a program
(in the sense of a finite sequence) generates all the possible ways in that an
instance a can be transformed into instance b. This last part is important, as
the K* distance sums over all possible transformations between two instances as
a way to reduce sensitivity to changes in the instance space. Using all possible
transformations rather than the simplest one, for example, is a more realistic
representation of how related the two instances are.

The K* algorithm is specified as follows:

1. From a set of instances I, produce a finite set of transformations T. Each
element t ∈ T maps an instance into another instance; that is, t : i → I.
Instances are mapped to themselves via an empty transformation.
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2. Calculate the total probability of all transformations from instance a to
instance b

P ∗(b|a) =
∑

t∈p:t(a)=b

P (t)

3. To represent the distance in a logarithmic scale, the K* function is used:

K∗(b|a) = −log2P ∗(b|a)

4. To predict the class label, add the probabilities of transforming a to every
member of class ci in the training set

P ∗(ci|a) =
∑
b∈ci

(b|a)

Strictly speaking, this definition of entropy is not a proper distance metric, for
it is not symmetrical nor is the entropy between a pattern and itself necessarily
zero. However, it has exhibited very competitive results when compared to
traditional distance measures.

3.2.7 Logistic Classifier
Logistic regression [134] is a statistical method for obtaining a model which fits
a binary categorical decision problem; e.g. a win-loss, alive-dead, or sick-healthy
proposition. This aspect makes logistic regression an ideal fit for binary clas-
sification problems. As is the case with linear regression, a model is generated
from a linear combination of the predictor variables. Unlike linear regression,
however, the output variable is not an outright predicted numeric value - rather,
the output represents the probability that the sample belongs to the "default"
or "first" class. For example, in the context of a medical decision problem a
logistic regression model estimates the probability that a patient is sick given
its physical attributes.

To operate the logistic regression classifier, the linear combination of inputs

t(x) = β0 +

n∑
i=1

βixi

is fed to the logistic function

σ(t(x)) =
et(x)

et(x) + 1

which outputs a value between 0 and 1. This value represents the probability
that the sample x belongs to the default class; that is, p(c1|x) = σ(t(x)). It
is evident that this probability value does not represent an actual class label.
Therefore, it is necessary to transform this probability output. Since the output
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value represents the probability of the sample belonging to the default class, a
simple threshold operation can be applied to assign the label of the default class
to the sample if the output value is high enough, and to assign the other class
label if the value fails to clear the threshold. That is:

y =

{
c1 σ(t(x)) > θ
c2 otherwise

where θ ∈ (0, 1) is the threshold value set by the user to determine how strong
of a likelihood is needed for a sample to be assigned to the default class.

The core of the logistic classifier consists of the estimation of the β coefficients.
Several methods can be employed as estimators, such as least-squares, maximum
likelihood and ridge estimators. All of these estimation methods are search
operations that seek a set of β coefficients that minimize the prediction error on
the training data. Once the model has been fit to the training data, performance
on unseen data can be evaluated by plugging in the test samples on the equation
obtained by the estimation method.

Multiple class classification problems are able to be handled by extensions of
logistic regression, either by a cascading one-versus-all approach or by the use
of multinomial methods.

In the context of ensemble classifiers, the logistic function has been used to
obtain a variant of AdaBoost called LogitBoost [135].

3.2.8 Neural Networks
Artificial Neural Networks have emerged as an extremely capable pattern recog-
nition model. Originating from a desire to emulate the connections between bi-
ological neurons in the human brain, they have permeated into a large number
of application fields thanks to their versatility and power [136].

The first model of an artificial neuron was McCulloch & Pitts’s proposal [137].
In this model, the artificial neuron is a simple processing unit in which an input
signal is multiplied with a specific set of connection weights, added with other
incoming signals, and the result thresholded by an activation function. The
activation function decides whether the signal is strong enough to activate the
neuron or keep its output at zero. Thus, the output of a neuron is typically as
follows:

y = φ

(
n∑
k=0

wkxk

)
where φ(x) is the activation function, the xk are the inputs, and the wk are
the connection weights. Figure 3.7 shows the general structure of an artificial
neuron.
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Figure 3.7: Structure of an artificial neuron

Typically, neurons are grouped into layers. Three types of layers coexist in a
neural network: the input layer, which receives the feature vector, the hidden
layers, which do all of the processing, and the output layer, which presents the
final result to the user. Several hidden layers may be employed; however, a single
hidden layer is able to approximate any function in some models while being
easier to train and implement in comparison with multi-hidden layer structures
[88].

These basic computational units are linked to other neurons via connection
weights. Traditionally, a neuron’s connections are established in a feed-forward
manner only; that is, a neuron is only allowed to be connected to neurons in
the next layer. No connections within the same layer or to layers further along
in the structure are usually allowed.

Training of a neural network is centered around adjusting the connection
weights among the layers. Changing these weights alters the final results.
Several methods to train neural networks exist; however, the backpropagation
method [138] is the most popular way of training such a system. In backprop-
agation, inputs are forward-fed to the network and the error is computed by
comparing the final network output to the ideal result. Then, the error is prop-
agated backwards along the hidden layers, adjusting the weights to compensate
for the error. A gradient descent strategy is used for minimizing the error. The
process iterates until a desirable error value is reached or the training process
exhausts its allotted time or number of operations.

Rosenblatt’s Perceptron [139] is considered the pioneering model in the field of
neural networks. Initializing the weights at random and using a simple threshold
activation function for a single neuron, the Perceptron was able to separate two
classes in a hyperplane using a linear classification boundary. Any errors were
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compensated for by modifying the weights. If the two classes were linearly
separable, the Perceptron was guaranteed to converge to a solution in a finite
number of steps. In contrast, if the classes were not linearly separable, the
Perceptron will indefinitely iterate and never arrive at a solution.

An extension of the Perceptron is able to approximate more functions thanks
to the addition of more layers. By adding hidden layers to obtain a Multilayer
Perceptron, in essence creating a network of connected simple Perceptrons, we
obtain a more powerful structure capable of achieving better classification rates
and approximating complicated classification boundaries with impressive preci-
sion. Even non-linearly separable problems are able to be solved by a Multilayer
Perceptron: since each neuron represents a linear boundary, multiple neurons
are able to represent complex boundaries with a combination of simple ones.
The MLP model has been proven to be a universal approximator; however, no
known training method is guaranteed to achieve this [136].

In terms of fitness for an ensemble classifier, neural networks are a prime
choice due to their instability and sensitivity to variations in training data,
parameters, and random initialization. Ensembles of neural networks are plen-
tiful in the literature and constitute a solid building block for ensemble models
[40, 78, 140].

3.2.9 Morphological Associative Memories
Associative memories are based on emulating the ability of the human brain

to recall information based on the slightest associated cue. For example, a
human brain can easily recall the shape of a car, even if said vehicle is partially
behind a wall from the perspective of the observer. A few notes of a song can
make a person recall the entirety of the song. In this way, associative memories
excel at recalling patterns when presented with pieces of the original pattern
or distorted versions of the original [141]. In a sense, they act as filters for
pattern recall: associative memories are capable of removing most or all of
the noise in the input and then output the original, unaltered pattern. When
a memory is trained for pattern recall, it is said to be autoassociative; that
is, a pattern is associated with itself in order to retrieve it from a distorted
version. Otherwise, if the pattern is associated to a different one, the memory is
said to be heteroassociative [142]. Heteroassociative memories act as classifiers,
attempting to recall the class of an object upon being presented with it.

Morphological Associative Memories are a special kind of non-linear associa-
tive memory developed by Ritter et al. in 1998 [142]. They stand out in their
field for being one of the first models to abandon the linearity of the standard
sum-of-products structure that pioneering associative memories predominantly
used. Instead, they employed operations based on the two basic mathematical
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morphology pillars: erosion and dilation. Thus, the product is replaced by ad-
dition and where other models use addition, morphological memories employ
the minimum or maximum operator instead.

The training process for a morphological memory, given a set of input patterns
xi, i = 1, 2, ..., N and a set of output patterns yi, i = 1, 2, ..., N is given as
follows. A matrix product is performed between the output pattern and the
negated, transposed input pattern. However, as mentioned above, addition
replaces the traditional product operation. The individual associations are then
aggregated by means of a maximum or minimum operator rather than a sum.
Thus, this process can yield two memories: the max memory (M) and the
min memory (W ), depending on the choice of operator. Both memories have
different mathematical properties. These trained memories are calculated as
follows:

M =
N∨
µ=1

(
yµ ⊗ (−xµ)t

)
and

W =
N∧
µ=1

(
yµ ⊗ (−xµ)t

)
where

y⊗ (−x)t =

 y1 − x1 · · · y1 − xn
...

. . .
...

ym − x1 · · · ym − xn


Once the morphological memory is trained, a pattern can be recalled by pre-

senting the memory with an input. It is important to note that the mini-
mum/maximum operator used in the recall phase is the opposite operator used
in the training process. The output pattern is obtained as follows:

y = W ⊗ x

or
y = M ⊗ x

Morphological memories can be both autoassociative and heteroassociative.
However, the autoassociative mode gains important mathematical properties
than cause it to stand out in the field of pattern recall. More precisely, an
autoassociative morphological memory is mathematically guaranteed to recall
any pattern that has been used to train it; that is, autoassociative morphological
memories are guaranteed to have zero resubstitution error. These properties
do not transfer to the heteroassociative mode. In addition, depending on the
choice of minimum/maximum operator used to create the memory, they have
an immunity to a certain type of noise in the input. These properties make
them a robust choice for filtering images and signals in a fast and efficient way.
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Morphological memories so far have not been used in ensemble classifiers.
This may be due to the fact that they are not primarily classifiers, but recallers;
in addition, they are relatively stable against disturbances in the training set.
Despite this, a heteroassociative memory may be used in an heterogeneous en-
semble.

3.2.10 Hybrid Associative Classifier
The Hybrid Associative Classifier [143] is an associative memory that stems
from the fusion of two pioneering associative models: Steinbuch’s Lernmatrix
[144] and Anderson & Kohonen’s Linear Associator [145]. These two models
had severe operating limitations that greatly hindered their performance on
real-world tasks: the Lernmatrix was restricted to operating with binary inputs,
while the Linear Associator required orthonormal input patterns or else it would
most likely fail to perform. By taking the training phase of the Linear Associator
and the classification phase of the Lernmatrix, both of these limitations were
overcome and the result was an associative model that is able to work with real-
world problems with competitive results despite its simplicity. The HAC has
been successfully applied to various domains such as medical decision support
systems [146, 147] and class imbalance problems [148].

To train the HAC, given a set of input patterns xi, i = 1, 2, ..., N and a set of
adequately codified output patterns yi, i = 1, 2, ..., N , the following algorithm
is followed:

1. For each xi in the training set, compute the mean vector

x̄ =
1

N

N∑
i=1

xi

2. Displace all training patters by subtracting x̄. This displacement is done
to ensure that the classes are as spread out as possible in the feature space
and improves classification performance

xi
′

= xi − x̄

3. For each pair of patterns
(
xi

′
,yi
)
, compute the association using the

matrix product
mi = yi × (xi

′
)t

4. Aggregate the N associations using addition

M =
N∑
i=1

mi
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Once M is trained and operational, an unknown input pattern x̃ can be
classified by following these steps:

1. Apply the matrix product between M and the input pattern

y = M × x̃

2. Assign the value of 1 to the highest-valued component of y and assign the
value of 0 to the rest

yi ←
{

1 ifyi =
∨m
j=1 yj

0 otherwise

In terms of ensemble classifiers, the HAC has, to date, not been used to build
ensembles. Their relative stability makes them unsuitable for homogeneous
ensembles; however, they operate with a different conceptual basis compared
to oft-used heterogeneous ensemble candidate classifiers. Therefore, they are a
good choice for integrating heterogeneous models since they add to the diversity
of induction methods in the ensemble.

3.2.11 Gamma Classifier
The Gamma classifier is a novel supervised learning method deriving its name
from an original similarity operator between two binary vectors named the
Gamma Similarity Operator [149]. This algorithm is based on finding feature-
wise similarity among the test pattern and the training set, deciding in favor
of the class with the most similar components. The notion of "similar" is con-
trolled by a parameter θ: a value of θ = 0 mandates two vectors to be equal to
be considered similar, while higher values tolerate some differences between the
vectors.

This similarity operator makes use of the Alpha and Beta operators, whose
outputs in tabular form are presented in Tables 3.1 and 3.2.

x y α(x, y)
0 0 1
0 1 0
1 0 2
1 1 1

Table 3.1: The α operator

Thus, the Gamma similarity operator is defined as follows:

γ(x,y, θ) =

{
1 if n− uβ [α(x,ymod2] ≤ θ
0 otherwise
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x y β(x, y)
0 0 0
0 1 0
1 0 0
1 1 1
2 0 1
2 1 1

Table 3.2: The β operator

where x and y are binary vectors codified with a modified version of the Johnson-
Möbius code [146] and

uβ(x) =

n∑
i=1

β(xi, xi)

Armed with the Gamma similarity operator, the Gamma classifier works as
follows:

1. Calculate the stopping parameter p as the value up to which the thresh-
old will rise: the minimum value among the maximum values for each
component.

p = MINn
j=1[MAXm

i=ix
i
j ]

2. Codify the dataset using the modified Johnson-Möbius code. Note that
each component will be considered a separate vector for a later step, rather
than concatenating all the resulting binary components.

3. Initialize θ = 0

4. Apply the Gamma similarity operator between each vectorized compo-
nent of each test pattern and the corresponding components training set
patterns.

5. Calculate a weighted sum to obtain the similarity scores for the test pat-
tern relative to each class i = 1, 2, ...,m where ki is the number of elements
belonging to the i-th class:

ci =

∑ki
ω=1

∑n
j=1 γ

(
xiωj ,yj , θ

)
ki

6. If there exists an unique maximum ci, assign the i-th class to the test
pattern. Otherwise, increase θ by 1 and repeat the previous two steps until
a single maximum ci is found or until θ = p. In case a single maximum is
not found, ties are broken arbitrarily.
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In essence, the Gamma classifier compares a test pattern against all patterns
of the training set in a class-by-class manner; it examines how many components
are similar depending on the threshold value θ and chooses the class with the
highest proportion of hits. The decision to employ a proportional decision is an
attempt to overcome class imbalance where the majority class would have an
inherent advantage to score hits.

The Gamma classifier has been successfully applied in a variety of domains,
including data streaming [150], time series analysis [151], and air quality pre-
diction [152].

This classifier, so far, has never been taken into consideration for constructing
ensemble classifiers. Its novel learning mechanism is likely to provide welcome
diversity in an heterogeneous ensemble model. However, its sensitivity to alter-
ations in the training set could be exploited for an homogeneous ensemble of
Gamma classifier instances.



Chapter 4

Proposed Model

This chapter describes the structure of the proposed ensemble classifier model.
Being a Genetic Programming application, the characteristics of the tree geno-
type and the fitness function designed explicitly for this application are ex-
plained first. Then, the operation of the evolutionary ensemble construction is
detailed.

4.1 Definition of the genotype
The goal of the proposed model is to use GP to evolve an ensemble classifier

represented as a tree structure. To this end, the basic components of the tree
genotype to be evolved by GP need to be defined. These components have been
carefully chosen so as to be able to evolve effective ensemble classifiers.

4.1.1 Input Data
Since the proposed model deals with the problem of pattern classification, it is
imperative to have a labeled data set to be able to train and test the system’s
performance. Any kind of input data can be used with this model, under the
assumption that each individual base classifier is equipped to deal with it.

Definition 4.1. Let X be a data set, let Y be the set of class labels for X, and
let M be the set of all possible class labels in the data set. That is:

X = {xi|1 ≤ i ≤ n}

M = {cj |1 ≤ j ≤ m}

Y = {yi|1 ≤ i ≤ n} ; yi ∈M∀i ∈ [1, n]

where n and m are positive integers representing the number of instances and
classes, respectively.
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The data set X is the source of the instances that are used to calculate the
fitness of each individual. Depending on the experimental design, X may be the
training set used to train the base classifiers or a separate validation set used to
guide the search seeking to improve generalization power rather than reducing
the resubstitution error.

4.1.2 Terminal Set
Since each tree will encode an ensemble classifier, the leaves will represent the

basic units of an ensemble model: the base classifiers. That is, the terminal set
will contain the base classifiers whose decisions will be combined

The proposed model can be made to work as either an homogeneous or an
heterogeneous classifier depending on the contents of the terminal set. For an
heterogeneous classifier, it is enough to assemble the terminal set with different
classifier models. To evolve homogeneous ensembles, it would be necessary to
first generate several differently-trained instances of the chosen base classifier
and then assemble the terminal set from them. It is important to note that the
GP algorithm is completely blind as to the origin and nature of the classifiers;
it is solely concerned with the predictions they make.

Definition 4.2. A classifier Ci is defined as an algorithm that, having been
previously trained, takes a pattern x ∈ X as its input and produces a class
label as its output:

Ci(x) = c ∈M

Definition 4.3. Let T denote a terminal set. Each of these terminals are
classifiers; that is:

T = {Ci|1 < i ≤ L}

where L = |T | is the number of candidate classifiers in the pool.

Even though the leaf nodes of the tree are considered to be classifiers, a
node’s actual value will be the prediction made by its associated classifier on
the sample being evaluated. This value represents a vote which will then be
propagated upwards to the parent node and towards the root.

4.1.3 Function Set
In a GP application, the choice of function set is one of two extremely im-

portant decisions to make, along with devising an appropriate fitness function.
Selecting which operators will act on the data will severely affect the fitness
landscape.
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For this particular application the chosen functions represent combiner meth-
ods such as the ones detailed in Section 2.1.3. These functions are tasked with
aggregating the outputs of the classifiers in the terminal set and making a pre-
diction of their own that will be fed up the tree. In the proposed model, a
combiner may have either terminals, other combiners, or a mixture of termi-
nals and combiners as inputs. This gives the model its novel hierarchical voting
structure. This is possible as both terminals and combiners output class labels.
The pool of possible combination methods to use is defined a priori and depends
entirely on the wishes of the user. It is important to emphasize that, according
to Definition 4.2, the proposed model is designed to work with hard class labels.

Definition 4.4. A combinerK is a function that takes the predictions of several
classifiers as inputs, and outputs a prediction of its own; that is:

K(C1(x), C2(x), ..., Ck(x)) = c ∈M

where k is a positive integer greater than 1.

It is important to note that while, in theory, it is possible for combiners to
operate with an indefinite amount of inputs, for a practical implementations the
arity of the function has to be finite and specified by the user.

Definition 4.5. Let F denote a function set. Each of these functions are
combiners; that is:

F = {Ki|1 ≤ i ≤ nf}

where nf = |F | is the number of candidate combiners available.

There is a caveat regarding the nesting of combiners that has to be addressed.
Some combiners, the BKS method and the weighted majority voting combiner
among them, require information regarding the classification performance on
the training set of their inputs. When their inputs are terminals, this is not
a problem as that information is readily available. However, if said inputs are
other combiners, the classification performance of said subtree on the training
set would have to be calculated before a prediction can be made. Therefore,
some combiners run into a problem when allowed to have other combiners as
inputs: the computational complexity of the calculation will drastically increase
due to this nesting of sophisticated combiners. This scenario has the potential
to drastically slow down the operation of the ensemble as more combiners are
nested. The simple majority vote combiner does not run into this issue. For all
other combiners, there should be a restriction in place to only allow terminals
as inputs.

4.1.4 Candidate Solution
A candidate solution, also called an individual, is a tree structure encoding a
hierarchical voting ensemble classifier. Its nodes are taken from the terminal
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Figure 4.1: Example of a candidate solution in the proposed model

and function sets. Its goal is to correctly predict the class label of an instance
based on the predictions of the members of the ensemble. This is done by first
asking the base classifiers to predict the class label of the instance and then
feeding the predictions to the hierarchical voting model in a bottom-up fashion.
Figure 4.1 shows an example candidate solution comprised of two combiners, a
Majority Vote (MV) and the Naïve Bayes combiner (NB) with their respective
base classifiers.

Definition 4.6. Let E be a candidate solution representing an ensemble classi-
fier. The prediction made by E regarding the class label of an unknown instance
x is:

predict(E, x) = c ∈M

This prediction is calculated using the following algorithm:

1. For each classifier participating in the ensemble Ci ∈ E, calculate the
predicted class label ci using Definition 4.2.

2. Assign the value of ci to every leaf node containing the corresponding
Ci; in other words, assign each classifier’s prediction as the value for that
classifier in the tree.

3. Start from the root node.

4. If the current node is a terminal, return the corresponding prediction.

5. Otherwise, the current node is a function. Visit each child node applying
Step 4 and gather their predictions.

6. Calculate the prediction of the current node Kj using Definition 4.4. Re-
turn this prediction to the parent node.
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Figure 4.2: A candidate solution classifying an instance

7. Once the root node returns, this is the final prediction c that E makes
when it is presented with instance x.

The classification process in Definition 4.6 is shown in graphical form in Figure
4.2. In this example, the base classifiers have been asked to predict the class label
of an instance. Classifiers who have predicted the class label to be Class 1 are
shown in green, while those who have voted for Class 2 are shown in red. The
combiners, in this case Majority Vote functions, change their color according
to the decision they make based on their respective inputs. The bottom-up
propagation of the decision can be easily seen in this example.

Figure 4.3 shows what happens when the GP operators act on the candidate
solution in Figure 4.2. A simple mutation operation changed the whole voting
structure of the ensemble, resulting in a different final prediction.

4.1.5 Fitness Function
In a GP application, the fitness function is tasked with evaluating how well

a candidate solution solves the problem at hand. This being a pattern classifi-
cation problem, it is natural to design the fitness function around minimizing
the classification error. However, a certain value for classification error could
be achieved by two or more models with wildly different properties. To resolve
this situation, a second criterion is incorporated into the calculation of fitness:
the size of the model, in terms of the nodes it possesses. A simpler model will
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Figure 4.3: Mutation changes the final outcome

always be considered superior to a more complex model when everything else
is equal. This is due to concerns about resource consumption, interpretability,
and processing time.

Thus, the fitness function of the proposed model is defined based on two
criteria. They are enumerated below, in order of importance:

1. Classification error: The primary goal of the evolutionary process is to
find a configuration that minimizes the classification error on X.

2. Model size: The secondary goal of the evolutionary process is to achieve
the first goal using the least amount of nodes (i.e. combiners and classi-
fiers) as possible.

Once the goals for the evolutionary process have been established, functions
to evaluate the capability of the candidate solutions to achieve those goals are
needed. The definitions below describe the functions implemented for that pur-
pose in the proposed model.

Definition 4.7. Given is a candidate solution E and a data set X. Let Xi be
the i-th instance in X and let Yi be its true class label. The classification error
of E on X is defined as:

err(E,X) =

∑|X|
i=0misclassify(E,xi)

|X|
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where
misclassify(E,xi) =

{
1, if predict(E,xi) = Yi
0, if predict(E,xi) 6= Yi

Definition 4.8. Let E be an individual in the population representing an
evolved ensemble classifier. The fitness of E as a candidate solution is cal-
culated as follows:

fit(E,X) = err(E,X) ∗ 100 +
|E|

10000

The lower the value of fit(E,X), the better the individual is considered.

The second term of the equation functions as a tiebreaker between otherwise
equally effective ensembles. When two ensembles are equally good in terms of
classification error, we will always prefer the smallest model. Simpler models re-
quire less execution time, use less memory, and are easier to interpret. However,
the minimization of the classification error is considered to carry more weight,
so the size term is given a smaller role in the fitness function.

Thus, the fitness values of the population will have the following characteris-
tics, assuming that the model has 99 nodes or fewer:

• The integer part plus the first two decimal places indicate the classification
error as a percentage.

• The third and fourth decimal places indicate the size of the model ex-
pressed as the number of nodes it is composed of.

• The minimum value of the fitness function is 0.0001, signifying a single-
node ensemble (that is, an individual classifier) achieving zero classifica-
tion error.

For example, a fitness value of 40.5637 signifies a model with 37 nodes achiev-
ing a 40.56% classification error, while a fitness value of 40.5608 represents a
model that achieved the same classification error but using only 8 nodes; there-
fore, the latter model is considered superior and thus has a better fitness score.

If an ensemble consists of more than 99 nodes, the model size term will in-
crease the apparent classification error, and will be considered a worse solution
than a smaller but otherwise equal candidate. This is done to penalize overly
complex ensembles.
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While it would be desirable to reward fast and efficient classifiers and assign
penalties to slow ones in order to promote classification speed, this would entail
knowing beforehand how each classifier behaves given a specific test set and
parameters. A base classifier could exhibit convergence problems or require
more iterations depending on the testing set being used. As this would have to
be tested manually and specifically for each scenario, this criterion is not taken
into account for calculating fitness.

4.1.6 Operators
The following operators are considered in the evolution of the ensemble models.
Where more than one operator is specified, each operator was given the same
probability of occurring.

1. Selection: Tournament selection with t = 5

2. Crossover:

(a) Subtree crossover

(b) One-point crossover

(c) Context-preserving crossover

(d) Size-fair crossover

(e) Uniform crossover

3. Mutation:

(a) Node mutation

(b) Subtree mutation

(c) Hoist mutation

(d) Shrink mutation

For this particular application, the Gaussian and Permutation mutation oper-
ators are not considered due to the nature of the terminals and functions. Since
random constants serve no purpose for the vote combiners, Gaussian mutation
has no place in the proposed model. As for the Permutation operator, it is
pointless to apply it here since all of the combiners are commutative operations.

It is important to mention that the software used for Genetic Programming,
the Evolutionary Computation Framework, does not allow syntactically invalid
crossovers or mutations. That is, should an operation result in an unparsable
tree, the process is reverted and another operation is attempted. Therefore, all
trees generated by the proposed model are syntactically correct.
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Figure 4.4: Example of a pre-classification file

4.2 Operation

4.2.1 Pre-classification
An ensemble classifier represents a leap in complexity compared to any of its

base classifiers. Added to the evolutionary algorithm in the proposed model,
it is within reason to dread the spike in processing time needed to obtain an
adequate ensemble model for a specific problem. However, the base classifiers
need not be trained and operated at runtime, since they will output the same
prediction whether they are being used alone or in an ensemble. To reduce
computation time, the base classifiers can be trained beforehand and asked to
classify both the training set (to guide the evolution) and the testing set (for
the final evaluation). This is known as the pre-classification step.

The predictions of the classifiers can then be stored into two files. Each of
these files consists of a lookup table where each row represents an instance and
each column represents a base classifier. The final column in each file represents
the true class labels. Then, when the algorithm in Definition 4.6 is executed
- be it for a training or a testing instance - instead of outright executing the
classifiers, the lookup table is consulted to assign values to the terminal nodes.
This method drastically reduces the computational overhead induced by the
evolutionary algorithm, and can be used to find very effective ensemble classifiers
with the proposed GP-based model.

Figure 4.4 shows an example of one such file. The image shows the predictions
of seven classifiers, along with the true class labels, for the first ten instances of
the dataset.
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4.2.2 Execution
Once the basic components of the proposed model have been defined, its

execution process can be summarized as follows:

1. Determine the training setX and the testing setXt to use for performance
evaluation.

2. Choose the base classifiers to be used to construct the ensemble. Train the
classifiers on X and evaluate and store (in separate files) the predictions
of all the classifiers for both X and XT . The set of these classifiers is
considered the terminal set T .

3. Select a number of desired combiner functions and assemble the function
set F with them.

4. Define the evolution parameters and stopping conditions.

5. Initialize the starting population.

6. Evaluate the individuals in the population using Definition 4.8

7. Check the termination conditions. If they are met, skip to Step 8. Oth-
erwise, advance one generation, applying the corresponding GP operators
to evolve the population, and jump to Step 6.

8. Once an acceptable error rate on the training set has been achieved or a
termination condition has been met, the ensemble is now considered to be
trained. Return the fittest individual from the population.

9. Evaluate the best individual obtained by the evolution on XT . The er-
ror rate obtained is considered to be the measure of performance for the
evolved ensemble. This will be the value used for comparing the perfor-
mance of the proposed model to other methods.

4.2.3 Computational Complexity
The computational complexity of the proposed model can be viewed in two

ways: first, the cost of finding a solution that is approximate to the optimal en-
semble structure; secondly, the cost of operating an ensemble classifier produced
by the proposed method.

Measuring the complexity of finding the optimal solution has to be done by
first examining the parameters given to the Genetic Programming algorithm.
The computational cost will be bound by the number of individual fitness eval-
uations performed. This amount depends on the number of generations that
the algorithm is allowed to run for, the population size, and the crossover and
mutation rates. Of these parameters, the population size and the number of
generations will influence the upper bound of individual evaluations that need
to be performed.
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The cost of operating an ensemble classifier generated by the proposed method
will greatly depend on its building blocks. While the number of member classi-
fiers certainly impacts the computational cost, the most costly classifiers, along
with how well-represented they are in the ensemble, will tend to dictate the
upper bound of the model’s computational complexity.



Chapter 5

Results and Discussion

This chapter describes the experimental design used for the evaluation of the
proposed model and provides a summary of the obtained results. The pro-
posed evolutionary ensemble classifier generator is evaluated against both its
standalone base classifiers, their random subspace-enhanced variants, and their
bagged and boosted versions.

5.1 Experimental Design

5.1.1 Datasets
Eleven datasets from the UCI Machine Learning Repository [153] were chosen
for evaluating the proposed model. These datasets were chosen on the basis of
them being frequently used in papers concerning ensemble classifier models [21,
30, 66, 67, 77, 154, 155]. These datasets come from a wide range of knowledge
domains, from medical science to industrial applications. These datasets are
summarized in Table 5.1.

Handling of mixed data was done depending on the base classifier in question.
For classifiers which intrinsically handle mixed data, no preprocessing was per-
formed. Classifiers which work with categorical data only were fed discretized
numerical attributes. Conversely, for the case of classifiers which only handle
numeric data, any categorical attributes were converted to several numerical
binary attributes.

For datasets with missing values the following steps were taken. If the base
classifier is able to natively handle missing values, the dataset was unchanged
and left to the classifier to process. Otherwise, imputation using the mean value
was performed.
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Table 5.1: Summary of the used datasets
Dataset Instances Features Numeric Categorical Classes IR
australian 690 15 15 0 2 1.24
balance 625 5 5 0 3 5.87
chess 3196 37 0 37 2 1.09

cleveland 297 14 14 0 2 1.16
german 1000 21 7 14 2 2.33
glass 214 10 10 0 6 7.77

hepatitis 80 20 20 0 2 5.15
ionosphere 351 34 34 0 2 1.78

sonar 208 61 61 0 2 1.14
vehicle 846 19 19 0 4 1.09

wisconsin 683 10 10 0 2 1.85

Handling of imbalanced datasets was performed as follows: for every dataset
with an imbalance ratio (IR) greater than 1.5, the Synthetic Minority Over-
sampling Technique (SMOTE) [156] was applied to the data beforehand so as
to balance the class representation. This is an important step, as the chosen
evaluation measure is percentage of misclassified instances, which in general is
not a good indicator of predictive power when dealing with imbalanced data
[157]. Applying SMOTE thus leads to a better estimation of performance using
the chosen metric.

5.1.2 Base Classifiers
All of the base classifiers detailed in Section 3.2 were used to conform the ter-

minal set for the proposed model. Likewise, most of these same classifiers were
considered for comparison in their standalone, bagged, boosted, and random
subspace variants. In addition, the Random Forest ensemble model was chosen
as a benchmark to compare the proposed model.

These classifiers come from a wide range of theoretical foundations in the hope
that their diversity of induction methods grants the proposed heterogeneous
ensemble great classification ability. Table 5.2 summarizes the performance of
these classifiers on the datasets listed on Table 5.1. The classification error is
calculated using Leave-One-Out cross-validation. The best result is highlighted
in bold.

5.1.3 Combiners
This experiment was performed using the Majority Vote combiner. This was
done to showcase the power of the proposed hierarchical model even while using,
arguably, the most flawed and basic combiner in existence. Despite the simplic-
ity of the majority vote, it achieves surprising results as can be seen later on in
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Table 5.2: Classification error of the base classifiers

Dataset 1-NN 3-NN 5-NN Naïve Bayes C4.5 RIPPER 1R
australian 19.13% 14.64% 16.09% 22.90% 15.80% 15.07% 14.49%
balance 12.96% 12.96% 12.64% 9.12% 22.24% 20.96% 88.48%
chess 3.47% 3.13% 3.44% 12.08% 0.47% 0.75% 31.66%

cleveland 24.24% 18.86% 19.19% 17.17% 21.21% 24.92% 23.57%
german 27.10% 27.40% 26.40% 24.90% 29.10% 28.10% 34.00%
glass 27.10% 30.84% 33.64% 49.53% 36.45% 36.45% 42.06%

hepatitis 20.00% 17.50% 16.25% 12.50% 17.50% 16.25% 26.25%
ionosphere 13.11% 13.96% 14.53% 17.38% 9.97% 11.68% 15.38%

sonar 12.98% 16.83% 17.79% 32.69% 23.56% 22.60% 41.35%
vehicle 30.26% 29.20% 28.37% 54.96% 24.70% 31.56% 48.23%

wisconsin 4.39% 3.22% 2.64% 3.81% 3.66% 4.10% 7.03%

Dataset MLP K* Logistic HAC MAM-min MAM-max Gamma
australian 17.25% 30.00% 13.91% 33.62% 48.70% 44.49% 15.94%
balance 9.76% 10.40% 9.76% 13.12% 92.16% 92.16% 6.40%
chess 0.78% 2.82% 2.35% 15.86% 66.05% 47.78% 18.43%

cleveland 22.90% 25.59% 17.51% 35.02% 45.79% 46.13% 17.85%
german 27.80% 29.60% 24.90% 38.00% 30.00% 30.10% 30.90%
glass 33.18% 24.77% 40.65% 51.87% 64.49% 64.02% 85.05%

hepatitis 20.00% 11.25% 16.25% 33.75% 42.50% 56.25% 20.00%
ionosphere 9.97% 14.81% 10.83% 30.77% 64.10% 64.10% 25.64%

sonar 19.23% 12.98% 26.44% 34.62% 48.08% 41.35% 41.83%
vehicle 18.56% 29.43% 19.39% 61.47% 68.09% 74.94% 39.95%

wisconsin 3.51% 4.39% 3.22% 2.64% 66.03% 34.99% 9.08%

this chapter. In addition, the Majority Vote combiner does not run into nesting
problems as is the case with other combiners; therefore, it lends itself better to
the proposed model.

For this implementation, the majority vote was restricted to having 3, 5, or 7
inputs. This was achieved by coding the combiner as three separate combiners
whose only difference was the amount of child nodes they generated. This was
done to avoid horizontal bloat and to encourage the formation of deep tree
structures using small sub-ensembles, in contrast to traditional majority voting
approaches in which a single large vote is taken. Odd numbers were chosen with
the intention of preventing ties on two-class datasets.

5.1.4 GP Parameters
The following parameters were used to control the evolution of the population:
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1. Population Size: 30

2. Selection Operator: Tournament selection with t = 5.

3. Maximum Tree Depth: 3

4. Termination Conditions: 10 generations without improvement or a
fitness value of 0.001 reached

5. Mutation Probability : 0.125

6. Crossover/Mutation Operator Choice: All operators were given the
same chance of being selected.

To compute the fitness function, Leave-One-Out cross-validation was adapted
to work with the proposed model. In the pre-classification table each row repre-
sents the predictions made by the base classifiers when trained with all instances
except the one being tested. This means that the GP algorithm attempts to
minimize the LOO error in the ensemble.

Since the proposed model contains an optimization component, it is necessary
to ensure that the evolution does not influence the estimation of the general-
ization error. To avoid an overly positive bias in the proposed model, the LOO
validation error for a run of the GP Ensemble model is calculated as follows.
For every LOO iteration (that is, using all patterns in the data set as training
data except one that is used as testing data), the model is allowed to evolve
to minimize the error on the training set. Then, the resulting ensemble clas-
sifier (the best individual returned by the evolutionary algorithm) is asked to
classify the testing data. This process is repeated until all instances have been
used as the test input. The average classification accuracy is reported as the
performance of that run. This validation scheme is represented in Figure 5.1.

5.1.5 Competing Models
All of the competing models used for benchmarking the proposed ensemble

model were implemented in the WEKA software package version 3.8 [158]. Their
parameters were set after performing a search for the optimal number of base
classifiers. The parameter set with the best performance was selected to compete
against the proposed GP Ensemble.

• Bagging: Number of classifiers: 25, 50, 100 or 200; Bag Size: 100%

• AdaBoostM1: Number of iterations: 15, 30, 60 or 120; Method: reweight-
ing

• Random Subspace: Number of classifiers: 10, 25, 50 or 100; Subspace
size: 33%

• Random Forest: Number of trees: 10, 25, 50 or 100; Bag Size: 100%,
Maximum depth: Unlimited
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Figure 5.1: LOO Cross-Validation applied to generating GP Ensembles
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All models were evaluated using Leave-One-Out cross-validation for this ex-
periment. The results given represent the average of 100 evaluations with ran-
dom initializations.

As for the parameters, in general, the more base classifier copies were used,
performance improved slightly. However, diminishing returns were apparent
when moving towards bigger ensembles, and so further exploration of larger
ensemble sizes were not performed.

5.2 Results

5.2.1 Statistical Significance Testing Framework
Evidently, there is no single best classifier which outperforms all other clas-

sifiers for every single problem. For there to be a reliable assessment of the
performance of a classifier of interest compared against the state of the art,
tests over an adequately sized sample of problems are needed. However, merely
comparing classification accuracies and pointing out trends is not enough to
claim superiority of a classifier over another, as the differences in classification
performance may not be statistically significant enough to warrant such a claim
[159, 160].

In order to better gauge if the proposed GP-based ensemble construction
model outperforms other state-of-the-art models, statistical significance tests are
necessary. These tests are an hypothesis testing framework assumes that the null
hypothesis H0 (i.e. that there is no significant difference between the classifier
models being tested) is true unless there is strong evidence for the contrary.
The statistical significance testing framework for comparing the proposed GP
Ensemble model against its peers over many data sets is detailed below.

When comparing the proposed model to a single other classifier, the Wilcoxon
signed rank test was used [159]. Since the differences between classifier perfor-
mances over several data sets are not commensurable, the Wilcoxon test only
takes into account the relative magnitude of the error differentials. This tests
works by first ranking the absolute values of the error differentials, with the
smallest difference is Rank 1 and the largest one is Rank N. Then, the ranks
are grouped into positive and negative differences and two sums are calculated.
Finally, the test statistic is calculated to obtain the significance value of the test.
The null hypothesis states that there is no statistically significant difference be-
tween both classifiers; rejecting the hypothesis opens the door to claiming that
one of the models is superior.

In the case where the proposed GP Ensemble model is compared against
multiple classifiers, the Friedman rank sum test is employed [159]. This test
also ranks classifiers from best to worst, according to the error measure that
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they obtained. In the case of ties, an averaged rank is assigned to all tied
models. In this test, the null hypothesis states that all tested classifiers are
statistically equivalent. If a sufficiently significant result is achieved, the null
hypothesis is rejected and we accept the alternative hypothesis that states that
there exists a significant difference among the classifiers.

However, while the Friedman rank sum test is able to tell whether a difference
exists, it is not able to state where among the classifiers this difference lies.
Once the null hypothesis in the Friedman test has been rejected, a post-hoc
test is applied to find pairwise differences among the tested models. In this
experiment, the Holm post-hoc test [159] was used to find the exact place where
the differences exist.

For this experimental comparison, a significance level of 95%; that is, a p-
value lesser than 0.05, is desired to be able to claim that a classifier is superior
to another for the given data.

5.2.2 Comparison against base classifiers
The first hurdle for any multiple classifier system to clear is to outperform

its underlying classifiers. Since ensemble classifiers represent an increase in
complexity, an increase in classification performance must accompany it in order
to justify using a more complex model. Table 5.3 shows that this is indeed the
case for the proposed GP Ensemble.

Table 5.3 is structured as follows: The first column states the dataset being
used. The second column reports the average of 100 runs of the classification
error obtained by the best individual in each run. The third and fourth columns
report the absolute best and worst final ensembles obtained among the 100 runs.
The final two columns report the lowest error obtained by an individual classifier
on the corresponding dataset and the name of the classifier.

It can be seen in Table 5.3 that the proposed GP Ensemble consistently
outperforms the best standalone base classifier. For the average of multiple
runs, the proposed model outperforms the single base classifier eleven out of
eleven times. Furthermore, even though the comparison for average error is
quite satisfactory, the proposed GP Ensemble has the potential to lower the
classification error even further: this can be seen in the column with the best
obtained results. Even if only the worst evolved individuals were compared
against the best base classifier, the proposed model wins in seven occasions,
loses in three, and ties in one. These results demonstrate that the proposed
GP Ensemble model can consistently and significantly improve upon the base
learners used to build it.



CHAPTER 5. RESULTS AND DISCUSSION 76

Table 5.3: Comparison of GP Ensemble vs its standalone base classifiers
Dataset Average Best Worst Best Standalone Classifier
australian 12.62% 12.03% 13.62% 13.91% Logistic
balance 2.34% 1.92% 4.16% 5.80% Gamma
chess 0.47% 0.34% 0.78% 0.47% C4.5

cleveland 15.25% 14.14% 16.16% 17.17% NB
german 21.80% 20.51% 22.60% 26.10% NB, Logistic
glass 22.04% 20.56% 25.23% 23.94% K*

hepatitis 10.65% 6.25% 11.25% 13.75% K*
ionosphere 5.60% 3.99% 6.26% 10.26% C4.5, MLP

sonar 7.76% 6.25% 10.09% 12.98% K*
vehicle 17.06% 15.49% 19.38% 18.56% MLP

wisconsin 2.24% 1.75% 2.34% 2.64% 5-NN, HAC

In order to verify if this apparent dominance of the proposed model over
the best standalone classifier for each dataset is statistically significant, the
Wilcoxon signed rank test was used. This test compares the proposed model
against the best result obtained by a base classifier for each data set, as if
they were one. This test resulted in p = 0.005922, well below the p ≤ 0.05
threshold. Therefore, we reject the null hypothesis and accept that there is a
strong statistical significance in the claim that the proposed model outperforms
the best base classifier.

5.2.3 Comparisons against other ensemble models
The next comparison to be made is against staple ensemble methods in the

state of the art. For this experiment, bagged, boosted, and random subspace
versions of some of the base classifiers were compared against the proposed GP
Ensemble model. This is done to assert that the proposed model is competitive
with already established models in the field, and that it represents a viable
choice to solve real-world problems over a wide variety of knowledge domains.

GPE vs Bagging

The first model to be compared to the proposed GP Ensemble is the Bag-
ging method. Tables 5.4, 5.5 and 5.6 show the proposed model being compared
to bagged versions of all of the base classifiers. The reported results were ob-
tained using Leave-One-Out cross-validation. The best performing model for
each dataset is highlighted in bold.

It can be seen from these tables that, even for cases where Bagging the classi-
fier drastically improved its power, the GP Ensemble model still outperformed
it. In eleven out of eleven datasets the proposed model outperformed the bagged
variants of all of the base classifiers. Of particular interest is the glass dataset, in
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Table 5.4: Comparison of GP Ensemble vs Bagging (1/3)
Dataset 1nn 3nn 5nn NB C4.5 GPE
australian 17.30% 15.36% 15.22% 22.46% 13.62% 12.62%
balance 10.12% 11.34% 10.24% 10.08% 15.44% 2.34%
chess 2.13% 2.13% 2.47% 12.08% 0.50% 0.47%

cleveland 20.87% 20.24% 18.56% 15.53% 18.56% 15.25%
german 24.40% 24.20% 25.40% 24.50% 25.40% 21.80%
glass 27.30% 28.50% 30.10% 40.80% 22.34% 22.04%

hepatitis 14.80% 16.10% 16.20% 14.20% 12.50% 10.65%
ionosphere 14.54% 14.80% 15.37% 15.70% 7.69% 5.60%

sonar 13.90% 15.80% 16.12% 28.43% 20.34% 7.76%
vehicle 26.30% 25.80% 27.30% 44.20% 23.20% 17.06%

wisconsin 3.22% 3.08% 3.22% 3.76% 2.93% 2.24%

Table 5.5: Comparison of GP Ensemble vs Bagging (2/3)
Dataset RIPPER 1R MLP K* Logistic GPE
australian 13.48% 14.49% 17.12% 28.12% 13.49% 12.62%
balance 13.80% 25.50% 9.67% 11.02% 8.70% 2.34%
chess 0.63% 32.51% 1.14% 2.14% 2.47% 0.47%

cleveland 16.50% 22.90% 21.10% 22.40% 16.20% 15.25%
german 25.20% 30.60% 27.20% 30.30% 34.30% 21.80%
glass 28.30% 33.30% 30.78% 22.34% 37.50% 22.04%

hepatitis 14.20% 16.20% 22.10% 13.75% 16.15% 10.65%
ionosphere 6.84% 13.40% 9.47% 17.94% 10.83% 5.60%

sonar 17.31% 27.73% 17.20% 13.48% 22.60% 7.76%
vehicle 24.35% 44.20% 18.36% 27.30% 19.50% 17.06%

wisconsin 2.93% 4.46% 3.02% 4.12% 3.22% 2.24%

which Bagging produced a steep reduction in classification error for the decision
tree (11.21%) and the RIPPER algorithm (6.54%), and yet the GP Ensemble
beat them out by a comfortable margin. The most pronounced instance of
this situation occurred in the sonar dataset, where the proposed GP Ensemble
outperformed the best competitor, bagged 1-NN, by more than six percentage
points.

A Friedman test was carried out to determine the statistical significance of
the results. This test resulted in a p = 6.32e − 15, which allows us to accept
the alternative hypothesis that there exists a statistically significant difference
among the proposed model and the bagged classifiers. To find where this dif-
ference lies, a post-hoc test was performed with the GP Ensemble classifier as
the model of interest. Table 5.7 summarizes the findings of this test. As can
be seen on this table, the post-hoc test found statistically significant differences



CHAPTER 5. RESULTS AND DISCUSSION 78

Table 5.6: Comparison of GP Ensemble vs Bagging (3/3)
Dataset HAC MAM-min MAM-max Gamma GPE
australian 31.40% 49.60% 47.70% 14.90% 12.62%
balance 13.30% 87.10% 87.50% 6.02% 2.34%
chess 16.80% 67.10% 48.00% 16.40% 0.47%

cleveland 32.00% 43.76% 44.32% 16.50% 15.25%
german 33.00% 29.10% 35.40% 27.20% 21.80%
glass 54.30% 65.60% 63.20% 64.30% 22.04%

hepatitis 32.10% 45.50% 55.70% 17.30% 10.65%
ionosphere 30.50% 62.10% 67.20% 22.53% 5.60%

sonar 34.30% 47.78% 42.30% 30.70% 7.76%
vehicle 67.00% 69.09% 75.60% 25.10% 17.06%

wisconsin 3.10% 66.03% 33.00% 6.54% 2.24%

at a 95% confidence level favoring the proposed GP Ensemble model the ma-
jority of the base classifiers enhanced with Bagging. However, the test found
no statistically significant difference between the proposed model and Bagged
RIPPER or Bagged C4.5.

The impact of the instability of the classifiers is on evidence as well: of the
four algorithms, the most stable base classifier - the logistic classifier - exhibited
the poorest results and was severely outperformed by the GP Ensemble despite
it using many of the same stable classifiers as ensemble members. This shows
that when using GP Ensemble the designer does not have to necessarily include
only unstable classifiers, as the heterogeneous nature of the ensemble and the
hierarchical voting structure induce enough diversity to compensate for the sta-
bility of the base classifiers and produce results which outperform ensembles of
unstable classifiers.

An additional experiment was performed to compare the proposed model
against an heterogeneous adaptation of the Bagging algorithm. The goal of
this comparison was to gauge the performance of the proposed heterogeneous
ensemble construction method against another heterogeneous ensemble. Table
5.8 summarizes the findings of this experiment.

The Heterogeneous Bagging adaptation was implemented as follows: Deter-
mine a pool of base classifiers and the number of ensemble members. For each
member of the ensemble, collect a bootstrap sample of the training set and
pick one classifier at random with equal probability of being chosen. Train that
classifier using the bootstrap sample. Repeat until the ensemble is complete.
Operate the ensemble using simple majority voting. A base classifier may ap-
pear multiple times in the ensemble, as it will use a different training sample
each time.
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Table 5.7: Significance test between GP Ensemble and Bagging
Classifier A Classifier B p-value Verdict
GP Ensemble 1nn 0.0094 Significant Difference
GP Ensemble 3nn 0.0094 Significant Difference
GP Ensemble 5nn 0.0003 Significant Difference
GP Ensemble NB 3.86E-05 Significant Difference
GP Ensemble C4.5 0.3221 No Significant Difference
GP Ensemble RIPPER 0.4017 No Significant Difference
GP Ensemble 1R 2.23E-08 Significant Difference
GP Ensemble MLP 0.0060 Significant Difference
GP Ensemble K* 0.0001 Significant Difference
GP Ensemble Logistic 0.0029 Significant Difference
GP Ensemble HAC 3.35E-11 Significant Difference
GP Ensemble MAM-min 3.31E-15 Significant Difference
GP Ensemble MAM-max 6.91E-16 Significant Difference
GP Ensemble Gamma 1.77E-06 Significant Difference

In the results table it can be observed that this adaptation of heterogeneous
bagging does not stack up well against the proposed GP Ensemble, losing out in
eleven out of eleven cases. The experimental results suggest that the proposed
solution is a better way of assembling heterogeneous ensembles compared to
outright bagging combinations of base classifiers.

GPE vs Boosting

Boosting algorithms are another family of ensemble methods that are widespread
and known to be highly effective. To test the proposed GP Ensemble model
against the Boosting scheme, a comparison was carried out against AdaBoostM1-
enhanced versions of the same four classifiers chosen for the Bagging test. The
instability factor was again taken into account, with three unstable classifiers
and a stable one chosen to exemplify what happens when they are boosted with
AdaBoost.

Tables 5.9, 5.10 and 5.11 show the results of the boosted classifiers versus
the results obtained by the proposed GP Ensemble. The reported results were
obtained using Leave-One-Out cross-validation. The best performing ensemble
for each dataset is highlighted in bold. It can be seen in this table that, even
though the results were less one-sided in this case, the GP Ensemble model still
came out on top on most occasions. In nine out of eleven cases the best per-
forming classifier was the average model obtained with the proposed GP-based
ensemble generator. The two losses taken by the proposed model were close
calls, with GP Ensemble narrowly losing out to AdaBoost-enhanced RIPPER
and C4.5 in the chess dataset.
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Table 5.8: Comparison of GP Ensemble vs Heterogeneous Bagging
Dataset Het. Bagging GPE
australian 13.91% 12.62%
balance 11.68% 2.52%
chess 0.88% 0.47%

cleveland 19.53% 15.25%
german 23.5% 21.41%
glass 29.44% 22.89%

hepatitis 11.25% 9.63%
ionosphere 9.97% 4.94%

sonar 16.83% 7.76%
vehicle 22.81% 17.06%

wisconsin 2.05% 2.02%

Table 5.9: Comparison of GP Ensemble vs AdaBoostM1 (1/3)
Dataset 1nn 3nn 5nn NB C4.5 GPE
australian 19.17% 17.25% 16.81% 20.34% 13.48% 12.62%
balance 15.21% 15.21% 13.45% 7.45% 20.40% 2.34%
chess 3.44% 3.47% 3.44% 12.08% 0.33% 0.47%

cleveland 21.60% 19.18% 21.70% 15.87% 21.50% 15.25%
german 29.23% 28.30% 26.20% 24.20% 26.40% 21.80%
glass 26.62% 32.25% 36.39% 51.45% 23.83% 22.04%

hepatitis 20.00% 21.25% 17.50% 11.25% 12.50% 10.65%
ionosphere 13.97% 13.67% 13.56% 10.53% 6.55% 5.60%

sonar 12.46% 14.45% 15.21% 15.44% 16.67% 7.76%
vehicle 30.14% 28.49% 27.31% 55.20% 23.05% 17.06%

wisconsin 4.39% 3.52% 3.21% 3.81% 3.51% 2.24%

Once again, the instability of the base classifiers was a determining factor
in how well they performed when paired with AdaBoost. The decision tree
and rule-based classifiers once again were the big winners in terms of error
reduction when boosted. However, GP Ensemble still came out on top on most
occasions even if the results were closer than in the case of GP Ensemble versus
Bagging. The stable classifiers suffered even heavier defeats to GP Ensemble
when boosted, as the process often produced zero error reduction and even an
increase in some cases.

A Friedman test was carried out to determine the statistical significance of
the results. This test resulted in a p = 1.163e − 14, which allows us to accept
the alternative hypothesis that there exists a statistically significant difference
among the proposed model and the boosted classifiers. To find the classifier
pairs where this difference lies, a post-hoc test was performed with the GP
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Table 5.10: Comparison of GP Ensemble vs AdaBoostM1 (2/3)
Dataset RIPPER 1R MLP K* Logistic GPE
australian 14.63% 21.45% 17.12% 29.80% 13.91% 12.62%
balance 13.60% 27.40% 9.85% 22.30% 9.76% 2.34%
chess 0.28% 5.48% 0.87% 2.47% 2.51% 0.47%

cleveland 19.23% 27.78% 22.10% 26.28% 16.50% 15.25%
german 24.80% 32.20% 27.30% 34.40% 25.00% 21.80%
glass 22.43% 42.52% 28.40% 27.64% 40.65% 22.04%

hepatitis 13.75% 15.00% 17.45% 16.25% 16.25% 10.65%
ionosphere 7.12% 9.97% 7.77% 13.12% 11.68% 5.60%

sonar 13.94% 31.73% 17.40% 17.56% 25.64% 7.76%
vehicle 24.47% 49.53% 18.40% 29.31% 19.39% 17.06%

wisconsin 3.81% 3.95% 3.22% 4.84% 3.22% 2.24%

Table 5.11: Comparison of GP Ensemble vs AdaBoostM1 (3/3)
Dataset HAC MAM-min MAM-max Gamma GPE
australian 33.62% 48.70% 44.49% 15.94% 12.62%
balance 13.12% 92.16% 92.16% 6.40% 2.34%
chess 15.86% 66.05% 47.78% 18.43% 0.47%

cleveland 35.02% 45.79% 46.13% 17.85% 15.25%
german 38.00% 30.00% 30.10% 30.90% 21.80%
glass 51.87% 64.49% 64.02% 85.05% 22.04%

hepatitis 33.75% 42.50% 56.25% 20.00% 10.65%
ionosphere 29.14% 64.10% 64.10% 25.64% 5.60%

sonar 34.62% 48.08% 41.35% 38.30% 7.76%
vehicle 61.47% 68.09% 74.94% 39.95% 17.06%

wisconsin 2.64% 66.03% 34.99% 9.04% 2.24%

Ensemble classifier as the model of interest. Table 5.12 summarizes the findings
of this test. As can be seen on this table, the test found statistically significant
differences at a 95% confidence level favoring the proposed GP Ensemble model
over most of the boosted variants of the base classifiers; it failed to achieve
the threshold for being able to assert superiority over Boosted C4.5, Logistic
Regression and RIPPER.

From this experiment it can be asserted that the proposed model, on the
surface, seems to achieve very competitive results with those obtained by a
widespread and effective method such as AdaBoost, even when using only a
handful of otherwise unremarkable classifiers. However, against the three of
strongest models the statistical significance test fell short of declaring a decisive
victory for the proposed model.
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Table 5.12: Significance test between GP Ensemble and Boosting
Classifier A Classifier B p-value Verdict
GP Ensemble 1nn 0.00008 Significant Difference
GP Ensemble 3nn 0.00026 Significant Difference
GP Ensemble 5nn 0.00601 Significant Difference
GP Ensemble NB 0.00764 Significant Difference
GP Ensemble C4.5 0.48213 No Significant Difference
GP Ensemble RIPPER 1.00000 No Significant Difference
GP Ensemble 1R 1.42E-07 Significant Difference
GP Ensemble MLP 0.04815 Significant Difference
GP Ensemble K* 2.24E-06 Significant Difference
GP Ensemble Logistic 0.14140 No Significant Difference
GP Ensemble HAC 1.63E-09 Significant Difference
GP Ensemble MAM-min 1.59E-14 Significant Difference
GP Ensemble MAM-max 2.31E-14 Significant Difference
GP Ensemble Gamma 2.32E-07 Significant Difference

GPE vs Random Subspace

The Random Subspace method is another widely used ensemble classifier
generation paradigm. This ensemble model does not use different subsamples of
the training data to generate diverse base classifiers, rather, it generates random
feature subsets with which to train multiple copies of the base classifier. This
gives each classifier expertise in a subset of the feature space, leading to a
generalized increase in performance.

Tables 5.13, 5.14 and 5.15 show the result of comparing the proposed GP
Ensemble model against seven base classifiers enhanced with the Random Sub-
space method. The reported results were obtained using Leave-One-Out cross-
validation. The chosen classifiers were both unstable and stable, since the ran-
dom subspace method relies more on the sensitivity of the base classifier to
changes in the feature space. The best performing classifier for each dataset is
highlighted in bold.

It can be seen in these tables that the GP Ensemble model outperformed,
oftentimes significantly, the best performing Random Subspace ensemble for
each dataset. In eleven out of eleven cases the GP Ensemble model was the
best performer by achieving the lowest classification error. However, one tie
was achieved by the RS-C4.5 ensemble in the chess dataset. The margin of
victory in this case was steeper than in the case of the comparisons against
boosting and bagging.

To determine the statistical significance of these results, a Friedman test
was applied. This test compared the performance of the proposed GP En-
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Table 5.13: Comparison of GP Ensemble vs Random Subspace (1/3)
Dataset 1nn 3nn 5nn NB C4.5 GPE
australian 16.34% 15.94% 14.93% 22.30% 14.20% 12.62%
balance 20.00% 17.12% 17.12% 20.96% 26.50% 2.34%
chess 3.47% 3.13% 3.44% 12.08% 0.47% 0.47%

cleveland 21.45% 17.23% 18.10% 17.85% 18.86% 15.25%
german 28.96% 25.60% 25.30% 27.90% 28.40% 21.80%
glass 27.10% 28.51% 29.48% 51.40% 27.80% 22.04%

hepatitis 13.75% 14.23% 13.75% 13.75% 13.75% 10.65%
ionosphere 7.41% 12.25% 14.23% 17.38% 7.41% 5.60%

sonar 13.94% 11.98% 11.52% 33.40% 19.71% 7.76%
vehicle 26.60% 24.40% 23.40% 52.70% 27.42% 17.06%

wisconsin 2.49% 2.34% 2.34% 3.51% 3.81% 2.24%

Table 5.14: Comparison of GP Ensemble vs Random Subspace (2/3)
Dataset RIPPER 1R MLP K* Logistic GPE
australian 14.20% 18.70% 17.65% 17.83% 14.78% 12.62%
balance 32.32% 27.20% 9.85% 20.16% 21.00% 2.34%
chess 0.75% 31.66% 0.78% 2.82% 2.35% 0.47%

cleveland 18.86% 22.06% 21.80% 20.12% 16.50% 15.25%
german 29.10% 30.00% 25.30% 28.40% 27.20% 21.80%
glass 30.37% 45.79% 34.15% 30.37% 46.73% 22.04%

hepatitis 16.12% 16.18% 21.20% 11.25% 15.00% 10.65%
ionosphere 7.12% 13.96% 11.20% 11.11% 11.68% 5.60%

sonar 22.60% 31.25% 19.71% 13.46% 22.45% 7.76%
vehicle 29.79% 45.98% 18.44% 26.50% 28.76% 17.06%

wisconsin 3.51% 5.71% 4.59% 4.59% 3.37% 2.24%

semble against that of the classifiers enhanced by the Random Subspace en-
semble method among the eleven datasets. The Friedman test resulted in
p = 1.888e − 15, well below the 0.05 threshold. This enables us to assert
that there exist significant differences between the errors obtained by the dif-
ferent models. In order to find the differences, a post-hoc test was performed
using the proposed GP Ensemble model as the classifier of interest. Table 5.16
summarizes the findings.

The post-hoc test found significant differences in favor of GP Ensemble when
compared against Random Subspace-enhanced classifiers in all cases except for
3-NN and 5-NN. This happens even though the proposed model employs the
whole feature subspace for all of its base classifiers and thus misses out on the
enhancements offered by the Random Subspace technique.
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Table 5.15: Comparison of GP Ensemble vs Random Subspace (3/3)
Dataset HAC MAM-min MAM-max Gamma GPE
australian 31.20% 48.70% 44.49% 15.64% 12.62%
balance 13.12% 92.16% 92.16% 6.40% 2.34%
chess 15.86% 66.05% 47.78% 18.43% 0.47%

cleveland 35.02% 45.79% 46.13% 17.45% 15.25%
german 37.40% 30.00% 30.10% 29.90% 21.80%
glass 51.87% 64.49% 64.02% 85.05% 22.04%

hepatitis 30.40% 42.50% 56.25% 19.26% 10.65%
ionosphere 30.77% 64.10% 64.10% 25.64% 5.60%

sonar 34.62% 48.08% 41.35% 37.60% 7.76%
vehicle 61.47% 68.09% 74.94% 37.20% 17.06%

wisconsin 2.64% 66.03% 34.99% 7.87% 2.24%

These results demonstrate that the proposed model consistently and decisively
outperforms the Random Subspace method for most of the classifiers, and barely
missing significance for two of them. This happens even though the proposed
model employs the whole feature subspace for all of its base classifiers and thus
misses out on the enhancements offered by the Random Subspace technique.

GP Ensemble vs Random Forest

Finally, the proposed model was also compared to another leading ensemble
classifier: the Random Forest method. This method uses its own particular base
classifier, a Random Tree. Table 5.17 shows a comparison of Leave-One-Out
classification error between Random Forest and GP Ensemble. The comparison
in Table 5.17 shows that the proposed model performs very favorable compared
to an effective and established method such as Random Forest. In ten out of
eleven cases, the GP Ensemble model outperformed Random Forest when using
Leave-One-Out cross-validation. The largest margin of victory of GP Ensemble
over Random Forest occurred in the balance dataset, where the former won
by 17.34%. These results show once again that the proposed model is able to
compete with, and in several cases outperform, already established methods in
the literature.

To determine whether there is a statistically significant difference between the
Random Forest method and the proposed GP Ensemble method, a Wilcoxon
signed rank test was performed. This test found a p = 0.02441, signifying that
we can reject the hypothesis that there is no difference between the methods
and instead assess that there is a statistically significant difference in favor of
GP Ensemble.
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Table 5.16: Significance test between GP Ensemble and Random Subspace
Classifier A Classifier B p-value Verdict
GP Ensemble 1nn 0.01059 Significant Difference
GP Ensemble 3nn 0.16839 No Significant Difference
GP Ensemble 5nn 0.20403 No Significant Difference
GP Ensemble NB 1.22E-06 Significant Difference
GP Ensemble C4.5 0.03028 Significant Difference
GP Ensemble RIPPER 0.00059 Significant Difference
GP Ensemble 1R 4.14E-10 Significant Difference
GP Ensemble MLP 0.00205 Significant Difference
GP Ensemble K* 0.00267 Significant Difference
GP Ensemble Logistic 0.00302 Significant Difference
GP Ensemble HAC 1.62E-10 Significant Difference
GP Ensemble MAM-min 2.86E-16 Significant Difference
GP Ensemble MAM-max 3.47E-16 Significant Difference
GP Ensemble Gamma 3.92E-08 Significant Difference

Hierarchical versus Linear Ensembles

One of the core proposals of the present work is that hierarchical ensemble
classifiers should generally outperform traditional linear single-level ensembles.
To demonstrate this, experiments were performed while restricting the proposed
model to only use a maximum tree depth of 1, making it equivalent to using
a Genetic Algorithm to select the best members for a traditional single-level
ensemble. Table 5.18 summarizes the findings of this experiment.

The experimental results show that for ten out of eleven instances, the hi-
erarchical ensemble structure outperformed the traditional linear one, even ac-
counting for optimizing the ensemble members in the latter. The only instance
where this was not the case was in the chess dataset, where there was a tie.
However, the hierarchical ensemble produced trees with a depth of 1 in this
problem, exemplifying that if it is more effective to have a smaller single-level
ensemble for a particular problem, the GP algorithm will be likely to find it.

Impact of Associative Models

Another of the core contributions of the present work is the inclusion of associa-
tive classifiers to the environment of ensemble classification, which to the best
of our knowledge has never been attempted before. To this end, an experiment
was performed to observe the behavior of the proposed GP Ensemble model
when it is told to include or exclude the associative classifiers (Hybrid Asso-
ciative Classifier, Gamma Classifier, and Morphological Memories). Table 5.19
shows the results of this experiment.
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Table 5.17: Comparison of GP Ensemble vs Random Forest
Dataset Random Forest GPE
australian 13.48% 12.62%
balance 19.68% 2.34%
chess 0.66% 0.47%

cleveland 18.18% 15.25%
german 24.90% 21.80%
glass 19.63% 22.04%

hepatitis 10.00% 10.65%
ionosphere 6.84% 5.60%

sonar 16.35% 7.76%
vehicle 24.47% 17.06%

wisconsin 2.93% 2.24%

Table 5.18: Comparison of linear, depth-1 ensemble vs tree structure ensemble
Dataset GPE-1 GPE-3
australian 13.60% 12.62%
balance 3.64% 2.52%
chess 0.47% 0.47%

cleveland 16.42% 15.25%
german 23.40% 21.41%
glass 24.71% 22.89%

hepatitis 11.25% 9.63%
ionosphere 6.24% 4.94%

sonar 10.57% 7.76%
vehicle 19.38% 17.06%

wisconsin 2.48% 2.02%

The experimental results show that the proposed GP Ensemble model ob-
tained better performance when including the associative classifiers as potential
members of the ensemble in eight out of eleven cases, with two ties and one
victory in favor of excluding them. While the margin of victory is not too large,
the results suggest that including the associative classifiers enriches the fitness
landscape and enables the GP algorithm to find better ensemble models. Thus,
the diversity at the base classifier level induced by the presence of associative
models is a beneficial contribution to the performance of the ensemble. The GP
search algorithm will likely include the associative classifiers if they are deemed
to be beneficial to producing high-fitness individuals.

Size of the evolved models

Despite the fact that minimizing the classification error was the priority in
guiding the evolution, it is important to keep in mind that a secondary criterion
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Table 5.19: Comparison of GPE with and without associative models
Dataset GPE GPE-NoAM
australian 12.62% 13.47%
balance 2.52% 6.56%
chess 0.47% 0.47%

cleveland 15.25% 16.16%
german 21.41% 22.30%
glass 22.89% 22.89%

hepatitis 9.63% 8.75%
ionosphere 4.94% 5.41%

sonar 7.76% 10.09%
vehicle 17.06% 18.67%

wisconsin 2.02% 2.34%

was included in the fitness function: the size of the model. A smaller ensemble
is preferred to an otherwise equally performing but more complex model due
to space and time concerns. Table 5.20 shows a summary of the characteristics
of the best ensembles evolved over the 100 runs for each dataset. Each column
shows the smallest, largest, and median size of the 100 solutions evolved in each
case.

Table 5.20: Size of the evolved ensembles
Dataset Min Max Median
australian 4 136 39
balance 4 35 9
chess 4 24 4

cleveland 4 75 15
german 6 252 63
glass 4 126 15

hepatitis 6 252 63
ionosphere 4 137 33

sonar 6 123 45
vehicle 4 99 8

wisconsin 4 72 16

From table 5.20 it can be seen that, for all datasets, at least once a minimal
solution was found; that is, a simple majority combiner with either 3 or 5 base
classifiers, giving a total of 4 or 6 nodes respectively. For some datasets certain
runs produced an overly complex model; in the worst case, a tree with 252 nodes
was produced. However, these were outliers, as the median column shows. The
median was taken so as to prevent outliers, both large and small, from skewing
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the average amount of nodes.

Comparing the median ensemble size that was evolved using GP Ensemble
to the sizes of the competing models, some interesting patterns emerge. For
six out of the eleven datasets, GPEnsemble produced median ensembles smaller
than both Bagging and Boosting; that is, they consist of fewer than 30 base
classifiers. For three datasets the median evolved models were smaller than the
random subspace ensembles used for the comparison, with fewer than 10 nodes.
For all datasets, the median ensemble size was smaller than the 100 classifiers
used to build the Random Forest models used in the comparisons above. Only
for two datasets the median ensemble required more than 50 nodes.

A caveat with these numbers is that they report total tree nodes. Therefore,
the size of an ensemble here counts both classifiers and combiners. If only
the number of classifiers was considered, the resulting number would be even
smaller. Another thing to consider with the obtained ensemble sizes is that
GP Ensemble, in its current iteration, produces only unpruned trees. That
is, voting structures that produce a constant output (e.g. a combiner having
only one kind of base classifier among its inputs) have not been simplified.
Therefore, the models produced by GP Ensemble can be further simplified via
pruning operations, making the potential for even simpler and more efficient
models emerge.

Execution Time

It is also important to measure the time it takes for the proposed model to
find an adequate solution to each problem. This time will be influenced by
the complexity of the fitness landscape of each problem, as well as the size of
the dataset and the number of generations that the GP algorithm is allowed
to evolve. Table 5.21 summarizes the execution time of the proposed model
with the 11 used datasets. This time is reported as the average of 100 runs and
expressed both in number of evaluations and minutes taken to find a solution.

Execution time is perhaps the greatest drawback of the proposed model, due
to the relatively long time it takes to find an approximately optimal solution
compared to standalone classifiers. However, this is to be expected when an
evolutionary optimization algorithm, along with an ensemble model is intro-
duced. The extended computation time is justified by the significant increase
in predictive power of the optimized ensemble.

In summary, these results paint a convincing and interesting picture regarding
the role of the proposed GP Ensemble model in the field of ensemble classifiers.
Not only does GP Ensemble evolve ensemble classifiers which compete, and often
outperform, classical techniques such as Bagging, Boosting, Random Subspace,
and Random Forest, but also may be just as or more compact and efficient than
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Table 5.21: Mean execution times of the proposed model
Dataset Evaluations Time
australian 1690 31.6
balance 1062 15.22
chess 587 20.94

cleveland 978 5.15
german 1449 38.58
glass 968 12.97

hepatitis 1290 2.5
ionosphere 1633 27.78

sonar 1662 21.33
vehicle 862 10.19

wisconsin 1241 26.17

their peers. The results show that GP Ensemble is able to generate relatively
simple models with outstanding classification performance. While the cost of
achieving this kind of ensemble models is having to deal with a potentially costly
evolutionary algorithm, the numbers show that this tradeoff is more than worth
it; GP Ensemble is able to generate problem-tailored, efficient, and powerful
ensemble classifier models. This makes GP Ensemble a promising new method
in the field of ensemble classifiers.



Chapter 6

Conclusion

This chapter closes out the thesis by offering a review of the goals achieved in
its development. It summarizes the strengths and weaknesses of the proposed
model, and the results it achieved in the experimental phase. The document
concludes with an outline of possible further research directions stemming from
the work laid out in this proposal.

6.1 Concluding Remarks
Over the previous chapters a novel ensemble classifier generation model, GP

Ensemble, was proposed, detailed, and analyzed. A novel hierarchical voting
tree-based ensemble generation method was achieved; this method is capable of
emulating natural selection and evolution to produce increasingly more effec-
tive ensembles. The problem of evolving an ensemble classifier was solved by
using Genetic Programming; taking classifiers as leaves of a tree and combiner
methods as function nodes, a GP application was developed which was able
to evolve ensemble classifiers guided by a fitness function which prioritized low
classification error and simplicity of the model.

Among the base classifiers used to form the evolutionary ensembles, several
well-known algorithms in the field of ensemble classifiers were included, such
as decision trees, neural networks, and nearest neighbor classifiers. However,
another novelty of the proposed model is that - for the first time ever - several
associative classifiers were tested in an ensemble framework. Never before had
the Hybrid Associative Classifier, Gamma Classifier, and Morphological Mem-
ories been used as members of an ensemble. The results showed that these
associative classifiers contributed a great deal to evolving powerful yet compact
ensembles.

The proposed GP Ensemble model was rigorously tested on eleven widely-
used benchmark datasets. These datasets come from a wide range of application
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domains, from the medical sciences to geology and finance. For all these datasets
the proposed evolutionary ensemble generation framework was able to produce
effective and efficient ensemble classifiers with low classification error and a
reasonable size.

Finally, the model was put to the test against some of the most well-established
and powerful ensemble methods in the field. GP Ensemble was compared against
Bagging, Boosting, Random Subspace, and Random Forest. The experimental
results showed that the proposed GP Ensemble not only was competitive with
classic models in the field, but that in fact often outperformed them - some-
times by using a smaller model than its competitors. Statistical significance
tests found that the proposed model exhibited significant differences over most
of the state-of-the-art models it was compared against. The experimental re-
sults show that GP Ensemble is a promising new arrival to the field of ensemble
classifiers with the potential of achieving excellent results on a wide array of
applications.

6.2 Future Work
The proposed GP Ensemble model can be further analyzed, expanded upon, and
applied to several real-world problems. Further directions of research include:

• Implementing support for each base classifier to use only a subset of the
features as in Random Subspace.

• Adding support for using different training samples for each classifier, as
in Bagging.

• Implementing pruning operators to simplify redundant subtrees in the
evolved models, in order to improve the interpretability and speed of the
resulting ensembles.

• Application of the proposed model to real-world tasks such as financial
forecasting, medical decision support systems, and recommendation sys-
tems.

• Employing other more complex combiners, taking care of avoiding the
nesting problem detailed earlier in the document.

• Removing the restrictions and penalties on tree depth, allowing for ex-
perimentation with massive ensemble trees in order to measure if their
size grants them a performance advantage which can be harnessed using
enough computing power.

These research ideas have the potential to further enhance GP Ensemble to
make it an even more robust and powerful model able to take on a variety of
real-world classification tasks.
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Experimental Results
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Figure A.1: GPE vs standalone classifiers
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Figure A.2: GPE vs Bagging (Part 1)
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Figure A.3: GPE vs Bagging (Part 2)
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Figure A.4: GPE vs Bagging (Part 3)
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Figure A.5: GPE vs Boosting (Part 1)
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Figure A.6: GPE vs Boosting (Part 2)
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Figure A.7: GPE vs Boosting (Part 3)
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Figure A.8: GPE vs Random Subspace (Part 1)
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Figure A.9: GPE vs Random Subspace (Part 2)
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Figure A.10: GPE vs Random Subspace (Part 3)



APPENDIX A. EXPERIMENTAL RESULTS 103

Figure A.11: GPE vs Random Forest
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